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ABSTRACT
Bioinformatics for the Comparative Genomic Analysis of the
Cotton (Gossypium) Polyploid Complex
Justin Thomas Page
Department of Biology, BYU
Doctor of Philosophy
Understanding the composition, evolution, and function of the cotton (Gossypium)
genome is complicated by the joint presence of two genomes in its nucleus (AT and DT
genomes). Specifically, read-mapping (a fundamental part of next-generation sequence analysis)
cannot adequately differentiate reads as belonging to one genome or the other. These two
genomes were derived from progenitor A-genome and D-genome diploids involved in ancestral
allopolyploidization. To better understand the allopolyploid genome, we developed PolyCat to
categorize reads according to their genome of origin based on homoeo-SNPs that differentiate
the two genomes. We re-sequenced the genomes of extant diploid relatives of tetraploid cotton
that contain the A1 (G. herbaceum), A2 (G. arboreum), or D5 (G. raimondii) genomes. We
identified 24 million SNPs between the A-diploid and D-diploid genomes. These analyses
facilitated the construction of a robust index of conserved SNPs between the A-genomes and Dgenomes at all detected polymorphic loci. This index can be used by PolyCat to assign reads
from an allotetraploid to its genome-of-origin. Continued characterization of the Gossypium
genomes will further enhance our ability to manipulate fiber and agronomic production of cotton.
With new whole-genome re-sequencing data from 34 lines of cotton, representing all
tetraploid cotton species, we explored the evolution of the cotton genome with greatly improved
resolution and improved tools, including BamBam and PolyDog. Identifying SNPs and structural
variants among these 34 lines and their extant diploid relatives, we clarified phylogenetic
relationships among tetraploid species, including newly characterized species, and identify
introgression between different species of cultivated cotton. We explored the evolution of
homoeologs in the AT- and DT-genomes and especially the phenomenon of homoeologous
conversion. Homoeologous conversion is rare in cotton, perhaps due to the vast difference in
chromosome sizes in the two genomes. Several regions of the genome have been introgressed
between G. hirsutum and G. barbadense resulting in superior cultivars, likely with beneficial
alleles from both species and novel combinations of alleles. The genomic data provide a valuable
resource for cotton researchers and breeders, who can freely access the data online at CottonGen.

Keywords: next-generation sequencing, allopolyploidy, bioinformatics, comparative genomics,
cotton, Gossypium, HapMap
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CHAPTER 1
PolyCat: A Resource for Genome Categorization of Sequencing Reads From Allopolyploid
Organisms

INTRODUCTION
Read-mapping is a fundamental part of next-generation genomic research. Read-mapping
was the essential first-step in pioneering studies of gene expression (Mortazavi et al. 2008; Wang
et al. 2009), quantification of genome methylation (Lister et al. 2008; 2009), estimation of
DNA2protein interactions (Park 2009; Wilbanks and Facciotti 2010), and assessment of
population diversity (Sabeti et al. 2007; Durbin et al. 2010; Chia et al. 2012). Researchers have
largely applied these methodologies to diploid genomes of model organisms, including
Arabidopsis thaliana (Zhang et al. 2006; Vaughn et al. 2007; Cokus et al. 2008; Lister et al.
2008; Kaufmann et al. 2010), Drosophila melanogaster (Graveley et al. 2010; McManus et al.
2010; Nègre et al. 2011), and Homo sapiens (Mortazavi et al. 2008; Valouev et al. 2008; Lister et
al. 2009; Trapnell et al. 2010).
Read-mapping will also be used to analyze the polyploid genomes of many important
plants. It has been recently established that all seed plants are paleopolyploids, with all
angiosperms sharing an additional event (Jiao et al. 2011). Thus, all flowering plants have
undergone at least two paleopolyploid events in their history. Although all flowering plants have
a history of whole-genome duplication (Stebbins 1950; Adams and Wendel 2005; Paterson et al.
2005; Cui 2006; Wood et al. 2009; 2011), ancient duplications do not significantly complicate
read-mapping because duplicated loci diverge over time, permitting confident placement of a
large majority of sequencing reads. On the other hand, more recent whole-genome duplications
challenge read mapping by causing a twofold increase in chromosome number and DNA
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sequence while preserving gene order, coding and noncoding sequence, and chromosomal
elements such as centromeres and telomeres. The increasing capacity of DNA sequencing will
allow future studies to address the evolutionary and molecular hypothesis of recent
polyploidization events (Osborn et al. 2003; Adams and Wendel 2005; de Peer et al. 2009; Flagel
and Wendel 2009) and the effects of polyploidization on plant phenotypes (Gaeta and Pires
2010; Soltis et al. 2004; Schranz 2000; Dubcovsky and Dvorak 2007). Accurate assignment of
sequencing reads to their genomes-of-origin will be essential to elucidate the underlying
principles and consequences of polyploid evolution.
Because most read-mapping software has been written for the analysis of diploid
genomes (Griffith et al. 2010; Wu and Nacu 2010; Garber et al. 2011; Langmead and Salzberg
2012), it is unsuited for mapping sequencing reads from polyploid samples for two reasons. First,
mapping reads from a polyploid to a related diploid genome results in differential mapping
efficiencies because one coresident genome matches the reference better than the other.
Differential mapping efficiency biases subsequent comparisons of the two genomes and skews
quantitative analyses. Second, existing tools cannot distinguish between the two genomes to
assign quantitative results to one or the other. Other phenomena, such as copy number variation,
cause different problems for interpreting read mapping results and are not the focus of this effort
(Kitzman et al. 2012).
The problems related to analysis of polyploid data can be mitigated by a priori singlenucleotide polymorphism (SNP) identification within and between extant diploid relatives. Most
of these SNPs are vertically inherited from diploid ancestors to allopolyploid derivatives, so they
are present both between diploid relatives and between coresident homeologous genomes of the
allopolyploid. These “homoeo-SNPs” can be used to reduce mapping efficiency bias through the
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use of SNP-tolerant mapping, as with heterozygous genes in humans (Wu and Nacu 2010). After
mapping, the genome of origin for individual reads can be identified based on a comparison
between the bases at the homoeo-SNP locus and the respective bases of related diploid species—
a process we call read categorization.
Sequence data from DNA treated with sodium bisulfite (for analysis of DNA
methylation) present additional challenges to read mapping and read categorization because
transition SNPs cannot be distinguished from bisulfite (BS) conversion events. Because
transition SNPs comprise a majority of all SNPs, including homoeo-SNPs, treatment with BS
causes a majority of homoeo-SNPs to be potentially uninformative for categorizing BS
sequencing (BS-seq) reads.
Here we present PolyCat: a pipeline for mapping and categorizing sequencing reads from
allopolyploid genomes. PolyCat was developed and tested on data derived from various species
of cotton (genus Gossypium). The most common form of domesticated cotton (Gossypium
hirsutum) is an allopolyploid composed of homeologous AT- and DT-genomes, where the ‘T’
subscript indicates genomes within the tetraploid nucleus (Wendel and Cronn 2003). Two extant
diploid cotton species have genomes closely related to those contained in the polyploid nucleus,
namely the A2-genome of G. aboreum and the D5-genome of Gossypium raimondii. The A2genome is more closely related to the AT- genome than the D5 genome to the DT-genome
(Senchina 2003; Flagel et al. 2012); however, the diploid D5-genome recently was sequenced
because of its smaller size (Paterson et al. 2012). This characterized trio of genomes was used to
develop and evaluate the read mapping and read categorization of PolyCat.
The PolyCat source code and the current cotton SNP-index is publically available for
other studies (http://cottonevolution.info), along with a web portal in which evaluation sequence
3

data sets may be submitted for mapping and categorizing. PolyCat produces genome-specific
BAM files as output, which may be immediately used by most current bioinformatics tools for
downstream analyses, such as differential expression (RNA-sequencing [RNA-seq]), differential
methylation (BS-seq), differential DNA-protein binding (chromatin immunoprecipitation
sequencing), and population diversity.

MATERIALS AND METHODS
Sequence preprocessing and SNP index generation from diploid-derived data Sickle
(https://github.com/najoshi/sickle) was used to trim all sequence reads with a quality cutoff of
20. We used the Genomic Short-read Nucleotide Alignment Program (GSNAP) (Wu and Nacu
2010) to map 1,140,550,335 reads from G. raimondii (D5), and 4,070,680,434 reads from G.
arboreum (A2) to the G. raimondii reference genome (Paterson et al. 2012), accepting only
unique best hits and allowing for novel splice sites (Table 1). SAMtools (Li et al. 2009) was used
to generate two pileups, one for A2 and one for D5. We compared the resulting pileups with each
other and with the D5 reference at each nucleotide position to identify homoeo-SNPs between
the genomes, as well as allelic SNPs within the A2 and D5 genomes with at least 4· coverage
and a minor allele frequency of 40%. Sequences used in this effort are available through the
National Center for Biotechnology Information Sequence Read Archive (Table 1).

RNA-seq read categorization
We illustrate read categorization with RNA-seq reads from cotton petals in two
allopolyploid cotton species: G. hirsutum (cv. Maxxa Acala and referred to as Maxxa) and
Gossypium tomentosum, an endemic polyploid cotton species of Hawaii. Because the cotton AT
4

and DT genomes are more similar to their extant diploid relatives than they are to each other
(Flagel et al. 2012), SNPs between diploids approximated SNPs between their respective
allopolyploid genomes and were considered putative homoeo-SNPs. These SNPs were used to
categorize reads from G. hirsutum and G. tomentosum as originating from either the AT or DT
genomes (Udall 2006a,b; Yang et al. 2006; Byers et al. 2012; Flagel et al. 2012). After mapping
to the D5-genome reference as described previously, PolyCat was used to compare the
nucleotide at each SNP position to the SNP index and categorized it as AT-genome or DTgenome (Figure 1), depending on its unique match in the SNP index. PolyCat then assigned each
read to a category based on the number of AT-genome and DT-genome matches. Reads with at
least 75% (a user-specified parameter) of matches for one genome were categorized as AT or
DT, accordingly. Reads with matches to both were categorized as chimeric (X). Reads without
SNP positions or matches were categorized as unknown (N).

Bisulfite sequencing
Bisulfite treatment deaminates unmethylated cytosines to uracils. During subsequent
polymerase chain reaction, the uracil is interpreted as a thymine for complementary strand
synthesis. After sequencing, cytosine-to-thymine mismatches (C/T) between the read and the
reference sequence indicate unmethylated cytosines on the sequenced ‘+’ strand. Guanine to
arginine mismatches (G/A) indicate unmethylated cytosines on the sequenced ‘2’ strand. This
conversion looks like a transition SNP and requires tracking by PolyCat to avoid data loss.
For BS-treated data, PolyCat first inferred the origin strand of each read by counting C/T
and G/A conversions. More C/T conversions indicated ‘+’ strand, whereas more G/A
conversions indicated ‘2’ strand. Ambiguous strands were counted as half reads for both strands.
5

For ‘+’ strand reads, PolyCat accepted a thymine as a match for a cytosine allele; for ‘2’ strand
reads, PolyCat accepted an adenosine as a match for a guanine. Knowing the strand origin
allowed PolyCat to maximize information from each SNP. Because transition SNPs comprised
the majority of the SNP index (Table 2), most reads would be uncategorizable if transition SNPs
were made uninformative. However, C-T SNPs were uninformative only on the ‘+’ strand, and
G-A SNPs only on the ‘2’ strand (Figure 2). So PolyCat could use C-T SNPs to categorize ‘2’
strand reads and G-A SNPs to categorize ‘+’ strand reads to minimize data loss.
After categorizing each read, PolyCat reported the number of cytosines and thymines, or
guanines and adenosines, at each cytosine or guanine reference position, along with the
methylation context— CG, CHG, or CHH—according to the D5-genome reference (Lister and
Ecker 2009). Separate columns reported the total number of cytosines and thymines, as well as
the counts for each genome (AT, DT, X, or N).

RESULTS
Homeologous SNP index
A SNP index largely composed of differences between homeologous loci was created by
comparing the alignments of reads from A- and D-genome diploid species (A2 and D5,
respectively) to the D5-genome reference. We refer to these single-nucleotide differences
between homeologous loci as homoeo-SNPs. Our SNP index consisted of 2,633,689 SNPs
(Table 2). Of these, 1,543,513 (~58.6%) were transitions (tr) and 1,055,479 were transversions
(tv), a ratio of approximately 1.5 (34,697 SNPs had multiple allele possibilities in one of the two
genomes and could not be classified). The gene-dense Maize HapMap 1 had a tr/tv ratio of
approximately 1.0 (Gore et al. 2009), and the more uniform Maize HapMap 2 has a tr/tv ratio of
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approximately 2.0 (Chia et al. 2012), demonstrating a greater abundance of transition SNPs in
intergenic regions in which natural selection does not prevent spontaneous cytosine to thymine
mutations (Coulondre et al. 1978). These values, together with the cotton SNP-index tr/tv ratio of
1.5, suggest a correlation between the genic skew of a SNP collection and the tr/tv ratio.
SNPs were distributed evenly across the genome, reflecting the gene density of the G.
raimondii genome. The average SNP density across all chromosomes was approximately 3.51
SNPs/kbp. Chromosomes 6, 7, and 9 had slightly more than 4 SNPs/kbp, whereas Chromosomes
5, 10, and 13 had slightly less than 3 SNPs/kbp. The remaining chromosomes had between 3 and
4 SNPs/kbp.
A total of 1,123,129 SNPs were in annotated genes, including 579,259 in exonic
sequence (9.4 SNPs/kbp). This increased SNP density in genes was likely due to increased
sequence conservation between the A- and D-genomes. (Cronn et al. 2002; Senchina 2003). The
number of SNPs varied greatly between genes (Figure 3). A binomial distribution of genes with
9.4 SNPs/kbp and 1.6 kbp of average length predicted 0 genes with no coding homoeo-SNPs, but
4161 genes actually had no coding homoeo-SNPs. These data suggest strong purifying selection
on these genes, possibly due to their connectedness (Birchler et al. 2005; Freeling and Thomas
2006).
SNP-tolerant mapping efficiency
SNPs between diploid relatives can approximate homoeo-SNPs between coresident
genomes of an allopolyploid (Bancroft et al. 2011; Harper et al. 2012; Lai et al. 2012). SNPtolerant mapping uses these SNPs to improve mapping efficiencies of sequence reads from
allopolyploid genomes, but previous efforts (e.g., Brassica napus and Tuber aestivum) have not
used SNP-tolerant mapping. To demonstrate the effectiveness of SNP-tolerant mapping, GSNAP
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(Wu and Nacu 2010) was used to map sequence reads from A2, D5, Maxxa, and a synthetic F1
hybrid to the D5 reference. The mappings were performed with and without SNP- tolerant
mapping. For comparison, Bowtie also was used to map the WGS reads from A2 and D5 to the
D5 reference (Langmead et al. 2009).
The SNP-tolerant mapping substantially improved the mapping efficiency of reads from
A2 or allopolyploid cotton to the D5-genome reference (Figure 4). The mapping efficiency of D5
reads to the D- genome reference was unchanged. GSNAP mapped more A2 reads than Bowtie,
and a substantial increase of mapping efficiency was observed with SNP-tolerant mapping
enabled. Of that increase, approximately 50% was observed whereas mapping A2 BS-treated
reads be- cause of the reduced sequence complexity typical of BS treatment (Lister and Ecker
2009; Laird 2010; Krueger et al. 2012). The overall mapping efficiency also improved for the
allopolyploid reads since allopolyploid reads included both AT-genome and DT-genome reads.
The improved efficiency of allopolyploid cotton reads was a result of accurate mapping of Agenome reads to the diploid D-genome reference.

Read categorization of sequence reads
After mapping, PolyCat categorized each read based on matches to the SNP index
(Figure 5). To test accuracy, reads from diploids were also categorized. Most reads were
assigned to their correct genome (0.3% of D5 reads categorized as AT and 0.8% of A2 reads
categorized as DT). Erroneous categorization occurred most frequently in BS-treated reads
(2.1%). A small number of reads from diploids (1%) were categorized as chimeric, indicating
nucleotide matches at separate loci (within a read) to both the A- and D-genomes. Chimeric
reads were slightly more common in A2 than D5. The low level of erroneous or chimeric
8

categorization shows that PolyCat successfully categorized the vast majority of sequence reads.
For allopolyploid reads, erroneous categorization was impossible to definitively identify,
but the rate of chimeric categorization was low, albeit greater than in reads from diploids (4.4%
in RNA-seq and 3.8% in BS-treated reads). Two factors may explain the increase in chimeric
categorization in reads from allopolyploids: (1) The SNP index was based on A2 and D5, so it
includes false homoeo-SNPs that are really allelic SNPs specific to A2 or D5. (2) After
polyploidization, gene (or intergene) conversion events between the allopolyploid genomes
could have replaced the nucleotides of one genome with the nucleotides of the other. At homoeoSNP positions, conversion events can be detected in reads from an allopolyploid (Salmon et al.
2009; Flagel et al. 2012), and the rate of nonreciprocal homeologous exchange had been
extrapolated to be approximately 2% between the two genomes (Salmon et al. 2009). A greater
rate of nonreciprocal homeologous exchange (6.8%) was recently detected in a global assembly
of expressed sequence tags from G. hirsutum and G. barbadense (Flagel et al. 2012). If
homeologous exchanges did not overlap a homoeo-SNP position or if they were larger than
individual read (or expressed sequence tags), then they were not detected. Thus, these numbers
likely underestimate the true number of historical exchanges between the two genomes.
Approximately one-half of the polyploid reads could not be categorized because they did
not overlap a homoeo-SNP. The uncategorized fraction of reads varied by length and by quality
of reads. In the reference genome, only 163 Mb of 749 Mbp were within 100 bp (the length of
Illumina HiSeq reads in our dataset) of a homoeo-SNP, resulting in a 21.78% theoretical
probability of any whole genome shotgun read being categorized. Genic regions (120 Mbp) had
a greater density of putative homoeo-SNPs than intergenic regions because of our large
collection of diploid RNA-seq data. In these regions, the theoretical probability of categorization

9

was higher (60.7%) than the remainder of the genome (Figure 5). These data illustrate the
dependency of polyploid reads categorization on SNP density.
The BS-treated reads had a decreased level of uncategorized reads because of the
information loss caused by BS conversion. Each transition homoeo-SNP was only informative
for half of the reads (C-T SNPs for ‘+’ strand reads and A-G SNPs for ‘2’ strand reads).
Although the same portion of the genome (120 Mbp) could have been theoretically be
categorized after BS treatment, the combination of transitions confounded with BS treatment and
of uneven distribution of homoeo-SNP density (e.g., single homoeo-SNP/read) caused fewer
reads to be categorized in some regions than would have been otherwise categorized had only
one of the individual causes been a factor.

Allele-SNPs within individual allopolyploid genomes
After read categorization, SAMtools (Li et al. 2009) was used to call allele-SNPs within
each genome-specific assembly (AT and DT). These allele-SNPs represented loci that were
heterozygous within the sub-genomes of G. hirsutum and G. tomentosum (Figure 6). G.
tomentosum had slightly more allele-SNPs, representing slightly more genes, than G. hirsutum.
The DT-genomes had more allele-SNPs, representing more genes, than their co-resident ATgenomes. Approximately 75% of allele-SNPs were novel (i.e., not indexed). A small number of
indexed homoeo-SNPs also appeared as allele-SNPs within the genome-specific assemblies.
These SNPs may reflect homeologous gene conversion events, or they may be false homoeoSNPs.
By comparing the AT and DT alignments, we found that only a small number of novel
homoeo-SNPs were identified in genic regions (77 in G. hirsutum and 59 in G. tomentosum),
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which suggests that most existing homoeo-SNPs between the AT- and DT- genomes were
identified using the diploid genomes as surrogates. Therefore, increased sequencing of tetraploid
transcriptomes will only minimally augment the number of “new” homoeo-SNPs; however, it
would likely decrease the number of false-positive homoeo-SNPs resulting from diploid specific
nucleotides.

DISCUSSION
The phylogenetic context of SNPs
Read mapping in polyploid genomes is a natural application of DNA sequencing,
although the practical challenges of mapping to the duplicated loci of polyploid genomes have
not received much attention. These challenges include (1) mapping duplicated reads to a single
reference genome, (2) the difference in similarity between the subgenomes of an allopolyploid
and the diploid reference sequence, (3) gene conversion, (4) allopolyploid autapomorphies, and
(5) diploid autapomorphies. Carefully classified SNPs can be used to address some of these
challenges, despite the lack of a read-mapping program capable of mapping to a duplicated
reference genome. For evolutionary and plant improvement studies, reads are best classified
within a phylogenetic context using SNP positions and their corresponding nucleotides.
In the simplest case involving allopolyploid formation, the genomes of Parent 1 (P1) and
Parent 2 (P2) are combined into a common nucleus and form an F1 (Figure 7A). Assuming that
such a sexually reproducing hybrid could be created, little nucleotide substitution will have
occurred between the parental genomes and their counterparts within the polyploid F1 hybrid.
Thus, SNPs between the diploid parents accurately predict homoeo-SNPs between the subgenomes of the F1, allowing for improvements in polyploid F1 read mapping efficiency and read
11

categorization. For example, a sterile cotton diploid F1 hybrid (a nascent allopolyploid) was
created by a recent hybridization. Categorization of reads from F1 had fewer chimeric (X) reads
than reads from the natural allopolyploids (Figure 5).
This simple model of polyploidization lacks the passage of time since polyploid
formation, during which additional nucleotide substitutions will have accumulated
(autapomorphies in the diploid and polyploid genomes; Figure 7B). The nucleotide substitutions
within each genome after polyploid formation are called allele-SNPs because (1) they occurred
independently in various allopolyploid individuals (e.g., accessions) and (2) they originated in
only one genome and in only one of two germline chromosomes. After a single base substitution,
drift, selection, or both will move the allele frequency of the derived base toward fixation or
elimination. Thus, allele-SNPs can be found within individual genomes where a particular
accession is heterozygous or by the comparison of two different homozygous accessions. These
allele-SNPs would independently assort during meiosis after nucleotide substitution, regardless if
they were identified in homozygous or heterozygous individuals. SNP identification efforts in
other species have used confusing, alternative notation (e.g., hemi-SNP, etc.) if the allele-SNPs
were initially identified in a heterozygote as opposed to a homozygote (Bancroft et al. 2011;
Harper et al. 2012). We do not use that context-dependent terminology in cotton.
Allele-SNPs can be identified by remapping categorized reads to the reference sequence
and searching the alignments using common SNP-finding tools developed for diploid genomes
(Li et al. 2009; McKenna et al. 2010). As an example, by using SAMtools we identified more
than 1000 new allele-SNPs within both allopolyploid genomes of G. hirsutum and G.
tomentosum (Figure 6). These allele-SNPs would be the most useful type of SNPs for cotton
improvement because they have been bioinformatically discriminated from homoeo-SNPs and
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because they could be expected to segregate in Mendelian fashion (Van Deynze et al. 2009;
Byers et al. 2012; Yu et al. 2012).
Comparison of independent alignments of categorized reads identified a limited number
of new homoeo-SNPs because the extant diploid relatives used for initial homoeo-SNP
identification were not perfect surrogates for the actual ancestral genomes that formed the
ancestral allopolyploid, AND because of autapomorphic substitutions since polyploid formation
(Figure 7). Resequencing multiple diploid accessions from each genome could identify the true
diploid autopomorphies and reduce the number of SNPs erroneously classified as homoeo-SNPs.
With our current dataset, these two SNP types were indistinguishable in our SNP index.
Fortunately, the rate of false-positive homoeo-SNP (or false-positive allele-SNPs) had a
negligible impact on read mapping because neither allele was penalized as a mismatch during
SNP-tolerant read mapping. Thus, PolyCat used a conservative approach where if any SNP were
included in the index (regardless of its source) its respective bases would be essentially masked
during mapping.
Finally, SNPs can be placed on a traditional phylogenetic tree, but only a portion of those
SNPs (homoeo-SNPs and allele-SNPs within the allopolyploid) impact mapping of sequence
reads from allopolyploids (Figure 7). Allele-SNPs identified in subsequent re-sequencing of
additional allopolyploid accessions can be easily added to the SNP index. Thus, improvement
and extension of the PolyCat’s SNP index will be an iterative process (although SNP discovery
will likely reach a saturation point and plateau). The combination of both types of SNPs
(homoeo- and allelic) was included in the cotton SNP index for read mapping, and a similar
collection of SNPs could be compiled for other allopolyploid genomes such as Brassica napus
(Bancroft et al. 2011; Harper et al. 2012) and Triticum aestivum (Lai et al. 2012).
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Effectiveness of the PolyCat pipeline
The SNP index and read categorization process facilitated the analysis of allopolyploid
cotton by reducing the bias in mapping efficiency between the two genomes and by providing a
means to separate data generated for each allopolyploid genome (AT- and DT-genomes in
cotton). Mapping all sequence reads to a single genome reference allowed for an aligned,
comparative analysis between the two genomes within a given accession, as well as for more
accurate analyses between accessions. Although these tools have been developed for cotton, they
can be readily applied to any allopolyploid by providing an appropriate genome reference
FASTA file, SNP index, and sequencing reads.
PolyCat is ultimately limited by the density of homoeo-SNPs across the genome. Reads
belonging to a particular region of the genome can only be categorized if it has one or more
homoeo-SNPs because every categorized read must overlap at least one SNP. The use of longer
reads could improve the rate of categorization.
PolyCat is written in C++ and Perl, using BamTools
(https://github.com/pezmaster31/bamtools) and Bioperl (Stajich et al. 2002). The custom scripts,
the cotton SNP index, and a demo web application for demonstration of allopolyploid cotton
read categorization are available online (http://bioinfo3.pgml.uga.edu/polyCat/upload. html). In
the online version, 1 GB of sequence reads (non BS-seq) in FASTQ format can be categorized
by PolyCat in approximately 15 min. Additional sequencing and development of software
algorithms and tools will provide continued insights into polyploid genomes, their interactions,
and their resultant phenotypes.
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TABLES
Table 1 Contribution of different DNA and RNA sources to construction of a SNP index
Sequence Source
ISU fiber, leaf, buds, floral
parts, seed (RNA-seq)
BYU Petal RNA-seq
Whole G. Shotgun
(Genomic DNA)
Total

A2
1,032,531,096

D5
931,721,308

SRA IDs
SRA061240

42,047,506
2,996,073,656

39,974,015
168,243,740

SRA061456
SRA062614

4,070,652,258
1,139,939,063
SRA062615
SNP, single-nucleotide polymorphism; SRA, Sequence Read Archive (National Center for Biotechnology
Information).
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Atgenome

Table 2 Composition of SNP index by SNP type

A
T
G
C

Dt-genome
A
0
190,468
117,349
363,609

T
190,935
0
363,240
117,194
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G
132,443
407,605
0
87,509

C
409,059
132,678
86,903
0

FIGURES

Figure 1 A diagram of the PolyCat read categorization process. (A) Reads from diploids are
used to generate an index of homoeo-SNPs. (B) Reads from tetraploids are assigned to a genome
based on the sequenced base at each overlapped SNP position. (C) Categorized reads from
tetraploids can then be realigned into genome-specific assemblies and used to improve the SNPindex.
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Figure 2 Homoeo-SNPs in BS treatment. (A) Suppose there is a C-T SNP on the ‘+’ strand
between the A and D genome (green characters). After BS treatment, reads ‘descending’ from
the ‘+’ strand may have a C or a T, depending on the methylation state. All reads from the ‘2’
strand will have a ‘C’ at that SNP position, regardless of methylation state. And in this case, all
reads from the D genome will have a T, regardless of the strand. Thus, a T base at the SNP is
uninformative because it could be from the D genome or an unmethylated A genome. However,
if it were known that the T nucleotide was descended from the ‘2’ strand, then the T would be
fully informative (i.e., it would indicate the read was unambiguously from the D-genome in this
example). As mentioned in Materials and Methods, we impute the original read strandedness
based of the frequency C/T and G/A transitions. (B) Suppose there is a G/T SNP; there is no
ambiguity, then, about the genome origin of the original strand because A-genome reads will
have a G or an A, whereas D-genome reads will have a T.
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Figure 3 Histogram of SNP frequencies by gene as annotated in the initial draft of the D-genome
reference sequence. Most genes (mode) had between 20 and 30 SNPs. A total of 7235 genes with
low coverage (RNA-seq or WGS) from the diploid datasets were removed from the distribution.
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Figure 4 Mapping efficiency with and without SNP-tolerant mapping. Reads were mapped by
Bowtie (WGS only), GSNAP, and GSNAP with SNP-tolerant mapping (GSNAP-snp). WGS
reads from G. arboreum (A2), G. raimondii (D5), were mapped to the reference genome of G.
raimondii. Subsequently, RNA-seq and BS-seq reads from A2, D5, G. hirsutum (Mx) and the F1
diploid hybrid (F1) also mapped using SNP-tolerant mapping.
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Figure 5 Percentages of read categorization. Reads were mapped to the G. raimondii reference
with GSNAP and SNP-tolerant mapping, then categorized as A-genome (A), D-genome (D),
chimeric (X), or unknown (N).
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Figure 6 SNPs in G. hirsutum and G. tomentosum compared with the SNP index. Numbers
inside blue circles represent the total number of SNPs for that genome, whereas underlined
numbers between blue circles represent SNPs that are shared between two different allopolyploid
genomes. This is not a formal Venn diagram because the numbers between blue circles are
represented twice—once inside the circle(s) and once between the circles. They simply indicate
the number of shared SNPs between the blue circles. Numbers inside the large red circle are
indexed, while those outside were not contained within the SNP index.
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Figure 7 The phylogenetic contexts of SNPs within a polyploid genome. (A) Immediate
formation of an F1 is largely additive in terms of DNA content. SNPs between the contributing
diploid genomes can be readily detected in the newly formed hybrid (red SNP marks) and F1
reads can be readily categorized as originating from the P1 or P2 genome. (B) For most
allopolyploids, a significant amount of time has passed since the initial genome duplication
(represented by dashed arrows where time is on the y-axis). Nucleotide substitutions since
polyploid formation (autapomorphies) resulted in allele-SNPs (green SNP marks). (C) SNPs can
be placed within a classical phylogenetic context. Red and green SNP marks represent their
respective SNP-types. Additional homoeo-SNPs (red, dashed SNP marks) were identified by
comparing alignments of categorized reads (e.g., AT- genome reference alignment to DTgenome reference alignment). (D) The blue circle represents identified SNPs (allele- and
homoeo-SNPs) that are useful for improving mapping efficiencies of allopolyploid samples.
Potential false-positive homoeo-SNPs (i.e., diploid allele-SNPs) that are autapomorphic for each
diploid do not negatively impact read mapping if one of the diploid alleles is common to one of
the allopolyploid genomes.
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CHAPTER 2
Insights into the Evolution of Cotton Diploids and Polyploids from Whole-Genome Resequencing

INTRODUCTION
We aligned re-sequencing reads to the existing D-genome sequence and discovered novel
changes between the A-genomes and D-genomes in both diploid and polyploid plants. We
identified single base differences throughout the genome between the diploid genomes and discovered that 978 genes of the D-genome reference sequence are consistently deleted in the Agenome. We discovered that approximately 900 Kbp of sequence in the polyploid genome have
been converted from one genome to another in separate conversion events scattered across the
genome. These discoveries help us better understand the dynamic nature of polyploid genomes
and provide many avenues for further genomic research in cotton.
The genus Gossypium (cotton) includes approximately 45 diploid species that are divided
into eight monophyletic groups, each designated by a single letter (“A” through “G” and “K,”
hereafter referred to as genome groups) (Wendel et al. 2012). Ancient hybridization between A
and D diploids resulted in a new allopolyploid (AD) lineage in the New World approximately 1–
2 million years ago (Wendel 1989). Two of the descendant allopolyploid species—Gossypium
hirsutum (AD1) and Gossypium barbadense (AD2)—as well as two African-Asian A diploids—
Gossypium herbaceum (A1) and Gossypium arboreum (A2)—were each independently
domesticated for their long, spinnable, epidermal seed trichomes. These four species collectively
provide the world’s cotton fiber production, with more than 90% of this total being attributable
to the cultivation of “upland cotton,” G. hirsutum (Wendel and Cronn 2003). Understanding the
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cotton genome is important for facilitating advances in crop variety development and utilization.
In addition, insights into polyploid evolution in cotton may further our understanding of other
polyploid crops.
Molecular studies and comparisons between diploid cotton species have revealed a genus
with extraordinary genome dynamics. For example, there is a nearly three-fold variation in
genome sizes among diploids (Wendel and Cronn 2003; Wendel et al. 2012), with the A-genome
(1.7 Gbp) being nearly twice the size of the D-genome (0.9 Gbp), largely because of the
proliferation of GORGE3 gypsy-like retrotransposons (Hawkins et al. 2006). Despite this size
difference, comparative mapping studies have indicated that gene order and colinearity have
been largely conserved between the diploid A-genomes and D-genomes (Brubaker et al. 1999),
with the corollary that most genome size diversity reflects variation in the rates of proliferation
and deletion of repetitive elements (Hawkins et al. 2009; Grover and Wendel 2010). Molecular
phylogenetic and dating studies indicate that the A-genomes and D-genomes diverged
approximately 5–10 million years ago. The F-genome of Gossypium longicalyx diverged from
the A-genome after the A–D divergence, making it a suitable outgroup for a comparison of the
A-genome diploids.
The respective A and D diploid genomes are closely related to the two homoeologous
genomes in allopolyploid cotton, AT and DT (“T” denotes tetraploid), because
allopolyploidization is thought to have occurred during the mid-Pleistocene era, or 1–2 million
years ago (Wendel 1989). Consequently, genome differences between diploids A2 and D5 serve
as a fair approximation of the differences between AT and DT tetraploid genomes (Udall 2006;
Flagel et al. 2012). Thus, the existence of models of the diploid progenitors of allopolyploid
cotton provide powerful reference points for inference of homoeology (e.g., of genes, transcripts,
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RNA-seq reads) in allopolyploid cotton. The recent publication of the genome sequence of the
D-genome diploid (Gossypium raimondii; Paterson et al. 2012) allows for the development of
new analytical and comparative approaches for the genomics of both diploid and polyploid
cotton. For example, a tool was recently created to assign the sequence reads of allopolyploid
cotton to their respective genome after mapping reads from A-diploids and AD-polyploids to the
G. raimondii (D5) reference sequence (Page et al. 2013).
Combined with the rapid increase in available sequence data, these new genomic
approaches may facilitate molecular and traditional improvement efforts of cotton. For example,
analysis of reads from diploids mapped to a single genome reference provides a straightforward
method to identify single nucleotide polymorphisms (SNPs) between and within genomes,
because each alignment of reads has identical relative positions (Page et al. 2013). In considering
the relationships among sequences from A-genome, D-genome, and AD-genome cotton species,
it is useful to distinguish between two classes of SNPs. Briefly, homoeo-SNPs are fixed
differences that distinguish (and hence diagnose) the A-genomes and D-genomes. Allele-SNPs,
however, are traditional segregating polymorphisms within a single genome, between the two
alleles of an individual accession (i.e., heterozygosity) or between the corresponding
homozygous alleles of different accessions. Allele-SNPs are those historically used by breeders
to improve cotton cultivars in marker-assisted or genomic selection methods. Homoeo-SNPs add
another layer to practical utility of allele-SNPs in that they provide a genomic feature to
distinguish between duplicate gene copies. Homoeo-SNPs are also useful in an evolutionary
context because their analysis offers insights into the molecular evolutionary properties of
allopolyploid cotton and, more generally, allopolyploid genomes.
To better understand both diploid and allopolyploid cotton genomes, we performed deep
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whole-genome re-sequencing of several diploid accessions of both A-genome and D-genome
diploids. Our first objective was to determine all of the homoeo-SNPs between the A-genomes
and D-genomes. Using reads from these diploids and publicly available reads from diploid and
allopolyploid cottons, we compiled a database of SNPs between the various genomes studied.
Our second objective was to describe genome evolution between the genomes that could be
characterized by read coverage. We examined loci that are either duplicated or deleted in the Agenome species, based on coverage of A-genome reads mapped to the D5-genome reference.
Where those duplications or deletions overlap with genes, they may provide insight into the
evolutionary basis for the phenotypic differences among diploids, including the production of
spinnable fiber in A-genome diploid species. Our third objective was to document the extent of
genome interaction based on sequence data in the polyploid (i.e., conversion events). A robust
description of conversion events throughout the cotton genomes will serve as a bioinformatic
aide to future genomic analyses of allopolyploid cotton.

MATERIALS AND METHODS
Plant material
Plant material was grown and harvested from greenhouses at Brigham Young University
(D5-2, D5-31, A1-155, A2-34, A2-1011), Iowa State University (D5-4, D5-53, A2-4, A1-73),
and Texas A&M University (A2-255). DNA was extracted from four accessions of G. raimondii
(D5-2, D5-4, D5-31, D5-53), two accessions of G. herbaceum (A1-73, A1-155), and four
accessions of G. arboreum (A2-4, A2-34, A2-255, A2-1011) using a Qiagen DNeasy plant kit.
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Acquisition of DNA sequence
After shearing DNA with a Covaris instrument at the Huntsman Cancer Institute (Salt
Lake City, UT), DNA libraries were prepared with the Illumina TruSeq V3 kit and sequenced by
Beijing Genome Institute (BGI, Sacramento, CA), producing 100-bp paired-end reads. We
assumed that the Illumina library construction process would perform equally well on highquality DNA of the A-genomes and D-genomes. Approximately 40-times the genomic coverage
was obtained for each library (Table 3). Reads from the diploids have been deposited in the
NCBI Sequence Read Archive (SRA) under the fol- lowing entries: PRJNA202235,
PRJNA202236, and PRJNA202239 for G. arboreum, G. herbaceum, and G. raimondii,
respectively. Additional genomic sequence reads for G. longicalyx (F1-1; SRR617255), G.
herbaceum (A1-97; SRR617256, SRR617284, SRR617704), and G. hirsutum cv. Maxxa
(SRR617482) were obtained from the Sequence Read Archive. All reads were trimmed for
quality with Sickle using a minimum phred quality threshold of 20 (https://github.com/
najoshi/sickle).

Homoeo-SNP index
An index of homoeo-SNPs between the A-genomes and D-genomes was produced by
comparing sequence data from nine Gossypium diploids (A1-97, A1-155, A2-34, A2-255, A21011 vs. D5-2, D5-4, D5-31, D5-53). First, all reads were mapped with GSNAP (Wu and Nacu
2010) using the options “-n1 -Q” (requiring unique best mapping for each read) to the 13
chromosomes of the D5 reference sequence (Paterson et al. 2012). Second, alignment files were
processed with SAMtools to produce sorted BAM files (Li et al. 2009). Third, we used InterSnp,
a custom code built on the BAMtools API (https:// github.com/pezmaster31/bamtools) and
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available as part of the BamBam package (http://udall-lab.byu.edu/Research/Software/BamBam.
aspx) to call SNPs with at least 10-times coverage and a minimum minor allele frequency of
40%. Because the alignments from diploids used the same reference genome, homologous loci in
the A-genomes and D-genomes were readily compared to identify SNPs between genomes
(homoeo-SNPs). Homoeo-SNPs were called at a locus position of the D-genome reference when
all diploid genomes with coverage at that particular locus were homozygous, all A-genome
diploids had the same base, and all D-genome diploids had the same base, different from the Agenome diploids. Finally, loci with identified homoeo-SNPs were tabulated into a text file that
was converted into a homoeo-SNP index for use by GSNAP and PolyCat.

SNP identification and diversity analysis
Using the homoeo-SNP index, we again mapped the sequence reads from the nine
diploids, this time using the SNP-tolerant mapping (“-v” option) of GSNAP. We also mapped
reads for three additional diploids (F1-1, A1-73, A2-4) and one allopolyploid (G. hirsutum cv.
Maxxa). GSNAP and SAMtools were otherwise used as noted. Reads from the tetraploid Maxxa
were assigned to the AT-genomes and DT- genomes using PolyCat (Page et al. 2013). All SNPs
(homoeo-SNPs and allele-SNPs) were called by InterSnp between the 13 resulting BAM files,
one for each A or D diploid, one for the AT-genome of Maxxa, and one for the DT-genome of
Maxxa. The number of heterozygous loci in each individual was summarized after filtering loci
within conserved duplications. We constructed a neighbor-joining tree for the various diploid
accessions, as well as the AT-genomes and DT-genomes, using the PHYLIP (Felsenstein 1989)
program “neighbor” and default settings. The distance matrix consisted of the percentage of
aligned sites that differed in pairwise comparisons.
36

We used homoeo-SNPs between the diploids to generate a “pseudo-A” genome, with the
A alleles substituted into the D5 reference. We did the same with the Maxxa homoeo-SNPs to
make “pseudo-AT” and “pseudo-DT” genomes. Although these pseudo-genomes did not have
indels or structural variations that are present in the actual A, AT, and DT genomes, the majority
of gene sequences were conserved (Flagel et al. 2012; Paterson et al. 2012). Thus, these pseudogenomes served to characterize the location of allele-SNPs within genes and other conserved
noncoding sequences, and having each genome on the same "scale" greatly simplifies genome
comparisons.

Duplications and deletions
We detected putative duplications (relative to the D5 reference genome) in the other
diploids using MACS (with default settings), a commonly used tool for ChIP-seq analysis
(Zhang et al. 2008). It empirically models peaks in coverage of ChIP-seq reads using a dynamic
Poisson distribution, thereby estimating the location of a DNA binding molecule. Here, we used
MACS to call coverage peaks within WGS reads from the A-genome and F-genome diploids
after alignment to the D-genome reference. Assuming the libraries from both A-genomes and Dgenomes would be equally biased, reads from D5- 53 served as a control sample, estimating the
expected coverage pattern. Peaks in A-genome coverage relative to D5-53 represent putative
duplicated sites that were sampled at a higher frequency during sequencing. To filter out falsepositives, we also called coverage peaks in D5-2, D5-4, and D5-31, relative to D5-53. We used
bedtools (Quinlan and Hall 2010) to compare peaks among and between the datasets and to
identify their position relative to gene annotations in the D5 version 2.1 (Paterson et al. 2012).
Similarly, putative deletions in the test diploids were called if the reference sequence D5-53 had
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20-times or higher coverage at both ends, as well as at an additional point at least 200 bp from
either end of a region of at least 1000 bp, and if the test diploid had near-zero coverage (3-times)
at every point in that block. This detection was performed by Gapfall, part of the BamBam
package (http://udall-lab. byu.edu). Blast2Go was used for an enrichment analysis (using the
Fisher exact test) on genes duplicated or deleted in the A diploids (Conesa et al. 2005). Default
B2G parameters were used.

Polyploid conversion events
We used two methods to identify possible nonreciprocal homoeologous or “gene
conversion” events between the AT-genomes and DT- genomes of G. hirsutum cv. Maxxa. We
first identified individual converted loci based on homoeo-SNPs, where reads from the ATgenome carried the D-genome nucleotide, or vice versa. The second method used duplications
and deletions to identify regions of conversion, but for deletion detection using 15-times the
minimum coverage for the duplicated genome and less than four-times the coverage for the
"deleted" genome. If a region spanning at least 1 Kbp was “duplicated” in the AT-genome
relative to the A diploids and “deleted” in the DT-genome relative to the D diploids, then an ATbiased conversion event was inferred. Similarly, an AT-genome deletion and DT- genome
duplication suggested a DT-biased conversion. These analyses of the polyploid genome were
limited to regions that were present in both diploid genomes (A and D) because homoeo-SNPs
could only be predicted in such regions.
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RESULTS
Intergenomic SNPs
Similar to previous work on the detection and frequency of SNPs in genic regions (Page
et al. 2013), we produced a robust index of 23,859,893 homoeo-SNPs between the genomes of
diploid A-genome and D-genome cotton. These SNPs covered the genome of the D-genome
reference sequence at a density of one SNP per 32.3 bases (Figure 8). This total number of SNPs
is a dramatic increase from the number previously reported with the D-genome sequence
(Paterson et al. 2012) and in genic sequences (Page et al. 2013). The index had a
transition/transversion ratio of 1.92 (Table 3), similar to the Maize HapMap2 (Chia et al. 2012).
This genome-wide SNP analysis confirmed our speculation that the previous ratio was
downwardly biased in our gene-focused index. Across polymorphic nucleotide positions, there
was not a significant difference between the GC biases of the A-genomes and D-genomes
(45.4% and 45.1%, respectively). However, these values were higher than the genome-wide GC
content, suggesting an increased likelihood for SNPs at G or C nucleotides, possibly because of
the high frequency of C/T mutations caused by deamination of cytosines.
The genome-wide SNP index (SNP index 2.0) was based on comparisons of deep
sequence coverage between multiple diploid A-genomes and D-genomes, so we anticipated it
would be more robust and widely applicable for read mapping efforts of other diploids and
allopolyploids than the previous index. The improved index increased mapping efficiency of Agenome reads to the D- genome reference sequence. With the SNP-tolerant mapping of GSNAP,
more than 77% of A-genome reads mapped, reflecting a mapping improvement of approximately
15% compared to mapping without the SNP-index (Table 4). D-genome mapping was unaffected
(95%). The error rate of categorization of WGS reads was less than 2%, as estimated by
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categorizing the diploid reads and looking for incorrectly categorized reads. Although this error
rate is slightly higher than that estimated for the original PolyCat index (Page et al. 2013), it is
still an acceptable rate considering the increased fraction of reads that overlap a SNP between
genomes ($70%, up from 50%), and considering WGS reads mapping to less conserved
intergenic regions.
Within the diploid index, genes had a median intergenomic SNP per base rate of 2.2%
(range, 0–16.1%). Notably, there were 593 genes that had no unambiguous homoeo-SNPs
between diploid A-genomes and D-genomes. Of these, 215 genes had one or more allele-SNPs
(i.e., one diploid genome had two nucleotides, one matching the second diploid genome and the
other nucleotide being novel). The remaining 378 genes were completely conserved across all
accessions with no SNP differences. A Blast2Go enrichment analysis of these genes identified
the following three enriched GO terms: NADH dehydrogenase (ubiquinone) activity
(GO:0008137); NADH dehydrogenase (quinone) activity (GO:0050136); and NADH
dehydrogenase activity (GO:0003954). Most of these genes were shorter than the average gene
within the D-genome annotations (95 to 8113 bp with mean 810 6 786 SD for the 378 genes vs.
89 to 51,174 bp with mean 3249 6 2806 SD for all 37,223 genes) (Paterson et al. 2012).
In the polyploid, improved categorization of reads into its two separate genomes was
enabled by the genomic SNP index. Using the SNPs from the diploids and the D-genome
reference, PolyCat assigned more than 70% of mapped polyploid reads to the AT- genomes or
DT-genomes. For the tetraploid Maxxa, a greater percentage of reads were assigned to the ATgenome than to the DT-genome, despite the fact that categorization only occurred in regions
shared by the two genomes. This later criteria preempted the larger A-genome from an AT
categorization bias. The unexpectedly higher categorization rate of AT reads may be partially
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explained by the fact that A1 and A2 diploids are a two-fold better approximation of the ATgenome than D5 is of the DT-genome. For example, nucleotide diversity appears to play a role in
mapping efficiency among the diploid A-genome species. The most divergent line (A1- 73) had
the lowest mapping percentage of any of the of the A-genome diploid accessions. Because
sequence divergence is less between the A-genome diploid and polyploid than the D-genome and
polyploid, read categorization based on SNPs between the diploids would be more effective for
the AT-genome, resulting in the observed bias. To a much lesser degree, the AT categorization
bias may also be partially attributed to duplicated loci in the AT-genome mapping to a single
locus in the D5 reference, although these artifacts were largely avoided by the detection of
duplications.
Because of their recent common ancestry, many of the identified differences between the
A-genome and D-genome diploids were retained between the AT-genomes and DT-genomes as
homoeo-SNPs. A total of 20,828,020 homoeo-SNPs were identified between the AT- genomes
and DT-genomes of the allopolyploid cultivar Maxxa. The difference between the number of
approximately 20 million SNPs in the polyploid and the “retained ancestral” homoeo-SNPs ($16
million; 75.8%) were autapomorphic SNPs that were derived after the divergence of the ATgenome and DT-genome from the A-genome and D-genome common ancestor, respectively.
This portion of the homoeo-SNPs (5,046,151; 24.2%) was only identified between the genomes
in the allopolyploid and not in the comparison of the diploid genome sequences. These unique,
homoeo-SNPs were found throughout the genome in 34,810 of the 37,223 annotated genes. We
anticipate that additional polyploid autapomorphic SNPs will be identified as more polyploid
genomes are re-sequenced.
For all of the annotated genes in the D5-genome reference, an alignment of A, AT, DT,
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and D-genomes was created, from which the amount of molecular evolution between the Agenomes and D-genomes of cotton was calculated (Table 5). The results of this effort concurred
with our previously published work based on aligned EST contigs (Flagel et al. 2012), although
SEs were much smaller because of the much larger dataset. We found slightly less divergence
(dN and dS) between the polyploid genomes (n = 28,317) than between the diploid genomes (n =
30,874), although the difference is not significant. The different totals between the diploids and
polyploids suggested that more than 2500 genes in the polyploid did not have sufficient
polymorphism for an appropriate estimation of molecular evolution. We further investigated the
alignments of these genes to ascertain whether their close sequence similarity was the result of
gene conversion between homoeologous genomes. Of the genes without dN/dS estimates, 759
were found to only have sufficient polymorphisms between the tetraploid genomes (and not
between the diploid genomes) and 3316 were found to have sufficient polymorphisms between
the diploids (but not between the tetraploid genomes). This cumulative large difference between
ploidy levels further suggested that gene conversions may play a role in reducing genetic
diversity between genomes. However, only 106 and 42 genes were detected to overlap
"conversion regions" in the diploids and tetraploid genome.
Of the 2,817,991 SNPs between diploids that fell within genes, 486,514 were inferred to
be in exonic positions, including 248,599 that caused amino acid changes (i.e., nonsynonymous)
compared to the reference sequence. Of these, there were 1651 genes with SNPs that resulted in
premature stop codons in the pseudo-translation of A-genome transcripts, 1802 genes with
premature stop codons in AT, and 709 genes with premature stop codons in DT (Figure 9). These
genes were not excluded in estimates of molecular evolution. None of these gene sets had any
enriched GO terms. The low level of DT premature stops may simply reflect an ascertainment
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bias of the annotated reference genome that was based on a diploid D genome. Many of the
putative stop codons were found near the annotated end of the gene, suggesting that they might
have only a minimal impact on protein function. Alternatively, their inference may reflect
bioinformatic artifacts, such as imperfect gene annotation of the D-genome, or alternative stops
that independently evolved in the A-genomes. Most of these alternative stops codons were within
10% of the 39 end of the gene. If one ignores the premature stop codons within the last 10% of
the annotated genes, then 803 premature stops were shared between the diploid A-genomes and
the AT-genome (Figure 9). This result was marginally less than previously reported (Paterson et
al. 2012), because we had the added power of multiple A-genome re-sequencing efforts.
Other SNPs disrupted a start or stop codon. We identified 806 genes with disrupted start
codons (i.e., resulting in an amino acid distinct from that in the D5 reference) in the A-genome,
703 in AT, and 684 in DT. These genes could have a longer or shorter coding sequence than as
originally annotated. No GO terms were enriched in these gene sets. We also identified 831
genes with altered stop codons in the A-genome, 693 in AT, and 437 in DT, resulting in longer
peptide sequences. Several GO terms (~20 in each genome) were enriched within these genes,
and almost all were associated with photosynthesis. There were also 406 genes without a stop
codon within the D5 gene annotation, with the same photosynthesis GO terms being enriched.

Diversity and heterozygosity
In addition to creating an index of nucleotide differences between the diploid A-genomes
and D-genomes, we detected unique nucleotide variation within and between individual
accessions. Within a genome type (i.e., A or D), these types of SNPs are called allele-SNPs. The
allelic genotype of each diploid and both genomes of the allopolyploid Maxxa were determined
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at all polymorphic loci. A pairwise comparison between accessions found that the D5 diploids
had extremely low nucleotide diversity (1 million SNPs) between any two accessions, whereas a
similar pairwise comparison between the A1-genomes and A2-genomes found that accessions
were more diverse (4-5 million SNPs within A1 or A2; 6–8 million SNPs between A1 and A2).
There were approximately twice as many SNPs between the A1-genomes and A2-genomes as
within either of the two species. These results are not unexpected given the exceptionally low
diversity found in a survey of allozyme diversity in G. raimondii (J. F. Wendel, unpublished
data) and the appreciable levels of diversity in the chosen accessions of G. arboreum and G.
herbaceum (Wendel et al. 1989).
In addition to having more fixed allele-SNPs between accessions, the A-genome diploids
were more heterozygous than the D-genome diploids (13% and 1%, respectively; Table 6). In the
A-genome diploids, heterozygous loci were approximately twice as frequent outside than inside
of genes. This was not surprising, given the expectation of more intense purifying selection on
coding sequences. Of course, these estimates of heterozygosity excluded loci that were
duplicated in the A-genome. Interestingly, heterozygous loci in the D-genome diploids were
equally common in genic and nongenic regions. This genomic difference likely reflects both the
exceptionally low genetic diversity within the D-genome and a high level of generalized
inbreeding. In this respect, we note that G. raimondii has a narrow natural range and presently
exists as only scattered populations with very low effective population sizes.
A neighbor-joining tree was constructed and rooted based on the known relationship between the
A/F-genome clade and the D-genome clade (Figure 10). Many fixed allele-SNPs (i.e., not
heterozygous within a line) could be attributed to mutations occurring along specific branches of
the phylogeny (Table 7). The tree correctly reconstructed the accepted relationships of the
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diploids and their relationships to the two genomes of allopolyploid cotton (Senchina et al. 2003;
Grover et al. 2012; Wendel et al. 2012). Specifically, and unsurprisingly, AT and DT were
phylogenetically sister to the common ancestor of the [A1 + A2] clade and the D5 clade,
respectively. Our results agreed with previous reports that the A1 or A2 diploids were
approximately twice as good of an approximation of the AT-genome as the D5 diploids were of
the DT-genome (Wendel and Cronn 2003; Senchina et al. 2003). The distance from DT to D5
was 0.14, and the distance from AT to the common ancestor of A1 and A2 was 0.08. However,
the distances from AT to A1 and A2 were 0.10 and 0.11, respectively. Moreover, the distance
from AT to any individual A-genome diploid was 0.14, similar to the distance between DT and
any D-genome diploid. Although the group of A-genome diploids provided an approximation of
AT that was two-times better than a group of D5 diploids did of DT, any individual A or D
diploid appeared to be equally similar to its AT or DT counterpart. The exceptionally low
diversity among D5 diploids explained the fact that a group of D5- genome diploids was not
significantly better for approximation of the DT-genome than was a single D5. However,
multiple accessions of A diploids (A1 and/or A2) did provide a substantial (nearly two-times
better) improvement in construction of the AT-genome pseudo- sequence.

Duplications and deletions
Duplications were detected in A-genome diploids as coverage peaked across the Dgenome reference sequence (Figure 8). Because these duplications were detected relative to the
D-genome diploids, they represent events that occurred after the split of these two clades 5–10
million years ago (Wendel and Cronn 2003; Wendel et al. 2012). Thus, peaks shared by all A-
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genome accessions represent pieces of the A-genome that are duplicated relative to the Dgenome. These coverage peaks represent a mix of tandem and dispersed duplications, because
the methodology used makes no distinction regarding genomic location of duplicated segments.
There were 30,709 regions duplicated in all A-genome diploids but no duplication in D-genome
diploids. These duplicated blocks overlapped 1007 genes, with a minimum overlap of 50% of the
gene length. Only one GO term was enriched among these genes: structural constituent of
ribosome (GO: 0003735).
In contrast to duplications, putatively deleted regions of the A-genome were detected
with a higher degree of certainty because their diagnosis is based on lack of coverage rather than
a quantitative difference in coverage (Figure 8). Some regions of the D-genome reference
genome did not have any A-genome reads mapped to them, despite 40-times the WGS coverage
based on the number of produced A-genome reads and correctly mapping D-genome reads to the
same region. Each accession had a unique set of deleted regions, including genes. There were
25,408 regions deleted in all A-diploid genomes. The genomic regions included 978 annotated
D-genome reference genes where the deleted region minimally overlapped 50% of the gene
length. Among the genes within deleted regions, 118 GO terms were enriched compared to the
population of GO terms within the annotated gene set (Paterson et al. 2012). Most of these
deletion terms were associated with starch synthesis, tRNAs, or DNA repair mechanisms. Three
hundred seventy-eight genes were completely deleted in the A-genome diploids relative to the Dgenome diploids, meaning that the genic region was spanned by a single deletion block.

Polyploid conversion events
We used two different methods to detect conversion events in the allopolyploid genome
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of Acala Maxxa (G. hirsutum). The first method identified historical nonreciprocal
homoeologous recombination events (NRHR) at individual loci based on homoeo-SNPs within a
polyploid genome. Earlier analyses in cotton used this method to detect conversion events (or
NRHR events) based on comparative analysis of assembled EST sequences from diploid and
allopolyploid cotton (Salmon et al. 2010; Flagel et al. 2012). The second method identified
converted regions based on coverage patterns in the AT- genomes and DT-genomes relative to
their respective diploid relatives. Here, we consider the NRHR events as “conversion” events
regardless of whether they occur in coding or in noncoding sequences (sensu amplo of gene
conversion).
Based on homoeo-SNPs (first method), 1,748,889 conserved SNPs in 29,576 genes in the
diploid genomes suggested an AT-biased allele conversion (a DT nucleotide converted to the AT
nucleotide). In contrast, a total of 361,795 SNPs in 12,346 genes suggested a DT-biased
conversion. These data suggest a nearly five-fold bias based on homoeo-SNPs and a two-andone-half–fold bias based on genes in favor of AT-biased conversion, in stark contrast to the twofold bias in favor of DT-biased conversion reported previously (Paterson et al. 2012).
Based on coverage/deletion information (second method), conversion events were found in both
directions across 882 Kbp of the D-genome reference sequence (Figure 8). These events ranged
from 1 to 5470 bp, with a median of 337 bp. Two hundred fifty-nine regions suggested an ATbiased conversion. These regions spanned 275 Kbp and overlapped the coding sequence of 19
genes. They also included 12,696 putative homoeo-SNPs (based on the diploids), none of which
was detected within the tetraploid. However, 1213 regions showed a DT-biased conversion.
These regions spanned 607 Kbp and overlapped the coding sequence of 94 genes. They included
21,142 putative homoeo-SNPs, of which only three were also detected within the tetraploid. The
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genes overlapped by these regions had no enriched GO terms and indicated a conversion bias in
both directions, but with the DT direction most prominent, similar to that previously reported
(Paterson et al. 2012). The events detected by the second method only included 1375 of the
possibly conversion-related SNPs identified by the first method.

DISCUSSION
Genome resources for Gossypium
Using the diploid re-sequencing data, we created several useful resources for the
Gossypium genome. First, a genome-wide map of the SNPs between the diploid A-genomes and
D-genomes of cotton was created. Re-sequencing multiple accessions of each diploid enabled us
to distinguish bases that were specific to a single accession from bases that are more
representative of one diploid genome or another. It also allowed us to identify conserved
genomic features shared by all A-genome or D-genome species and accessions. In that sense, the
multiple accessions of each species acted as re-sequencing replications of the A-genome or Dgenome “treatments.” We have demonstrated that most SNPs identified between diploid
genomes can be directly extrapolated to differences between the descendant allopolyploid
genomes (i.e., homoeo-SNPs) because of their recent common ancestor. In addition, we also
identified several million homoeo-SNPs that were unique to the Maxxa allopolyploid genome.
These documented SNPs can be used for genome identification of individual sequence reads
(Udall 2006; Flagel et al. 2012) or the development of genotyping assays (Van Deynze et al.
2009; Byers et al. 2012). With an index of homoeo-SNPs, read-mapping efficiency was
significantly improved and future false-positive allele-SNPs can be filtered out of marker sets,
resulting in more reliable allele-SNP assessment. In addition to the homoeo-SNPs, we also
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identified allele- SNPs in the diploid cotton accessions. These SNP sets are available as Gbrowse
tracks at CottonGen (http://www.cottongen.org) and as gff files at the Udall laboratory web site
(http://udall-lab.byu.edu).
A second resource is the set of alignments of gene and protein sequences of the Agenomes, AT-genomes, and DT-genomes to accompany the previously published G. raimondii
annotations (Paterson et al. 2012). These alignments were used to identify SNPs and to further
refine our understanding of the molecular evolutionary differences between genomes. Because
we have made this a public resource, any researcher investigating cotton now has homoeo-SNPs
and allele-SNPs information for any target gene already identified. This simple, yet tedious, task
has been a common obstacle of genetic research in polyploid cotton.
A third resource, and one that we suggest will be a fruitful topic for further investigation,
is the description of putative duplications and deletions that distinguish the A-genomes and Dgenomes and, hence, originated subsequent to their divergence from a common ancestor. These
localized structural variations offer a rich source of sequences to mine for possible functional
consequences, and to further our understanding of the mechanisms of copy number variation
during genome evolution in plants.
Through our read-mapping efforts, we noticed that the limited number and the stochastic
distribution of homoeo-SNPs could have implications for de novo genome assembly of polyploid
cotton. Although 70% of the reads from allopolyploid cotton could be assigned to one of its two
co-resident genomes, 30% of the reads that mapped to the D-genome reference did not overlap a
homoeo-SNP and, hence, could not be categorized. Using an arbitrary length of 1000 bp, we
found 47,399 unique loci where sequence reads of the AT-genome and DT-genome were
indistinguishable when compared to each other and to the reference genome. Assuming sequence
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read lengths less than 500 bp, these regions would likely co-assemble during a de novo wholegenome shotgun assembly with current read lengths. Consequently, co-assembled segments will
create unique challenges of graph structure bifurcation (or higher branching) during the contig
construction steps of de novo assembly. Part of this challenge could be addressed by generating
reads with a greater likelihood of overlapping homoeo-SNPs, i.e., longer reads. Present data,
however, suggest that de novo assembly of the allopolyploid cotton genome would not be
successful if based on contemporary read lengths.

Insights into the genome biology of Gossypium
One of the intriguing results of this study is the insight it provides into the origin and
frequency of indels during A-genome and D-genome divergence. Because of the lack of an
outgroup sequence, none of the “duplications” or “deletions” described here is polarized, so their
duplicate or deleted status is only relative to the single D-genome reference. Moreover, the
methods used do not yield insights into the mechanistic underpinnings of the indels, which may
conceivably entail a full spectrum of deletional mechanisms and processes of tandem and
dispersed duplication.
Notwithstanding, the present study does reveal the scope and scale of the indel generating
process during 5–10 million years of diploid evolution. Additionally intriguing are the genomic
distributions of the duplicated and deleted regions. For example, chromosome 13 is notable for
its high frequency of duplications, containing one-sixth (2850/17,102) of the total number of
conserved duplications in the A-genome, yet only 2.9% (174/6072) of the deletions. Given that
chromosome 13 comprises a mere 7.8% of the G. raimondii reference sequence (Paterson et al.
2012), the suggestion arises that there has been exceptional expansion and/or contraction of this
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chromosome during the evolution of the two-fold size difference that distinguishes the Agenomes and D-genomes. Although some of this difference certainly reflects the expansion of
transposable elements in the A-genome or possible contraction in the D-genome (Hawkins et al.
2009), it is unclear what genomic features have allowed more numerous rearrangements in
chromosome 13 than within other chromosomes in the genome.
In addition to this broad-scale view of the contributions of duplications and deletions to
Gossypium genome evolution, the data presented here offer a rich database that can be mined for
potentially significant gene duplication and deletion. For example, gene loss has been associated
with polyploidization (Shaked et al. 2001; Ozkan 2003; Han et al. 2005; Tate et al. 2009), but the
deletions we have described in the A-genome occurred before polyploidization and include parts
of approximately 1300 genes per accession. If these A-genome accessions were used as a
"parental genome reference" for investigations of polyploidy, then the deletions common to the
A1-genomes, A2- genomes, and ancestral AT-genomes would be confounded with any putative
deletions that occurred as a result of polyploidization. Thus, this initial database of duplications
and deletions will be a useful research tool for investigations of the evolution of the Gossypium
genome.
We observed that several genes involved in starch synthesis were deleted in the Agenome diploids, including seven genes with 1,4-alpha-glucan branching enzyme activity. It is
tempting to speculate that these deletions increased the amount of glucose available in the Agenome diploid for cellulose synthesis and thereby played a role in the increased length of
mature A-genome cotton fibers. Previous studies have documented altered carbon partitioning
(Yong-Ling Ruan 1998) and altered starch accumulation (Chaohua et al. 2005) in fiberless G.
hirsutum mutants. The deletion of starch genes in the A-genome may have been associated with
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the opposite effect, resulting in more carbon being allocated to cellulose production and less to
starch production. We caution that many of the deleted genes are members of gene families and
the remaining paralogs may partially or fully compensate for their deletion in the A-genome
diploids. Nevertheless, the deleted genes discovered in this study offer interesting avenues of
future research of gene duplication and functional compensation.
Among genes with altered stop codons, we detected an enriched number of genes having
photosynthesis-related functions. It appears unlikely that the altered stop codons are attributable
to horizontal transfer of chloroplast genes to the nucleus because only four have high similarity
to chloroplast genes. Although a biological explanation for this enrichment remained a mystery,
it was likely that a portion of the enrichment of photosynthesis GO terms was an artifact of the
gene annotation process. For example, the actual stop codon location may have been ambiguous
because the original annotation of these genes actually had no stop codon. Perhaps, the initial
gene annotation effort was simply unable to identify the full coding sequence and subsequent
updates will include corrections to the original annotations. Regardless of the initial annotation,
the enrichment of photosynthesis GO terms in genes with altered stop codons was interesting,
but it was not attributable to differences between the A-genomes, D-genomes, AT-genomes, and
DT-genomes.
We also identified homogenized genome regions from conversion events between the
two homoeologous genomes of G. hirsutum. Gene conversion has been defined as the
nonreciprocal transfer of genetic information between homologous sequences, leading to
homogenization during meiotic or mitotic recombination (Szostak et al. 1983; Chen et al. 2007;
Hsu et al. 2010; Jacquemin et al. 2011). Unlike analyses of pairs of genes (Drouin 2002;
Mondragon-Palomino and Gaut 2005; Xu et al. 2008), whole-genome analysis of gene
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conversion has been pioneered in rice (Xu et al. 2008; Wang et al. 2009; Jacquemin et al. 2011),
a sequenced diploid genome with many closely related species also with sequenced genomes. By
comparison of the diploid re-sequencing data to the publicly available WGS data of Maxxa
Acala, we were able to identify conversion events between homoeologous sequences within the
polyploid Gossypium genome using two different methods. The two methods of detecting
homoeologous conversion events resulted in different directional biases.
Using the first method, we had previously used SNPs to estimate that up to 5% of the
polyploid transcriptome had experienced “homoeologous gene conversion” (Salmon et al. 2010;
Flagel et al. 2012). In both previous studies, identification of autapomorphic SNPs was not
possible because of limited diploid sequencing data. Based on our current data, the presence of
autapomorphic SNPs (and a liberal method of identification) appeared to have caused an
overestimate in the amount of homoeologous conversion in genic regions. Thus, the genome
sequence of a definitive outgroup is needed to unambiguously identify regions of conversion
using SNP information alone. One dimension of the conversion events and the multi-alignment
resource for all genes is the identification of loci where one of the two allopolyploid genomes
has “overwritten” the other via a mechanism of reciprocal or nonreciprocal “gene conversion.”
At present, the functional consequences of these observations remain unexplored, but it is
intriguing to ask whether these conversion events are functionally insignificant (which might, for
example, be the case when only synonymous sites are involved) or if, instead, specific genes or
regulatory sequences have been selectively “doubled” or “eliminated” by this unusual
intergenomic aspect of allopolyploid speciation.
This first method contains an inherent bias in favor of AT-biased conversion because of
the greater genetic distance between DT and D5 compared to the distance between AT and A1 or
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A2. This bias, however, should only be approximately 50% based on our understanding of the
genetic distances between A and AT vs. D and DT (the latter is 50% greater) (Flagel et al. 2012).
In addition, the genotype pattern indicative of a conversion is indistinguishable from that caused
by an autapomorphic SNP in the diploid species. For example, suppose an autapomorphic SNP
in the A-genome ancestor of A1 and A2 (not shared with AT) changes a C to a T at a given
locus. Consequently, the D-genome diploids, DT-genome, and AT-genome would all have a C,
whereas the A-genome diploids would have a T. So, the AT nucleotide would appear the same as
D and DT, suggesting a DT- biased allele conversion event, even though they simply shared the
ancestral allele. These confounding autapomorphic SNPs would have occurred after the
divergence of AT but before the A1–A2 split, suggesting a DT-biased conversion. However, an
AT-biased conversion would be suggested by an autapomorphic SNP occurring after the
divergence of DT, but before the most recent common ancestor of the D5 diploids. Because the
A-genome diploid is approximately a two-fold better approximation of the actual progenitor
diploid than is the D-genome diploid (Wendel et al. 2012), these branch lengths are different
(Figure 10). In fact, the phylogeny showed a distance of only 0.00447 for the branch
corresponding to an autapomorphic SNP shared by all A diploids but not by AT. However, the
equivalent branch in the D-genome clade has an autapomorphic SNP distance of 0.05385. These
numbers suggest that, in the absence of any actual conversion events, there should be more than
12-times (0.05385/ 0.00447) as many SNPs that look like AT-biased conversion—because they
are shared by A diploids but not by AT—as SNPs that look like DT- biased conversion. The
difference between the 12-fold expected value for AT-biased conversions as visualized by the
branch lengths to the five-fold observed value could be explained by a bias toward DT-biased
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conversion events, as reported elsewhere and as detected by the second coverage-based method.
Thus, we consider the conversion events detected by the SNP-based method (method 1) to be
inaccurate based on autapomorphic SNPs, but we consider the conversion events of the coverage
method (method 2) to be a conservative, yet relatively accurate, assessment of conversion
between the polyploid G. hirsutum genomes.
The second method of conversion detection used deletion and coverage information to
detect many separate events, and the direction of bias agreed with previous reports (Paterson et
al. 2012). This method was very conservative and may represent a minimum amount of
conversion events in the polyploid genome because of the uncertainty of the actual endpoints of
conversion and the additional amounts of conversion suggested between homoeologous gene
copies in the dN/dS analysis. The conversion events resulted in a loss of genomic diversity
between the AT- and DT-genomes. Parts of at least 113 genes were included in conversion
events between homoeologous chromosomes. Other investigations of genome evolution in rice
have uncovered convergent evolution of ancient paralogs on Chr11 and Chr12 ($2.1 Mb)
mediated by gene conversion including up to 180 genes (Jacquemin et al. 2011). The conversion
events we have described were more recent (after polyploidization 1–2 Ma) and our inference
space was limited to a single species of G. hirsutum. It will be interesting to see if other
polyploid Gossypium genomes also have the same conversion events in their genomes, and to
estimate the rate of gene conversion between homoeologous genomes.
Whole-genome re-sequencing of diploid Gossypium has identified insights into the
genome evolution of cotton. These insights proved to be useful for characterization of the G.
hirsutum genome via publicly available re-sequencing data. Additional de novo and resequencing efforts of polyploid Gossypium will continue to add to our understanding of the
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cotton genome, thereby enhancing our ability to manipulate the fiber and agronomic
characteristics of cotton.
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TABLES
Table 3 Transitions and transversions in the homoeo-SNP index
A
G
C
T
A
2,495,527
626,075
1,003,583
G
2,547,739
353,034
647,148
C
644,840
352,239
2,544,261
T
1,003,739
628,050
2,492,619
Rows = A allele. Columns = D allele. There was an overall transition/transversion ratio of $1.92 and GC
fractions of 45.4% (A genome) and 45.1% (D genome).
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Table 4 Summary of nine diploid WGS re-sequencing libraries that were re-sequenced in this
study and additional libraries (A1_97, F1_1, and Maxxa) obtained from the SRA
Accession

PI

Raw Pairs

Trimmed
Reads

Raw
Mapping %

A1_155
A1_73
A1_97
A2_1011
A2_255
A2_34
A2_44
A2_4
D5_2
D5_31
D5_4
D5_53
F1_1
Maxxa Acala

630024
485587
529670
629339
615756
183160
185788
529707
530899
530928
530901
530950
530986
540885

385,657,228
202,723,343
328,713,056
412,420,252
300,406,057
367,844,399
78,180,657
343,470,023
152,913,856
217,334,954
310,387,080
188,469,224
534,258,839
463,761,132

761,269,884
238,035,929
652,350,335
816,274,495
595,289,591
729,370,248
153,728,823
686,940,046
304,706,886
428,323,703
616,432,521
375,193,268
1,055,751,863
919,898,042

65.3
53.1
65.0
58.3
61.1
62.3
63.3
48.9
95.6
95.8
95.1
96.2
71.1
72.5
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Mapped %
Using SNP
Index 2.0
78.0
85.6
77.8
73.8
75.5
76.5
76.9
82.4
95.3
95.5
94.8
96.0
79.1
79.8

Table 5 Amount of molecular evolution between the A and D genomes of cotton
A vs. D
N = 28,462
AT vs. DT
N = 26,156

Mean
Median
SD
Mean
Median
SD

dN
0.0094
0.0068
0.0106
0.0092
0.0066
0.0104

dS
0.0276
0.0256
0.0225
0.0266
0.0237
0.0228
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dN/dS
0.3726
0.2768
0.4236
0.3772
0.2843
0.4156

Table 6 Number of heterozygous loci in each accession, along with the percentage of total
observable loci that were heterozygous
Accession
F1_1
A1_73
A1_97
A1_155
A2_4
A2_34
A2_255
A2_1011
D5_2
D5_4
D5_31
D5_53
Maxxa.A
Maxxa.D

Whole Genome
n
%
9,968,998
17.2
2,963,374
7.1
6,504,768
12.4
7,549,531
13.9
7,061,224
13.2
6,826,660
12.9
5,898,387
11.6
6,878,801
13.1
193,418
0.3
257,399
0.4
178,290
0.3
181,224
0.3
4,465,088
9.2
686,674
1.3

Genic Loci Only
N
%
332,247
6.1
126,260
2.6
265,607
5.0
322,095
6.0
283,151
5.3
270,384
5.1
236,113
4.5
252,230
4.9
20,536
0.4
25,370
0.5
20,723
0.4
20,665
0.4
198,477
3.9
47,861
1.0
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Nongenic Loci Only
n
%
9,636,751
18.4
2,837,114
7.7
6,239,161
13.2
7,227,436
14.8
6,778,073
14.1
6,556,276
13.7
5,662,274
12.4
6,626,571
14.1
172,882
0.3
232,029
0.4
157,567
0.3
160,559
0.3
4,266,611
9.8
638,813
1.4

Table 7 SNPs attributable to specific areas of the phylogeny
Genome
SNPs
Deletions
All A
5,544,440
25,408
A1
1,024,299
3809
A2
1,152,825
2941
AT
1,472,900
5247
All D
14,601,331
0
DT
3,563,979
4518
As shown in Figure 10. Because of possible conversion events, it is not possible to determine how many
SNPs were shared by all A or D diploids.
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FIGURES

Figure 8 Plot of genes, homoeo-SNPs, duplications, deletions, and conversion events in the Agenomes, relative to the D5 reference sequence, produced by Circos (Krzywinski et al. 2009).
Considering the concentric circles from the outside inward, the outermost (and first) green circle
indicates the location of annotated genes. The next circle (red) is a histogram of the number of
homoeo-SNPs in a 1-Mbp window throughout the genome. The next two red (high-frequency) to
yellow (low-frequency) circles are heat maps showing the location of duplications in the A1 and
A2 genomes as compared to the D5 genome (A2 interior). The next two blue (high-frequency) to
yellow (low-frequency) circles are heat maps showing the location of deletions in the A1 and A2
genomes as compared to the D5 genome (A2 interior). The final two circles show conversion
events in the tetraploid G. hirsutum cv. Maxxa. The first circle shows conversion of loci to the A
nucleotide on a red-to-yellow scale, whereas the innermost (and last) circle shows conversion of
loci to the D nucleotide on a blue-to-yellow scale.
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Figure 9 Premature stop codons found in each Gossypium genome. (A) Premature stop codons
(compared to the annotations of the D-reference genome) were found in the A, AT, and DT
genomes. (B) Common genes with premature stop codons in the first 90% of the gene.
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D5_2
D5_4
D5_31
D5_53
Maxxa.D
Maxxa.A
A1_73
A1_97
A1_155
A2_4
A2_34
A2_1011
A2_255
F1_1

0.01

Figure 10 Neighbor-joining tree built by PHYLIP, based on SNPs between genomes. Units (as
measured by the indicated scale) are percentage of represented polymorphic sites that differed
between two individuals. Image rendered by Archaeopteryx (Han and Zmasek 2009).
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CHAPTER 3
BamBam: Genome Sequence Analysis Tools for Biologists

FINDINGS
Massive amounts of data are involved in genome sequence research, requiring
researchers to use supercomputing clusters and complex algorithms to analyze their sequence
data. Genomic analyses frequently include next-generation sequencing to produce millions of
short reads, followed by aligning of reads to a reference genome sequence with software like
GSNAP and Bowtie 2 (Wu and Nacu 2010; Langmead and Salzberg 2012). These programs
generate SAM files, the accepted standard for storing short read alignment data, which are
subsequently compressed to BAM format via SAMtools (Li et al. 2009). The BAM files must
then be analyzed and compared to produce meaningful results. Here we expand on the body of
tools for analyzing and comparing BAM files.
We present BamBam, a package of bioinformatics tools to carry out a variety of genomic
analyses on BAM files (Table 2). The included tools perform such tasks as counting the number
of reads mapped to each gene in a genome (as for gene expression analyses), identifying SNPs
(Single Nucleotide Polymorphisms) and CNVs (Copy Number Variants), and extracting
consensus sequences. The purpose of BamBam is to provide a consistent framework to perform
common tasks, without requiring extensive knowledge of computation or algorithms to select or
interpret appropriate parameters.
The BamBam package includes several independent programs, briefly described below.
The latest version of PolyCat is also included (Page, Gingle, and Udall 2013). The README in
the download package provides example commands for various common analyses, including
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phylogeny inference, molecular evolution estimation, methylation analysis, and differential
expression analysis.

Single Nucleotide Polymorphisms
InterSnp calls SNPs between samples, represented by separate BAM files. InterSnp
examines each position in the genome, assigning consensus alleles to each site for each sample.
A SNP is called whenever two samples differ at the same position, producing a table with the
genotypes of all samples at all polymorphic sites. The output is a table with the sequence name,
position, and genotype for each sample at that site on each row, which can be readily processed
by common command-line programs or scripts to calculate statistics or produce marker data for
other programs.
Pebbles imputes genotypes using the K-nearest neighbor algorithm (Rutkoski et al. 2013;
Troyanskaya et al. 2001). For each unknown genotype, Pebbles finds the samples that are most
similar at nearby loci. Then it assigns a genotype to the unknown locus based on the weighted
contributions of those neighbors. Pebbles operates on InterSnp output—a table of genotypes—
and produces a file of the same form.
HapHunt uses K-means clustering to solve the haplotype-phasing problem, which
consists of identifying all haplotypes in a sampled individual or population. Many programs have
attempted to solve haplotype phasing and the closely related haplotype assembly problems using
a variety of strategies, including Max-Cut, hidden Markov models, and dynamic programming
(Bansal and Bafna 2008; B. L. Browning and Browning 2009; D. He and Eskin 2012). The Kmeans clustering algorithm (Figure 1) is an unsupervised machine learning algorithm, and is
mathematically equivalent to Principle Component Analysis (Lloyd 1982; Ding and He 2004).
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HapHunt first selects K reads distant from one another to serve as haplotype seeds. It assigns
each other read to the haplotype with the closest consensus sequence. Then it recalculates the
consensus sequences based on the reads in each haplotype and repeats the process of assigning
each read to the haplotype with the closest consensus sequence. It repeats this process a given
number of times, calculating a score at the end of each round based on the difference of the
smallest interhaplotype distance and greatest intrahaplotype distance. This score favors
clusterings in which haplotypes are individually compact and most distinct from one another.
This score can optionally be scaled by the average size ratio for each pair of haplotypes, favoring
clusterings that are more evenly divided. The consensus sequences of the final haplotypes are
printed as an aligned FASTA file for each sequence in the original reference.

Copy Number Variants
Gapfall identifies large deletions between samples based on read coverage. It searches
the genome for extended regions that have high coverage in one sample but no coverage in the
other. A large region with no coverage could indicate a physical deletion (for genomic samples)
or a deactivated gene (for RNA-seq). These putative deletions are reported as an annotation file
that can be visualized with a genome browser such as IGV (Thorvaldsdóttir, Robinson, and
Mesirov 2013).
Eflen identifies and extracts regions in a BAM file that are covered by at least a userspecified number of reads and outputs those regions as a GFF file. Provided with multiple
BAMs, Eflen will identify regions that are covered in at least a user-specified fraction of those
BAMs. This tool can be especially useful for analyzing GBS or RNA-seq data.
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HMMph identifies CNVs between samples based on read coverage. BAM files must be
provided for a control and for the sample of interest. The coverage ratio between those two BAM
files is normalized by the total read coverage. Then the copy number of each locus in a sliding
window is modeled based on a Poisson distribution in an untrained Hidden Markov Model (Zhao
et al. 2013; Rabiner 1989).

Bisulfite-sequence Analysis
Bisulfite treatment converts unmethylated cytosines to thymines. MetHead summarizes
methylation at all cytosine positions in the genome, based on BAM files of mapped bisulfitetreated reads. It totals the number of mapped cytosines and thymines at each position (indicating
methylated and unmethylated states, respectively), then performs a one-tailed binomial test for
the methylation of that site.
Different protocols are used for bisulfite treatment. If PCR is not performed after bisulfite
treatment but before sequencing, then only 2 possibilities exist: conversions on the forward and
reverse strand. But if PCR is performed, 4 possibilities exist (Figure 2). To properly count the
number of cytosines and thymines in the 4-possibility protocol, the origin of the pre-PCR DNA
fragment must be inferred. MetHead determines this—if necessary—by counting the number of
C->T conversions and G->A conversions (indicative of a conversion on the reverse strand). It
generates a BAM file with the orientation of each read matching its origin strand. That BAM can
then be analyzed as if it were data produced by the 2-possibility protocol. Note that, in the
produced BAM, the orientation of reads is not based on the direction in which the read was
sequenced. Instead, the orientation of the read indicates the type of conversion caused by
bisulfite treatment: C->G or A->T.
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GeneVisitor
It is often useful to be able to compute on specific genomic intervals, such as genes.
GeneVisitor provides a quick and easy way to do this, using an annotation file (GFF or BED
format) to call a function on each indicated region of the genome. This class can be used by C++
programmers to run custom functions. In addition, pre-built tools utilize GeneVisitor without the
need for programming.
Bam2Consensus converts one or more BAM files into a series of FASTA-formatted
consensus sequences. If desired, multiple sequences—essentially unphased haplotypes—can be
produced per BAM file, facilitating analyses of heterozygosity, nucleotide diversity, and
molecular evolution. Suppose you have several BAM files representing different accessions of a
species, all mapped to a common genome reference sequence. With a single command,
Bam2Consensus can produce an aligned FASTA file for each gene, each containing the
consensus sequences for each accession.
Bam2Fastq extracts mapped or unmapped reads from a BAM file, or from select regions
of the BAM file.
Counter summarizes the number of reads mapped to each annotated region in one or
more BAM files. RPKM (Reads Per Kilobase per Million mapped reads) normalization can be
applied if desired. The output of Counter is a table of features and read counts, ready to be
imported into EdgeR for differential expression analysis (M. D. Robinson et al. 2009).
SubBam extracts a subset of a BAM file. It can optionally modify the BAM file,
changing the coordinates of mapped reads to match a new reference that is a subset of the
original reference. Suppose you have WGS reads mapped to a reference sequence and are
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interested in several loci. SubBam can produce BAMs that only contain the loci of interest, with
a coordinate system corresponding to the position in the locus, rather than in the genome as a
whole.

Allopolyploid Analysis
The latest version of PolyCat is included in BamBam. PolyCat uses an index of known
homoeo-SNPs (polymorphisms that distinguish the genomes of an allopolyploid) to identify the
source genome for each read in a library, which cannot be distinguished through typical nextgeneration sequencing protocols (Page, Gingle, and Udall 2013).
The MultiIndex class is used by PolyCat and MetHead, and can be used to make novel
tools in C++. The MultiIndex is appropriate for random access to hundreds of millions of
individual base positions in a genome sequence. It provides quick random access to base
positions scattered across a genome sequence. Each sequence in the reference is indexed with a
linked-list, with an index of landmark nodes spaced along the sequence at a resolution specified
by the user (Figure 3).

Scripts
In addition to the core tools mentioned above, BamBam includes many Perl scripts, many
of which use BioPerl modules (Stajich et al. 2002). Script functions include calculation of
nucleotide diversity (π) and molecular evolution rates (Ka and Ks), paralog identification,
differential expression with EdgeR (M. D. Robinson et al. 2009), summarization of results from
MetHead, and summarization of genotype tables produced by InterSnp and Pebbles.
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Conclusions
The BamBam tools form a simple interface between the researching biologist and the
wealth of data contained in next-generation sequence alignments. They provide a means to
efficiently identify interesting genomic features and summarize data, facilitating many nextgeneration sequence analysis experiments.
BamBam is freely available under the MIT license at
http://sourceforge.net/projects/bambam/. It depends on both SAMtools and BAMtools (Li et al.
2009; Barnett, Garrison, and Quinlan 2011).
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TABLES
Table 8 The core independent tools of BamBam
Section
Single Nucleotide
Polymorphisms
Copy Number Variants

Tool
InterSnp
Pebbles
HapHunt
GapFall
Elfen
HMMph
MetHead

Bisulfite-sequence Analysis
Bam2Consensus
GeneVisitor
Bam2Fastq
Counter
SubBam
PolyCat
Allopolyploid Analysis
Scripts

Various

Purpose
Call SNPs between two or more samples
Impute genotypes in output from InterSnp
Phase haplotypes with K-means
Identify deletions between two samples
Identify covered regions
Call copy number variants with HMM
Summarize base pair methylation in
bisulfite-sequence data
Generate consensus sequences from one or
more samples
Extract mapped and unmapped reads from
BAM files
Summarize read coverage of sequences or
regions
Extract subset of mapped reads
Categorize reads by genome based on
similarity to parents
Various
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CHAPTER 4
Methods for Mapping and Categorization of DNA Sequence Reads from Allopolyploid
Organisms

BACKGROUND
Allpolyploid organisms are a type of polyploid in which two or more genomes from
different ancestor species are brought together in a single nucleus. This genome doubling has
radical effects on the genome. It causes immediate changes, termed “genomic shock”, that affect
the genetic and epigenetic state of the genome. In the long term, the genome doubling alters the
course of evolution as two originally independent and self-sufficient genomes interact and
develop together.
Allopolyploids are economically important to human society because there are many
allopolyploid crops, including cotton, peanut, soybean, and Brassica. Analysis of these
allopolyploids is complicated by the presence of multiple genomes. For example, single
nucleotide polymorphisms (SNPs) that distinguish the co-resident genomes (homoeo-SNPs) can
be confounded with SNPs that segregate in a Mendelian fashion (allele-SNPs).
Genome read categorization is the process of assigning DNA or RNA sequence reads from an
allopolyploid organism to their singular genome of origin. Separating the genomes of an
allopolyploid empowers researchers to identify true allele-SNPs and compare the parallel
evolution of duplicated genes.
Common approaches to genome read categorization often involve the use of a single
reference genome, belonging to a single diploid relative of one of the genomes from the
allopolyploid, even if both diploid genome sequences are available. Sequence reads from diploid
relatives of all constituent genomes are mapped to this reference, then SNPs distinguishing the
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diploid relatives are inferred to represent homoeo-SNPs that would distinguish the genomes of
the allopolyploid (Udall 2006). Reads from the allopolyploid can then be categorized to their
genome of origin based on how closely it matches the haplotypes of the two parents. Note that,
while a whole-genome reference sequence is desirable, the same strategy can be used with draft
and/or transcriptome assemblies as a reference sequence. We previously developed PolyCat,
which uses this approach (Page, Gingle, and Udall 2013). PolyCat considers homoeo-SNPs
overlapped by each mapped read, and counts the bases at SNP locus to assign genome of origin
for the read. If a threshold majority (default 75%) of counts match one of the genomes, the read
is categorized to that genome. Multiple SNPs overlapped by a single read are evaluated for
consistency of the genome assignment. Other tools have been developed using similar
approaches to this problem, including HANDS and SNiPloid (Mithani et al. 2013; Peralta et al.
2013).
Along with read categorization, a researcher should consider a few issues when analyzing
sequence data from an allopolyploid. First, if diploid A is used as the reference sequence, there
will likely be an inherent mapping bias favoring reads from the AT genome of the tetraploid over
the BT genome of the tetraploid (where the ‘T’ subscript distinguishes between the respective
genomes in tetraploid nucleus). This can be alleviated through the use of GSNAP’s SNP-tolerant
mapping, which can take an index of known homoeo-SNPs identified between the diploid
relatives and allow specified mismatches at those positions without penalizing the sequence
alignment (Wu and Nacu 2010). Second, even when the mapping bias between diploids is
accounted for, there may also be differences in the genetic distances between the tetraploid
genomes and their respective diploid relatives. For example, the A genome could be better
approximation of the AT genome than the B genome is for the BT genome. If a static SNP index
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is being used, iterative development of SNP-indices may alleviate this problem by categorizing
reads from a tetraploid then calling SNPs between the resulting genomes to generate a set of
homoeo-SNPs that more closely represents the state of the tetraploid, rather than of the diploids.
Finally, read categorization based on SNPs is limited by the ability of reads from one genome to
map to the reference sequence of another genome. Wherever reads can map, homoeo-SNPs can
potentially be identified. However, read categorization will only work if polymorphisms also
exist at those loci.
Cotton species provide an excellent framework for the study of allopolyploidy and the
development of specialized software. Allotetraploid cotton, which accounts for over 90% of
cotton production worldwide, is the result of a hybridization and polyploidization event that
occurred 1-2 million years ago (mya). At least 5 allotetraploid species arose from this single
polyploidization. The parents of this event were A-genome and D-genome diploids. The Agenome diploids Gossypium herbaceum (A1) and G. arboreum (A2) are the closest extant diploid
relatives of the allotetraploid A-genome (AT), while G. raimondii (D5) is the closest extant
diploid relative of the allotetraploid D-genome (DT). The A- and D-genomes diverged ~10 mya
and both have 13 chromosomes. The A-genome is about twice the size of the D-genome (1.7
Gbp vs 0.9 Gbp), but the two genomes are largely collinear. The difference in length is largely
made up of transposable elements. Allotetraploid cotton is a good model for research on
polyploid genomes because the genome is relatively static and close diploid relatives are known
for the genomes of the allotetraploid.
Here we present a new approach to read categorization that simultaneously uses data
from two reference sequences, one for each genome of an allotetraploid. This dual-reference
approach is implemented by our software called PolyDog. We compared the effectiveness of the
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dual-reference method to the results of read categorization using either reference alone. We also
compared the dual-reference method of mapping to a concatenation of two genome references,
rather than to just one or the other (Figure 1).
PolyDog, along with PolyCat, is available for open source download as part of the
BamBam package (https://sourceforge.net/projects/bambam/).

RESULTS
PolyDog Implementation
PolyDog processes two alignments (in BAM format) at once. These BAM files are made
with the same set of reads, but are mapped to different references: in this case, the A2 reference
and the D5 diploid reference, related to the AT and DT genomes of allotetraploid cotton. PolyDog
examines each read on the basis of its mappings to both references and decides which reference
the read matches more closely. Each read is analyzed based on 4 criteria:


Whether the read mapped



What mapping quality score (MAPQ) it had



How long the alignment was



How many bases matched the reference exactly (insertions and deletions are penalized as
a mismatch)

These factors are factored serially, so the quality scores of the alignments are only considered
if the read mapped to 1 or more locations; the alignment length is only considered if the read
mapped in both references with equal MAPQ score, etc. If one mapping scores better than the
other in a criterion, the read is categorized to the genome corresponding to the better mapping. In
the tetraploid tests discussed below, nearly 75% of reads were categorized based on unique
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mapping to one genome or the other (Figure 2). Differences in the length of reads aligned to each
reference accounted for another 18%. Less than 1% of reads mapped to at least one reference but
could not be categorized by any method. The relative contribution of each step will likely vary
greatly based on the distance and nature of the relationship between the reference genome
sequences.
When running PolyDog, reads are reported as belonging to the A-genome, D-genome, or
unknown N-genome. These N reads are made up primarily of reads that map equally well to both
reference sequences.

Comparative Analysis
Whole-genome shotgun reads were used to compare the different mapping and
categorization methods. All reads were 100 bp paired-end Illumina reads.
Reads were mapped to 2 genome references. The 13 chromosomes of G. arboreum
represented the A-genome, while the 13 chromosomes of G. raimondii represented the Dgenome (Li et al. 2014; Paterson et al. 2012). Three allotetraploid species were used to test real
application: G. tomentosum (AD3), G. darwinii (AD4) and G. mustelinum (AD5). They each have
26 chromosomes (2n=4x=52), 13 from an A-genome ancestor and 13 from a D-genome ancestor.
Mappings were performed using GSNAP (Wu and Nacu 2010). Only unique best mappings were
accepted (“-n 1 -Q”). For PolyCat (but not for PolyDog or the full reference method), SNPtolerant mapping was used (“-v” option) with the same set of homoeo-SNPs later used for read
categorization by PolyCat.
PolyDog was run with paired-end support turned on, allowing fragments to be
categorized as a single unit. Reads that mapped equally well to both references were rejected.
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PolyCat was also run with paired-end support. A minimum vote majority of 75% per fragment
was used. The SNP-index used for categorization was specific to each of the tetraploids. Initially,
reads were mapped and categorized using a SNP-index based on homoeo-SNPs inferred from
alignments of 6 A-genome and 4 D-genome diploids. Then SNPs were identified between
allotetraploid reads categorized as A-genome and allotetraploid reads categorized as D-genome.
Those SNPs were identified for each allotetraploid (AD3, AD4, and AD5) and used for (re-)
mapping and categorization in these tests.
For the full reference method, reads were “categorized” based on the reference
chromosome they mapped to.

Error Analysis
Three diploids were used to test the accuracy of genome categorization by different
methods: G. herbaceum (A1-97), G. arboreum (A2-34), and G. raimondii (D5-2). These reads
were treated in the same manner as the tetraploid reads: mapping with GSNAP followed by
categorization by PolyCat and PolyDog. For the PolyCat tests, a SNP-index was used, based on
homoeo-SNPs identified between 6 A-genome diploids and 4 D-genome diploids.
Categorizing diploid reads should be redundant because the genome of origin is already
known for each read. But categorized diploid reads can be used as a useful measure for the
accuracy of categorization methods, as every read from the D-genome diploid SHOULD be
categorized as belonging to the D-genome. As such, the fraction of mapped reads that categorize
to the A-genome instead of the D-genome approximates the error rate of that categorization
method. Using an A-genome diploid, the fraction of mapped reads that categorize to the Dgenome instead of the A-genome approximates the error rate. Note that this system for

86

measuring error rates only works because each read pair is mapped and categorized
independently by all the methods analyzed in this study.
PolyDog was able to categorize slightly more reads than the full reference method, and
both of these methods categorized far more reads than the PolyCat method, regardless of whether
the A-genome or D-genome reference was used (Figure 3). The disadvantage of PolyCat is that it
can only categorize reads in the homoeologous regions of the genome. The A-genome has
hundreds of megabases of sequence that are not present in the D-genome, and even the smaller
D-genome also has many regions that are absent in the A-genome. But PolyCat can only
categorize reads where homoeo-SNPs are identified, and homoeo-SNPs can only be identified if
the same region exists in both genomes.
PolyDog slightly outperformed the full reference method. This was largely because
unique best mappings (GSNAP options -n 1 -Q) were required in the initial reference mapping.
So a read that mapped equally well to the A-genome and D-genome versions of a locus would be
unmapped in the full reference method. With PolyDog, however, the read would be mapped in
both of the separate mappings. When PolyDog examines such mappings, it is able to investigate
the difference between them with a finer resolution than GSNAP did when looking for the
mapping. As a result, it may be able to assign the read to one genome. The ability of PolyDog to
do this depends on the confidence thresholds used by the mapper and by PolyDog. But in
general, PolyDog is and can be more aggressive than GSNAP in choosing a best mapping for a
read because it is aware of the specific relationship between the two proposed mappings as
pertaining to homoeologous loci.
With the PolyCat tests, more reads were mapped to the A-genome reference sequence
than to the D-genome reference sequence (69.4% vs. 63.2%), but less reads were categorized
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(Figure 4). The increased mapping rate is likely due to the large amount of non-homoeologous
sequence in the A-genome. Allotetraploid reads from a non-homoeologous region can map to the
A-genome but not the D-genome, thus increasing the mapping rate for the A-genome reference.
However, the homoeologous portion of the genome is biologically the same size in both
genomes, so it should be the same size in both references. But more homoeo-SNPs have been
identified in the D-genome reference (28 M) than in the A-genome reference (15 M). As a result,
PolyCat can analyze reads mapped to the D-genome reference with greater resolution. Thus,
categorization rates were lower with an A-genome reference sequence.
PolyDog and the full reference method had higher error rates than the PolyCat methods
(Figure 5). PolyCat is much more conservative, only using high confidence homoeo-SNPs and
focusing on regions that can easily be distinguished by genome. Consequently, PolyCat
categorizes far fewer reads but with a correspondingly low error rate. With the A-genome
reference, PolyCat has less homoeo-SNPs to work with and thus categorizes even less reads with
a correspondingly low error rate. Between PolyDog and the full reference method, PolyDog had
a slightly lower error rate, likely for the same reason as it had a slightly higher categorization
rate. The highest error rate of any method was less than 2.5% and most error rates were about
1%, suggesting that all these methods can be used to provide highly confident results (~99%).
In PolyDog and the full reference method, the highest error rate was observed in A1-97
because the other two species (A2-34 and D5-2) were each represented in one of the reference
genome sequences. In PolyCat, the homoeo-SNPs were based on diploids from all three species,
so the A1-97 did not have as much of a higher error rate. A2-34 consistently exhibited a much
lower error rate than either of the other species. The reason for this superior accuracy with A2-34
is unclear.
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The quality and completeness of the reference sequences can have a massive effect on
error rate. This is readily observable in PolyDog output. PolyDog’s error can be reported as the
number of reads from a D-genome diploid that mapped to the D-genome reference but were
ultimately (erroneously) categorized as A-genome reads. If you instead consider the number of
D-genome reads that mapped to the A-genome reference and were (erroneously) categorized as
A-genome reads, the number will likely be higher than with the previous measurement. This is
because the reference being used is the wrong categorization type, so it’s easier for reads mapped
to that reference to look like the wrong categorization type. With D5-2 reads, this increase of
error as observed using a different reference sequence is about 2x (3.66 M -> 7.20 M reads).
With A1-97 and A2-34 reads, this increase is 17x (4.04 M -> 141.25 M reads) and 35x (7.45 M ->
127.72 M reads), respectively. A likely cause for this asymmetry is the relative completeness and
quality of the A- and D-genome reference sequences. This effect will vary greatly depending on
the relative completeness of the reference sequences used, as well as the distance between the
diploid relative and the allotetraploid being analyzed.

CONCLUSION
Using both reference sequences, either through PolyDog or the full reference method, is
beneficial because it allows analysis of both the homoeologous and non-homoeologous portions
of the genomes. However, there are still reasons to use a single reference sequence, such as with
PolyCat. First, a reference sequence may only be available for one of the genomes in an
allopolyploid, or the reference sequence of one genome may be largely incomplete. Second, if a
SNP-index is used to properly alleviate mapping biases and categorize reads, a single reference
sequence facilitates a comparison of homoeologs with each other. This can aid in the
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identification of allele-SNPs and other Mendelian polymorphisms. It also facilitates direct
quantitative comparison, as for gene expression analysis. In contrast, PolyDog can categorize
reads in regions that are unique to one genome or the other. This may introduce a bias in the
analysis. PolyDog would be better suited to qualitative analyses, such as genotyping loci and
building phylogenetic trees, because it can use reads from the unique parts of the genome.
Perfectly conserved regions cannot be analyzed by read categorization because no
difference in sequence identity can be exploited. Highly repetitive regions are also likely to be
uncategorizable. It is possible that a region that is highly conserved between diploid species may
have diverged in the polyploidy. The genome shock associated with polyploidization may cause
almost immediate changes in the polyploidy. Or the presence of two copies of each gene in the
same nucleus may result in divergent gene fates: neo-functionalization, sub-functionalization, or
non-functionalization (Ohno 1970). Regardless, PolyCat may detect these polymorphisms
because a read may stretch from a categorizable region into a non-categorizable region. Longer
reads make this more likely. In addition, using paired-end data (“-p” option) allows a whole
fragment to be categorized together, thereby reaching even further into an otherwise
uncategorizable region. If SNPs are identified in this manner, a new index based on the
allotetraploid itself may be constructed, facilitating further analysis. In addition, such an
allotetraploid-specific SNP index has the benefit of not including homoeo-SNPs that resulted
from autapomorphies in one of the diploid relatives.
A SNP-index is not used by PolyDog, and it is recommended that SNP-tolerant mapping
not be used in preparing BAM files for analysis by PolyDog. This is because PolyCat and
PolyDog act on fundamentally opposite principles in the mapping stage. PolyCat seeks to map
reads from the “wrong” genome to a reference sequence (e.g., map A-genome reads to a D-
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genome reference). Then it categorizes the reads to sort out genomic identity. On the other hand,
PolyDog seeks to NOT map reads from the “wrong” genome to a reference sequence. It is
desirable (with PolyDog) that a read from the A-genome not map to the D-genome. Then
PolyDog may easily recognize the genomic origin of the read.
PolyDog’s advantage over the full reference method is that PolyDog can leverage the
knowledge of the homoeologous relationship between loci in different genomes and distinguish
it from the possible paralogous relationship between loci within a genome. In effect, PolyDog
allows multiple hits when those multiple hits are on different genomes but disallows multiple hits
when they’re on the same genome. PolyDog does this by applying different standards to
distinguish homoeologs from those used to distinguish paralogs. Stricter settings and larger
margins are needed to confidently avoid paralogous mapping, but looser settings and minimal
margins can be used to decide to which homoeolog a read belongs. PolyDog can require unique
best mapping without having to discard reads that map comparably well to both genomes. In
contrast, the full reference method must either 1) allow multiple hits for each read or 2) require
unique best mapping. Option 1 allows a read to map to both genomes, but it also allows a read to
map to multiple loci within one genome, which is often undesirable. Option 2 avoids this, but it
also throws away some reads that map to homoeolgous loci. PolyDog takes the benefits of both.
It maps each read to just a single locus in each genome separately. Then PolyDog analyzes and
compares those best mappings from each genome. Thus, a read can map to two loci, but only if
they’re on different genomes.
While PolyDog performs better than the full mapping method, the difference is small.
Because of this, another consideration becomes important in deciding which method to use for a
specific experiment. PolyDog ultimately results in reference mappings made to each of the
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reference genome sequences. For each reference, there is a single mapping for each genome.
Thus for cotton, PolyDog produces a BAM file of A-genome reads mapped the A-genome
reference, A-genome reads mapped to the D-genome reference, D-genome reads mapped to the
A-genome reference, and D-genome reads mapped to the D-genome reference. These results can
be very useful for comparisons where each genome should be considered separately (Rambani,
Page, and Udall 2014). They can also be useful for identification of genetic markers such as
SNPs (Thyssen et al. 2014). In contrast, the full reference method results in a single mapping of
all reads against a concatenated reference. Such an output may be more appropriate for
comparisons of species, where the character of the distinct genomes is not of interest.
When reference genome sequences are available for relatives of each genome of an
allopolyploid, read categorization with PolyDog can leverage both sequences to maximize read
categorizability with high (~99%) confidence. When dealing with unique best mappings for each
read, PolyDog is a better option than simply mapping to a concatenation of the reference
sequences, with higher categorization rates and lower error rates.
When a reference genome sequence is only available for the relative of one genome from
the allopolyploid, read categorization based on homoeo-SNPs, whether through PolyCat,
SNiPloid, HANDS, or some other tool, is an excellent and high confidence solution. However,
analysis will be limited to regions that are present in both genomes, limiting the analysis of copy
number variants.
Even if reference genome sequences are available for all genomes of the allopolyploid, it
may still be preferable to use a single reference genome sequence followed by a tool like
PolyCat. This will serve to minimize mapping and categorization biases between the genomes,
facilitating quantitative analyses such as gene expression studies.
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FIGURES

Figure 11 Methods for read categorization. In all images, black lines represent the A-genome
while grey lines represent the D-genome. Idealized forms of these methods are shown, ignoring
structural differences, perfect conservation, and other sources of complication and error. With
PolyCat, (a) homoeo-SNPs are first identified between the consensus sequences for already
known A- and D-genome reads. Then all reads are mapped to a single reference sequence (Agenome in the example) and PolyCat categorizes them by source genome. With the full reference
method (b), reads are mapped to a concatenation of the A- and D-genome reference sequences,
so reads will naturally map to the part of the reference that represents its appropriate genome.
With PolyDog (c), the same set of reads from an allotetraploid is mapped to both the A- and Dgenome references. Then PolyDog examines each pair of mappings and categorizes that read to
its genome of origin.
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Figure 12 Categorization by each PolyDog step. Reads were first categorized by PolyDog based
on unique mapping to one genome or another, then based on MAPQ, alignment length, and
number of mismatches. In our tests, GSNAP did not calculate different MAPQ scores for each
alignment, so MAPQ was not helpful in categorization. Fractions shown are relative to the total
number of mapped reads, and are averaged over 3 allotetraploid datasets.
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Figure 13 Categorization results by method. Number of reads categorized to the A-genome (a)
and to the D-genome (b). Reads from three allotetraploid cotton species—AD3 (blue), AD4 (red),
and AD5 (green)—were categorized by PolyDog, PolyCat using the A-genome as reference,
PolyCat using the D-genome as reference, and the full reference method.
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Figure 14 PolyCat performance. Reads from three allotetraploid cotton species—AD3 (blue),
AD4 (red), and AD5 (green)—were mapped by GSNAP with SNP-tolerant mapping and
categorized by PolyCat using either the A-genome or D-genome reference sequence. The total
number of mapped reads in each case is shown (Aref-mapped and Dref-mapped), as well as the
number of reads categorized to the A (Aref-A and Dref-A) and D genomes (Aref-D and Dref-D).
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Figure 15 Error rates in categorization. Three diploid cotton species—A1-97 (blue), A2-34 (red),
and D5-2 (green)—were categorized by PolyDog, PolyCat using the A-genome as reference,
PolyCat using the D-genome as reference, and the full reference method. The error rate shown is
the number of reads categorized to the wrong genome divided by the number of mapped reads.
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CHAPTER 5
DNA Sequence Evolution and Homoeologous Conversion in Allotetraploid Cotton

INTRODUCTION
Cotton (genus Gossypium) is an economically important crop, valued for its spinnable
fiber which is produced on the seed of certain domesticated species, as well as for cottonseed oil
used in food and cooking. The genus Gossypium consists of 8 genome groups: designated by
letters A-G and K (Wendel et al. 2012). The A and D genomes diverged from one another about
5-10 million years ago (mya), with the A-genome in Africa and the D-genome in South America.
The A- and D-genomes each have 13 chromosomes, but the A-genome length is ~1700 Mbp,
nearly twice the ~900 Mbp length of the D-genome. The length difference is primarily due to
retrotransposon activity in the A-genome (Hawkins et al. 2009; Grover and Wendel 2010). Based
on genetic maps, the two genomes are largely collinear (Brubaker et al. 1999; Wang et al. 2013).
A polyploidization event approximately 1 million mya gave rise to six described AD
allotetraploid species with genome length ~2400 Mbp, mostly native to Central and South
America (Wendel 1989; Krapovickas et al. 2008; Grover et al. 2014). The six tetraploid cotton
species arose from a single hybridization between unknown A-genome and D-genome diploid
progenitors (Grover et al. 2012). Another unnamed island endemic of the Northern Line Islands
is under consideration as a seventh tetraploid species. The A-genome donor was similar to extant
G. herbaceum (A1) and G. arboreum (A2), while the closest extant diploid relative of the Dgenome donor is likely G. raimondii (D5) (Flagel et al. 2012). The two A-genome diploids are
about twice as good of a predictor of the AT-genome as D5 is of the DT-genome, indicating a
greater genetic distance between D5 and DT than between A1 or A2 and AT. There are two major
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clades among the tetraploid species, one containing G. hirsutum (AD1) and the other containing
G. barbadense (AD2) (Wendel and Albert 1992). G. ekmanianum (AD6) and a possible seventh
species belong to the AD1 clade, and have only recently been described as distinct species
separate from AD1 (Grover et al. 2014). G. darwinii (AD5) belongs to the AD2 clade. G.
mustelinum (AD4) diverged from the other tetraploids prior to the divergence between the AD1
and AD2 clades, making it a useful outgroup for analyses of the cotton tetraploids. The position
of G. tomentosum (AD3) from Hawaii is either in the AD1 clade or as an outgroup to the split
between AD1 and AD2.
Two A-genome diploids— A1 and A2—and two tetraploids— AD1 and AD2—have been
independently domesticated and produce long spinnable fiber. The remaining tetraploid species
(AD3 – AD6) and other genome groups do not produce spinnable fiber and have not been
domesticated. AD1 is the source of the vast majority (~90%) of worldwide cotton production
(Wendel and Cronn 2003). AD2 accounts for another ~5%; its longer fibers are valued for high
quality textiles. Attempts to produce stable AD1 x AD2 hybrids have resulted in fertile and
productive F1 hybrids, but development of hybrid seed is generally cost-prohibitive. In addition,
hybrid breakdown, hybrid sterility, and selective elimination of genes make genomic resources
difficult to develop (Zhang and Percy 2007). As such, introgression of genetic material from AD2
into AD1 (or vice versa) is of particular interest.
Homoeolog conversion—also called gene conversion, non-reciprocal homoeologous
recombination, or homoeologous gene conversion—is a phenomenon in which an allele from
one genome of a tetraploid overwrites its homoeolog in the other genome. For example, a DTgenome allele overwrites its AT-genome homoeolog, resulting in 4 copies of the DT-genome
allele and 0 of the AT-genome allele instead of 2 of each. Homoeologous conversion has been
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identified in various tetraploid groups, including Brassica and Gossypium (Salmon et al. 2009;
Fujimoto et al. 2006; Teshima 2004). Homoeologous conversion is presumed to be caused by
non-reciprocal homoeologous recombination, although the specific mechanism or cause for such
events is still unknown. It has been hypothesized that homoeologous recombination is a major
force in the evolution of desirable traits in allopolyploid crops, suggesting that it may be the
reason that fiber traits in cotton have been selected on the DT-genome (Gaeta and Chris Pires
2009). The majority of diversity among allopolyploid cotton species has been attributed to
homoeologous conversion (Guo et al. 2014).
High-throughput sequencing technologies have provided the ability to analyze and
compare many genomes from a single species or group. The results of these studies provide
insight into genetic diversity, evolution, and specific traits of targeted species. Re-sequencing
efforts in corn, tomato, and cotton diploids have investigated mutations, selection, and linkage
disequilibrium (Chia et al. 2012; Lin et al. 2014; Page et al. 2013b). In this study, we apply
Illumina technology to resequence and compare the genomes of 34 cotton tetraploids from 6
species at average coverage 23x per accession, whereas previous cotton tetraploid resequencing
efforts have averaged only minimal coverage. We mapped reads to the diploid A- and D-genome
reference sequences of G. arboreum and G. raimondii, as well as to the recently published drafts
of the cotton tetraploid genomes, although subsequent analyses were based on the mappings to
the diploid reference sequences (Li et al. 2014; Paterson et al. 2012; Li et al. 2015; Zhang et al.
2015). Mapping to the diploid sequences for this report is tenable because 1) the two tetraploid
sequences have not arrived at a consensus for loci positions and 2) >25% of the draft sequences
remain unanchored to either AT- or DT-genomes. Since our main focus compares A vs. D (or AT
vs. DT), the comparison is only possible in regions present in both A and D genomes. We
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account for the differences between the respective diploid and tetraploid genomes by adjusting
the diploid reference sequences to the genotypes observed in the tetraploid species. Here, we
examine the comparative evolution and genetic diversity of the polyploid cotton species and
genomes.

MATERIALS AND METHODS
Various components of BamBam (version 1.4) and SAMtools (version 1.2), along with
custom scripts built on BioPerl, were used to modify, summarize, and analyze aligned sequence
data throughout the processes described below (Page et al. 2014; Li et al. 2009; Stajich et al.
2002).

Sequence Data
In total, over 18 billion 100 bp paired-end Illumina reads were generated by Huntsman
Cancer Institute, BGI, University of California-Davis, and Mississippi State University across 33
accessions: 13 G. hirsutum, 15 G. barbadense, and 1 each of G. tomentosum, G. mustelinum, G.
darwinii, G. ekmanianum, and 2 of the accessions endemic to the Wake Atoll National refuge.
Illumina sequence data for the diploids—3 G. herbaceum, 4 G. arboreum, and 4 G. raimondii—
and one additional G. hirsutum were obtained from SRA. For Gossypiodes kirkii—an outgroup
of the Gossypium genus—40 million 36 bp single-end Illumina reads were obtained from NCGR.
Reads were trimmed with Sickle (https://github.com/najoshi/sickle) using a PHRED quality
threshold of 20.
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Homoeo-SNP Identification
All reads were aligned to both the D5 and A2 reference genomes with GSNAP using the
options “-n 1 –Q” to require unique best mappings (Paterson et al. 2012; Wu and Nacu 2010; Li
et al. 2014). An index of homoeo-SNPs inferred from diploid whole genome resequencing was
used for GSNAP SNP-tolerant mapping (“-v” option) (Page et al. 2013b). Reads were then
categorized as originating in the AT- or DT-genome by PolyCat, using the same homoeo-SNP
index used for the mapping (Page et al. 2013a). InterSnp (part of BamBam) was used to call
SNPs between individuals with a minimum allele coverage of 5 reads per individual, and SNPs
that consistently (75% of observed genotypes) manifested in one genome of a species—and were
consistently (75%) absent in the other genome of that species—were called as homoeo-SNPs
(Page et al. 2014). Five of these tetraploid-based homoeo-SNP indices were generated for each
genome, one each for AD1, AD2, AD3, AD4, and AD5, named D13.snp4.1 through D13.snp4.5
(or A13.snp2.1 through A13.snp2.5), respectively.

Mapping and Categorization
Having identified homoeo-SNPs that characterize the diploid A- and D-genomes (and the
tetraploid AT- and DT-genomes), a modified A-genome reference sequence was constructed that
used the D-genome reference as a template, but replaced the D-genome nucleotide with an Agenome nucleotide at positions with homoeo-SNPs (Page et al. 2013b). Having identified SNPs
specific to each of the 5 traditional tetraploid cotton species, we also constructed modified
reference sequences of AT- and DT-genomes where the ancestral nucleotide was replaced with
the specific nucleotide for that species. We re-mapped the reads to their respective, modified
genome sequences then categorized them to the AT- and DT-genomes via PolyDog (Page and
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Udall 2015). This remapping enabled us to more accurately map and categorize reads because of
the modified reference sequences, as well as to achieve more consistent coverage across the
genome because of PolyDog. PolyDog allows for categorization of both reads of a paired set,
even if only one of the reads overlaps a homoeo-SNP, increasing the portion of the genome that
can be categorized.
Indel-induced mapping errors were corrected using GATK (DePristo et al. 2011). First,
RealignerTargetCreator was run on a group of 20 AT-genome BAM files and on 20 DT-genome
BAM files (representing all tetraploid species). Second, IndelRealigner was used on each
individual BAM file to adjust read alignments around the indels identified in the first step:
3,692,540 loci in the A2 reference and 2,195,978 loci in the D5 reference.

Single Nucleotide Polymorphisms
SNPs and short indels were called--once for all AT-genome BAM files and once for all
DT-genome BAM files--between the categorized genomes using InterSnp with a minimum
coverage per allele of 5 reads and minimum frequency of 30% (Page et al. 2014). A neighborjoining tree was constructed for each genome, bootstrapping 1000 sub-samples without
replacement with 5% of SNPs in each sub-sample. Trees were generated by creating a distance
matrix based on genotypes at all SNP loci, then running neighbor (from PHYLIP) with random
sample ordering to build the actual tree (Felsenstein 2002). The 1000 trees from the bootstraps
were combined with consense (from PHYLIP) to make a single consensus tree. Trees were
visualized in Geneious (Drummond et al. 2011).
Small homoeologous conversions were analyzed by using PolyCat to categorize mapped
reads from each tetraploid because PolyCat categorization allows for intergenomic analysis at a
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nucleotide level (Page et al. 2013a). Then SNPs were called with InterSnp across all species and
genomes (Page et al. 2014). Consensus genotypes were called for each species at sites that had
coverage from at least 75% of individuals (10/13 for AD1 and 11/14 for AD2), and genotype
patterns suggestive of homoeologous conversion in AD1 or AD2 were identified (e.g., A2, AT,
and DT have a C while D5 has a T).

Organelle Genomes
The chloroplast and mitochondria genomes were analyzed by taking all unmapped reads
from SNP-tolerant mappings to the D5 reference sequence and remapping them to the G.
hirsutum chloroplast and mitochondria sequences (Lee et al. 2006). SNPs were called by
InterSnp with minimum allele coverage of 50 reads (Page et al. 2014). Then a phylogenetic tree
was built and visualized as above, but with 100,000 bootstraps with 25% of the SNPs from the
combined set of chloroplast and mitochondria SNPs in each bootstrap (Felsenstein 2002;
Drummond et al. 2011).

Copy Number Variants
Copy number variants (CNVs) were called in the AT- and DT-genomes of each sample,
relative to their respective diploid relatives, using CNVKit (Talevich et al. 2014). Reads from 3
diploid A2 lines and 4 diploid D5 lines were mapped and categorized in the same manner as the
reads from the tetraploids, providing reference coverage profiles for the A- and D-genomes,
which serve to normalize for biases in sequence coverage that are shared between diploid and
tetraploid members of a common genome. The coverage of each tetraploid genome was
compared to the reference coverage profile of its diploid relative. The gene annotations for each
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reference sequence were provided as targets, and accessible regions of the genome were
identified for filtering by a CNVKit utility script genome2access.py. Segments identified by
CNVKit as having a log base 2 copy number of at least 1.0 were considered duplications in the
tetraploid genome, and segments identified with a log base 2 copy number of -1.0 or less were
considered deletions.

RESULTS
Mapping and Categorization
Approximately 60% of reads from tetraploids mapped to unique loci on the D5 reference,
while 70% mapped to unique loci on the A2 reference (Fig. 1). The increased mapping
percentage for the A2 reference is likely because the AT-genome is larger than the DT-genome, so
more reads drawn randomly from the tetraploid should be A-like than D-like. The difference is
only 10% because much of the extra A-genome sequence is either repetitive (preventing unique
mapping by short reads) or simply absent from the reference sequence. More reads were
categorized by both PolyCat and PolyDog to the AT-genome than to the DT-genome. This is
likely due to 1) the increased size of the A-genome and 2) the greater genetic distance between
D5 and DT, which slightly decreases the effectiveness and accuracy of read categorization. When
using the A2 reference instead of the D5 reference, the frequency of categorization was lower
because less homoeo-SNPs have been defined in the A2 reference SNP index. In addition, a
greater fraction of the A2 reference is non-homoeologous sequence, resulting in more reads that
map to the reference but will ultimately be uncategorizable because they map to A-genome
unique sequence. More reads overall were categorized by PolyDog than by PolyCat because
PolyDog is able to categorize reads mapped to non-homoeologous regions (Page and Udall
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2015). The end result of read mapping and categorization was read alignment (BAM) files for
each genome (AT and DT) in each tetraploid accession. Downstream analyses focused on reads
categorized by PolyDog for intragenomic analyses and by PolyCat for intergenomic analyses.
We also mapped and categorized reads from the diploids A2 and D5 to measure the error
rates of each categorization method (number of A2 reads categorized as DT and number of D5
reads categorized as AT). PolyCat exhibited an error rate less than 1%. PolyDog more
aggressively categorized reads, resulting in higher categorization rates (~97%) at the expense of
higher error rates (~3%). The reads in error were either erroneously categorized or—unlike the
error rate for PolyCat—could not be categorized because they were equally similar to the ATand DT-genomes.

Single Nucleotide Polymorphisms
We analyzed evolutionary relationships by examining SNPs among cotton accessions.
Within read alignments, we identified SNPs both between genomes (termed “homoeo-SNPs”)
and between accessions (“allele-SNP”). Homoeo-SNPs were first identified between the diploids
A2 and D5 and then between the AT- and DT-genomes of AD1, AD2, AD3, AD4, and AD5.
Between 12.4 and 18.2 million homoeo-SNPs (23.9 million total unique loci) were found when
using the A2 reference and between 19.2 and 28.5 million homoeo-SNPs (35.6 million total
unique loci) when using the D5 reference (Table 1). There were 7.9 million and 11.2 million
homoeo-SNPs on the A2 and D5 references, respectively, that were shared within all tetraploid
species. There were also 6.6 million and 9.4 million homoeo-SNPs (using A2 and D5 references,
respectively) that shared within all tetraploid species and they were also found between the
diploid genomes. About 12-15% of homoeo-SNPs were in annotated genes. While this
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percentage was higher than would be expected for homoeo-SNPs distributed randomly across the
genome, it did not provide evidence for a bias towards genes. Homoeo-SNPs were simply easier
to detect in genes because they were more conserved between genomes, whereas many nongenic regions were unique to one genome and/or difficult to map, preventing homoeo-SNP
identification. There were 1,358 and 4,054 genes with no homoeo-SNPs identified in the
tetraploid sequences aligned to the D5 and A2 reference sequences, respectively. The homoeoSNP indices are available on CottonGen as A13.snp2.x and D13.snp4.x, where x=0 for homoeoSNPs found in the diploids, x=1 for AD1, x=2 for AD2, etc.
We also identified allele-SNPs within genomes, between accessions of each species. For
these comparisons, reads categorized by PolyDog to the AT-genome were compared with each
other and with the A-genome diploids using the A2 reference sequence, while DT-genome
categorized reads and D-genome diploid reads were compared using the D5 reference sequence.
After filtering with a minor allele frequency of 10%, there were 15,864,224 and 10,437,663
allele-SNPs in the AT- and DT-genomes, respectively. In both AD1 and AD2, the number of ATgenome allele-SNPs was about 1.5x the number of DT-genome allele-SNPs (Table 2). However,
after normalizing by genome size, average diversity (allele-SNPs per bp) in the DT-genome was
nearly 2x the average diversity in the AT-genome.
We compared the number of SNPs in genes present in both the AT- and DT-genomes.
There were 947,157 and 1,638,565 allele-SNPs in annotated genes in the AT- and DT-genomes,
respectively. To identify homoeolog pairs in the annotations of the A2 and D5 reference
sequences, we used BLASTP with a maximum e-value of 1e-20 to compare the peptide sequences
of annotated A2 and D5 genes (Altschul et al. 1990). We found 26,782 gene pairs that were best
reciprocal BLAST hits, suggesting homoeolog status. As expected, the lengths of these

109

homoeolog pairs were highly correlated (Pearson r2 = 0.744, p-value < 2.2e-16) (Figure 2A). The
density of allele-SNPs was weakly correlated among allotetraploids (Pearson r2 = 0.321, p-value
< 2.2e-16) and among AD1 cultivars (Pearson r2 = 0.261, p-value < 2.2e-16; Figure 2B). There
were 1,173 genes that had 0 allele-SNPs in the AT-genome while the homoeolog had 5 or more
allele-SNPs, and there were 1,835 genes that had 0 allele-SNPs in the DT-genome while the
homoeolog had 5 or more allele-SNPs.
We examined allele-SNP frequencies among different groups of accessions to identify
regions of artificial selection associated with domestication. We analyzed the ratio of allele-SNP
frequency in domesticated AD1 lines (Coker 312, Deltapine 5690, Fibermax 832, Acala Maxxa,
M-240, PD-1, SureGrow 747, Stoneville 474, Sealand-542, Tamcot sphinx, and Texas Marker 1)
compared to the remainder of accessions in the AD1 clade (AD1, AD6, and AD7—excluding AD3
because of its greater distance from the other species). We analyzed this ratio in a 1 Mbp window
stepping by 500 Kbp (Fig. 3). The selection ratio (diversity of AD1 cultivars / diversity of AD1)
ranged from 2.127 to 0.916 in the AT-genome and from 1.794 to 0.831 in the DT-genome. In the
AT-genome, there were 1,299 genes in 77 windows with a selection ratio less than 1.0 (less
means stronger selection), while in the DT-genome there were 5,152 genes in 228 windows with
a selection ratio less than 1.0. These strongly selected regions include 1 gene on the AT-genome
(Cotton_A_25726) and one on the DT-genome (Gorai.003G049300) that are CesA genes noted
as being under strong selection in another study (Zhang et al. 2015).

Phylogenies
The AT- and DT-genome phylogenies positioned species consistent with previous
observations (Wendel and Grover 2015): The tetraploids primarily split into two clades, one
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containing AD1 and the other containing AD2. AD4 is an outgroup to this split. AD5 is closely
related to AD2, while AD6 and AD7 are close to AD1. AD3 is in the AD1 clade, but diverged
shortly after the AD1 vs AD2 split, making it a more distant relative of AD1 than are AD6 and
AD7 (Fig. 4). In the consensus bootstrap trees for the nuclear genomes, nearly all splits have 99100% bootstrap support and only 2 splits (both within the AD1 cultivars) have less than 90%
support (80% and 82%). The cultivated varieties in AD1 clustered together with wild AD1
accessions nearby, and the same pattern was observed with AD2 cultivars and wild accessions.
The AT- and DT-genome trees largely agreed in regard to the topology of the AD2 clade, with the
exception of the positioning of a sub-clade containing the 3 cultivars: DP-340, GB-236, and Phy76. The AD1 clade was also similarly constructed in the AT- and DT-genome phylogenies,
although the cultivars are so closely related to one another that their precise arrangements varied
between trees. Outside of the AD1 cultivars, the AD1 wild accessions (TX-2094 and TX-231)
were closest to the cultivar clade. Notably, GB-319 (although previously classified as an
accession of AD2) clustered with the wild AD1 accessions. The two AD7 accessions formed a
clade external to the wild AD1, and AD6 was external to AD7.
In the chloroplast and mitochondria, 1,417 and 331 SNPs were identified, respectively.
After bootstrap tree construction, a consensus neighbor-joining tree was created based on these
organelle genome data. The organelle phylogeny disagreed with both nuclear phylogenies. There
were numerous minor differences in the fine placements within species, which are unremarkable,
given the relatively small number of SNPs and common differences in maternal inheritance. The
one major disagreement was in the placement of AD3, AD4, and AD5, which formed a small
clade near the AD1 species. This position would be understandable for AD3 and possibly even
AD4, but it is a drastic shift for AD5, which is (in previous observations and the nuclear-based
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trees) more closely related to AD2. If this result could be confirmed by other data, it could
suggest the possibility of multiple crosses giving rise to the extant tetraploid species, rather than
a single cross as generally supported (Grover et al. 2012). From this tree alone, it is not clear that
the chloroplast and mitochondria are more closely related to the A-genome parent than to the Dgenome parent, as previously observed, suggestive of a maternal A-genome donor to the original
tetraploid (Wendel 1989). Considering that the genetic distance between the A-genome diploids
and AT-genome is significantly shorter than the genetic distance between D5 and the DT-genome,
it may be that the A-genome donor was not the maternal parent of the original hybrid, as
previously thought.

Introgression
We found introgression of AD2 alleles into AD1 cultivars by identifying SNPs between
the wild AD1 lines (TX-231, TX-2094, and GB-319) and the AD2 lines (excluding GB-319).
There were 3,558,401 and 1,913,744 diagnostic SNPs on the AT- and DT-genomes, respectively.
Using a novel application of PolyCat, reads from each AD1 cultivar were categorized as AD1like or AD2-like. Regions with at least 10x coverage of AD2-like reads were identified with Eflen
(part of BamBam) (Page et al. 2014). Genes in these introgressed regions were identified with
BEDTools (Quinlan and Hall 2010). On average, each AD1 accession had 6.8 Mbp (containing
1,605 genes) of introgression on the AT-genome and 3.8 Mbp (containing 1,934 genes) of
introgression on the DT-genome (Table 3; Figure 5). The larger number of genes with
introgression on the DT-genome could indicate artificial selection acting preferentially on the DTgenome during the domestication process, consistent with the large number of fiber QTLs found
on the DT-genome in previous studies (Rong et al. 2007).
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We performed a similar analysis to look for introgression of AD1 alleles into AD2
cultivars. Between the AD1 cultivars and the wild AD2 lines (everything except DP-340, Phy-76,
and GB-236), we identified 5,217,270 and 2,803,879 diagnostic SNPs on the AT- and DTgenomes, respectively. We then used PolyCat to categorize reads from DP-340, Phy-76, and GB236 as AD1-like or AD2-like. On average, each AD2 cultivar had 18.4 Mbp (containing 1,731
genes) of introgression on the AT-genome and 5.0 Mbp (containing 1,679 genes) of introgression
on the DT-genome. Interestingly, GB-236—which is an obsolete cultivar—had far fewer genes
with evidence of introgression than the other cultivars. There was an especially large difference
in the number of introgressed genes on the AT-genome, suggesting that more recent breeding has
targeted more AT-genome genes. In addition, the AT-genome has far more noise in the
introgression signal than the DT-genome, suggesting that relaxed selective pressures have
allowed the accumulation of more mutations that give false positive introgression at isolated loci.
These introgressed regions contain hundreds of different genes that may have been
individual targets of introgression, or they may have been remnants linkage ‘drag’ after a limited
number of backcrosses recovered a suitable genotype. Further research is needed to associate the
genes targeted by introgression and the historical breeding objectives of individual cultivar
pedigrees.

Copy Number Variants
Copy number variants (CNVs) indicate regions of historic duplication and/or deletion,
and there are various strategies used to identify them (Zhao et al. 2013). CNVs were detected in
the BAM alignment files by comparing sequence coverage in sliding windows across the
pseudomolecules, using CNVKit (Talevich et al. 2014). Both deletions and duplication CNVs
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were detected by CNVkit, using a log base 2 threshold of 1.0 for duplications and -1.0 for
deletions. Deletions in the AT-genome were the longest and most common type of copy number
variant, with ~69 blocks and 19,000 Kbp per accession (Fig. 6). Deletions in the DT-genome
were much less frequent, with ~31 blocks and less than 5,000 Kbp per accession. Duplications
were considerably less frequent than deletions, with less than 10 blocks and 1,000 Kbp per
accession. In the DT genome, a similar number of duplications were found in AD1 and AD2, but
AT-genome duplications were more common in AD1 than in AD2. No pattern in frequency of
duplications or deletions appeared to distinguish wild and domesticated lines. In comparisons
between species, AD4 had few duplications and deletions, and had a particularly low number of
DT-genome duplications.
Deletions were much more conserved than duplications, although this is likely related to
the larger number of deletions detected, making shared deletions more likely to occur at random
(Table 4). Duplications in the AT-genome were more conserved than duplications in the DTgenome, but duplications differed greatly from accession to accession, even among the closely
related AD1 cultivars. Generally, conservation rates of CNVs were higher in cultivars than in
wild accessions, again this could have been the result of an evolutionarily recent shared ancestry.

Homoeologous Conversion
We compared copy number variants in tetraploids to identify duplications of one loci and
a corresponding deletion at its respective homoeolog (i.e. a ‘conversion’ event) using the
homoeolog gene pairs identified above. Very few putative homoeologous conversions of this
type were detected (Table 5). Almost all genes that appeared to be converted were contained in
one large possible conversion event, which was detected in several accessions; however, various
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facts suggest that it was not a true conversion event: 1) the accessions exhibiting this possible
conversion are not monophyletic. They include accessions of AD1 and AD2, but not the other
members of those species. 2) The duplication associated with this possible conversion event is
ubiquitous among tetraploid lines, suggesting that it may be an artifact, while the deletion
associated with the possible conversion occurred in only a subset of the individuals with the
duplication. 3) If the conversion event were real and occurred in a common ancestor of AD1 and
AD2 but was only detectable in certain descendants, then we would expect it to be a much
smaller event, as recombination would fractionate the affected region since AD1 and AD2
divergence 1-2 mya. For these reasons, we conclude that this possible conversion event—the
only major event suggested by the data—was not a true conversion event and is instead an
artifact of the analyses employed. Based on this conclusion, large blocks of homoeologous
conversion within the cotton polyploid nucleus must be extremely rare, if they exist at all.
Other conversion events could be small remnants of a larger homoeologous conversion
region that was subsequently fractionated by homologous recombination. These small blocks of
interspersed, converted loci were detected by a parsimony-based method, similar to that
employed by other studies (Guo et al. 2014). Reads were categorized to the AT- and DT-genomes
with PolyCat, in order to allow intergenomic comparison at a nucleotide level. Genotypes were
called using InterSnp with a minimum allele coverage of 5 reads. Polymorphic loci were selected
where 75% of individuals had a genotype. These were tested for a genotype pattern indicative of
homoeologous conversion in G. hirsutum and G. barbadense by comparing the tetraploid
genotypes to the diploids (as a proxy ancestor genotype). Precisely, we looked for loci where the
A2 and D5 alleles disagreed, but the AT- and DT-genome alleles matched each other and one of
the two diploid alleles. Except for a significant caveat, such a simple pattern would suggest that
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the allele of the matching diploid relative had overwritten the allele of the differing relative
resulting in homoeologous conversion.
The caveat to simple homoeologous conversion detection lies in the diploid genomes that
were used as reference proxies. The diploids A2 and D5 do not precisely represent the true
progenitors of the AT- and DT-genomes (Wendel and Cronn 2003). Mutations that have occurred
in the extant diploid after their divergence from the progenitors of the polyploid will result in
false positive events of simple conversion detection because both tetraploid genomes will match
the diploid that didn’t have the mutation. To correct for this, we use the outgroup AD4, which
diverged from the other polyploid lineages shortly after polyploidization. If a putative
homoeologous conversion was detected in AD4 as well as in AD1 and/or AD2, then it was likely
due either to a conversion event immediately after (or coincidental) with polyploidization or to
an autapamorphic mutation in one of the diploid lines (Salmon et al. 2009; Flagel et al. 2012).
For example, the equivalence of A2 = AT = DT ≠ D5 could be due to a mutation in the D5 lineage,
rather than to a homoeologous conversion. Using the D5 reference sequence, of 1,322,948
putative A-dominant events found in AD1 that could be analyzed using AD4, only 52,680 (4.0%)
were likely homoeologous conversion events under these criteria (similar numbers were
observed for AD1 and AD2). The remaining 1,270,268 were false positives (autapamorphies in
the D5 diploid) or occurred immediately after polyploidization (Table 6). More—but still
relatively few—likely D-dominant conversion events were found: 65,276 (6.7%) out of 979,045.
When using the A2 reference sequence, however, more A-dominant than D-dominant
conversions were detected, suggesting that the choice of reference sequence may be a source of
further false positive events. Similar ratios of true and false conversion events were observed in
AD1 and AD2, and a little less than half of the likely homoeologous conversion loci were shared
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by AD1 and AD2, suggesting events prior to the division between the AD1 and AD2 clades. Many
more regions of consecutive homoeologous conversion SNPs were detected as dominant for the
same genome as the reference (Table 7). Regardless of the reference, slightly more DT-dominant
ancient homoeologous conversion regions (with 2 or more consecutive homoeologous
conversion SNPs) were detected. On the A2-reference sequence, fewer consecutive SNPs
representing fewer regions were found, but they overlapped more genes. These results suggest
that the contribution of homoeologous conversion to genetic diversity in cotton may be less
important than previously asserted (Guo et al. 2014; Li et al. 2015).

DISCUSSION
Evolution of Tetraploid Species
Many fates are possible for duplicate gene pairs arising from a polyploidization event
(Ohno 1970). In cotton, disparate outcomes have been observed for numerous pairs of genes in
terms of expression level, but no general pattern has been observed as especially dominant
(Rambani et al. 2014; Samuel Yang et al. 2006; Flagel et al. 2012; Yoo et al. 2012). The current
study examines genotypic differences, instead of gene expression levels, and we find no obvious,
generalized patterns that are consistently different between the genomes of the cotton polyploid
nucleus. SNP density was not strongly correlated—positively or negatively—between
homoeologs. That is, a gene with high SNP density in the AT-genome was not much more or
much less likely to have a homoeolog with high SNP density in the DT-genome. If a positive
correlation had been found, it would suggest that genes under strict selective pressure in the Agenome are also under strict selective pressure in the D-genome, resulting in strong positive
correlation between the SNP densities of AT- and DT-genome homoeologs. On the other hand, a
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negative correlation would have suggested that homoeologs tend to act as duplicate gene pairs in
which one homoeolog is able to carry out the original function of the gene, while the other
homoeolog is released from selective pressure, able to accumulate mutations, and develops new
or more specialized functions or loses its original function (Ohno 1970). The lack of either a
strong positive or a negative correlation pattern suggests that selection pressures on duplicate
gene pairs likely vary pair-by-pair depending on their function and that selection pressures on
these functions are small to modest across most genes in the genome. These findings also suggest
that more than 1-2 million years is needed for generalized sub-functionalization throughout the
genome.
Our results cast light on the phylogenetic relationships among tetraploid species,
including a newly characterized species, G. ekmanianum (AD6), and a possible new species of
the Wake Island Atolls (Krapovickas et al. 2008; Grover et al. 2014). Previous work had
constructed cotton phylogenies based on select genes or loci (Senchina 2003). However, we use
an unprecedented breadth and depth of data in cotton with SNPs from across the nuclear genome,
resulting in over 48 million allele-SNPs. Other studies have disputed the species status of AD6
and suggested that it is merely wild AD1 (Coppens d'Eeckenbrugge and Lacape 2014). However,
our results show that AD6 and AD7 are both external to the wild AD1 accessions TX—231 and
TX-2094 and they are also distant from the AD1 cultivars. AD6 and AD7 form distinct clades that
cannot be considered as one monophyletic species. We conclude that the species status for AD6
(G. ekmanianum) and proposed AD7 are supported by whole genome sequence data. GB-319,
although labeled an AD2 line, is clearly not AD2, as it consistently clusters within the AD1 clade.
Genotypic (SSR) and phenotypic data also suggest that GB-319 is a wild AD1 rather than AD2,
corroborating this result (Richard Percy et al., personal communication).
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These allele-SNPs form the beginning of a Cotton HapMap, similar to the database of
SNPs constructed for the maize HapMap (Chia et al. 2012). Our homoeo-SNP indices augment
this database, resulting in a database of over 70 million SNPs among cotton species, organized
according to their status as homoeo-SNPs between genome groups and allele-SNPs within
genome groups. These SNPs are available for visualization and download on CottonGen
(http://www.cottongen.org/).

Domestication in Tetraploid Cotton
Artificial selection associated with domestication causes a genetic bottleneck in all
domesticated plant species. This bottleneck results in cultivars having less genetic diversity
compared to wild lines, as seen in WGS data of recent studies of soybean and tomato (Zhou et al.
2015; Lin et al. 2014). This phenomenon was observed in the AD1—and to a lesser degree
AD2—cultivars, as manifested in the tight clustering of cultivars within the SNP-based
phylogenetic trees. Small amounts of genetic diversity impose limits on the genetic potential of
cotton breeding, since limited genetic diversity remained after domestication. Based on these
genomic sequences, significant genetic diversity exists in wild accessions of both G. hirsutum
and G. barbadense. Some of the wild accessions sequenced here could be used for sources of
additional genetic diversity in breeding programs. An effort to sequence all of the genetic
diversity within cultivated and wild cotton accessions could provide a comprehensive
perspective to inform genetic improvement of cotton.
Domestication increased the conservation of copy number variants (duplications and
deletions) among cultivars as opposed to wild cotton lines. This reflects the bottleneck effect
associated with domestication. It has been observed that selection acted more heavily on the DT-

119

genome than on the AT-genome in AD1 (Rong et al. 2007). However, our study shows that ATgenome duplications were more (~2x) conserved than DT-genome duplications in AD1 cultivars,
although not in AD2. This suggests that, while selection may have acted more strongly on DTgenome nucleotide sequence changes, selection also acted on AT-genome duplications. Also, ATgenome deletions were more conserved than DT-genome deletions in AD2 but not in AD1. As
these AD2 lines were mostly wild, it’s unlikely that this conservation was caused by artificial
selection for those deletions. Rather, these deletions likely occurred in the ancestral AD2 line that
gave rise to the modern species, possibly contributing to the speciation and fiber quality that
distinguish AD2 from other tetraploid cotton species. Both of these findings (greater duplication
in AT of AD1 and deletions in DT of AD2) support the independent domestication events for these
two species.
Evidence of past attempts to introduce desirable traits from AD1 into AD2, or vice versa,
was detected in the introgression detected in AD1 and AD2 cultivars. Some regions—including
large regions of AT-Chr8—exhibited evidence of introgression in all AD1 cultivars, suggesting
an earlier event, while other, larger regions—e.g., DT-Chr09—evidenced introgression in a
smaller number of cultivars, suggesting more recent introgression in the pedigrees of these lines.
Breeders have long attempted to introduce genes for disease resistance, fiber quality, and other
traits between AD1 and AD2, and we are now able to see the footprint left by those efforts
(Zhang and Percy 2007; Paterson 2009). We can observe an obsolete cultivar (GB-236) both in
its lack of genes commonly introgressed in other cultivars and its increased noise as selective
pressure is decreased. In addition to introducing specific, targeted traits, new combinations of
introgression may provide an additional source of diversity for the extremely narrow germplasm
of AD1 cultivars.
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Homoeologous Conversion
In diploid organisms, gene conversion is considered a by-product of recombination where
one allele is reconstructed using the second allele as a template (Pessia et al. 2012). In
polyploids, a conversion event that uses homoeologous loci as a template is also possible to
result in conversion between genomes (Salmon et al. 2009; Flagel et al. 2012). To distinguish
between the traditional definitions of homoeologous conversion, we refer the sequence-based
events found between genomes sharing a nucleus as homoeologous conversions. They were
likely caused by historical non-reciprocal homoeologous recombination and it results in a region
of a chromosome that is converted to the genotype of its homoeolog. Assuming this region was
larger than the size of an Illumina sequence read (100 bp in this study), reads originating in the
converted area would be incorrectly categorized as belonging to the homoeologous genome. For
example, if the DT-genome overwrites a section of the AT-genome, then reads from that region
were categorized as DT-genome, even though they were from an AT-genome chromosome.
Two different methods can be used to search for two different types of homoeologous
conversion: large blocks of homoeologous conversion and small, interspersed regions of SNP
patterns that suggest homoeologous conversions. Large blocks of homoeologous conversion
manifests as duplication in one genome and deletion in the homoeologous region of the other
genome Overlapping duplication/deletion events have been detected in Brassica in whole
genome sequencing data and these coverage and SNP patterns were attributed to non-reciprocal
homoeologous recombination events (Sharpe et al. 1995; Chalhoub et al. 2014; Udall 2005),
reminiscent of chromosome rearrangements observed by RFLP patterns in B. napus (Udall 2005;
Sharpe et al. 1995). Because these large blocks of conversion have not been fully dissected by
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homologous recombination, they are likely recent events between the genomes. Non-reciprocal
homoeologous recombination has not been detected in cotton using RFLPs, SSRs, or sequence
data, as it has in Brassica. Because homoeologous chromosomes in cotton have radically
different sizes, it is not surprising that homoeologous conversion may occur relatively frequently
on an evolutionary scale in other polyploid species, but only rarely in tetraploid cotton, where
detection of non-reciprocal homoeologous recombination has not been detected by any
molecular technology. We did not detect any likely homoeologous conversion events in
polyploid cotton using CNV approaches to analyze WGS sequence data.
SNPs can also be used to detect putative homoeologous conversion as a consecutive
pattern of shared nucleotides between diploid and tetraploid genotypes along the chromosome.
The vast majority of such pattern occurrences—both in our analysis and in that done by Guo et
al.—were positioned before the divergence of AD4 from the other polyploid species (Guo et al.
2014). As little time is estimated to have passed between the polyploidization event itself and the
divergence of AD4, it is far more likely that these apparent homoeologous conversions are
actually due to mutations arising in one of the diploid genomes during the 1-2 million years that
separated the extant diploids from the true progenitors of the tetraploid genomes. Many
mutations undoubtedly arose during that time, and nearly every such mutation would result in an
apparent homoeologous conversion in the tetraploids (Flagel et al. 2012). This hypothesis is
supported by the fact that apparent autapomorphies were much more common in D5 than in A2,
reflecting the greater genetic distance between D5 and DT than between A2 and AT.
Examining putative homoeologous conversion events via SNP patterns, we observed 5%
(or less) likely homoeologous conversions (as opposed to likely autapamorphic mutations). This
value is consistent with EST work predating the use of the reference sequences, which also
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suggested the possibility of autapamorphic SNPs yielding false positives for homoeologous
conversion detection (Flagel et al. 2012). Homoeologous conversion detection was biased to
favor dominant conversion events for the genome corresponding to the reference sequence used
in the analysis, supporting the idea that many detected homoeologous conversions are artifacts of
analysis. The larger size of the A-genome may result in false mappings of AT-genome reads to
the D5 reference. Indeed, we observe a higher rate of tetraploid reads categorized as AT by
PolyCat. Unlike PolyDog, Polycat only examines homoeologous regions, which should limit the
AT- and DT-genomes to nearly identical sequence lengths, despite the difference in total genome
length for the AT- and DT-genomes (Page and Udall 2015). Thus, the increased number of reads
categorized by PolyCat to the AT-genome rather than the DT-genome may represent false
positive mappings. This increase could be due to duplications in the A-genome, resulting in two
A-genome loci corresponding to a single locus in the D-genome reference. It could also be due to
the closer relationship between AT-genome and its diploid relative than between the DT-genome
and its diploid relative. Regardless of the specific cause, these false positive mappings may result
in an overestimate of D-dominant homoeologous conversion events, as detected by both Guo et
al. and the current study.
Resequencing the tetraploid genome of cotton provided insights into
domestication, introgression, and homoeologous conversion in both G. hirsutum and G.
barbadense. Our whole genome sequencing data supports the previously described independent
domestication of these two polyploid species. The large genome-wide collection of SNPs
between and within genomes provided an unprecedented examination of the single-nucleotide
genetic diversity within the cotton genome, but a comprehensive assessment is not entirely
complete. Additional re-sequencing of wild and domesticated cotton accessions will identify rare
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alleles (important for diversity starved crops), provide sufficient power for robust estimates of
linkage disequilibrium, and further identify regions of unique sequence evolution. The
resequencing data also provided insights into the polyploid nature of the tetraploid cotton
genome. Allopolyploidy has been a key aspect of cotton evolution and necessitates special
computational considerations of short read sequence data because of the close sequence
similarity of homoeologs. In general, the sequences of homoeologs of cotton genome have not
significantly changed after polyploidization, though some exceptions can be found in individual
gene pairs. Further research is needed to identify any association between these exceptions and
the phenotype of modern cotton.
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TABLES
Table 9 Homoeo-SNPs identified between the A- and D-genomes of the diploids and AT- and
DT-genomes of the tetraploids
A2-reference
Genomic

D5-reference

Genic

Genomic

Genic

Diploids

15,618,185

2,090,126

13.4%

28,540,537

3,009,100

10.5%

AD1

18,253,297

2,303,433

12.6%

24,908,821

3,069,346

12.3%

AD2

17,286,282

2,224,161

12.9%

24,776,502

3,003,401

12.1%

AD3

12,574,385

2,044,681

16.3%

19,235,460

2,742,627

14.3%

AD4

12,442,214

1,973,277

15.9%

19,274,313

2,656,550

13.8%

AD5

12,914,212

2,017,762

15.6%

19,809,248

2,719,911

13.7%
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Table 10 SNPs and average diversity (# pairwise differences / # polymorphic sites covered by
both individuals) among sub-groups of diploids and tetraploids
AT
Group

SNPs

DT
Diversity

SNPs

Diversity

All

27,447,974

0.165%

21,476,013

0.285%

AD

15,864,224

0.132%

10,437,663

0.179%

AD1-clade

9,555,028

0.060%

6,574,982

0.099%

AD1-dom

7,875,126

0.048%

5,610,018

0.092%

AD2

9,489,947

0.048%

6,376,241

0.085%
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Table 11 Evidence for introgression between AD1 and AD2
AT Introgression

AD1 into AD2

AD2 into AD1

Accession

Length

DT Introgression

Genes

Length

Genes

Coker-312

6,352,569

1,608

3,495,471

1,887

DP-5690

2,508,579

640

1,137,344

651

FM-832

6,650,745

1,809

5,314,686

2,433

Maxxa

8,558,032

1,998

4,596,128

2,313

MS-240

8,427,778

1,770

3,757,081

1,878

PD-1

6,556,943

1,564

3,325,321

1,920

Sealand

7,123,054

1,670

3,858,004

1,985

SG-747

7,656,250

1,604

3,630,665

1,890

ST-474

6,970,667

1,661

3,704,376

1,936

Tamcot-sphinx

6,606,198

1,750

8,510,980

2,440

TM-1

6,817,357

1,605

3,803,304

1,945

Average

6,748,016

1,607

4,103,033

1,934

DP-340

21,707,123

2,146

5,878,386

1,938

Phy-76

18,255,558

1,819

4,879,839

1,555

GB-236

15,326,627

1,228

4,265,336

1,543

Average

18,429,769

1,731

5,007,854

1,679
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Table 12 Conserved copy number variants across sub-groups of tetraploids
Total
Genes

Found in at least 50% of
accessions

Type

Group

A-duplication

AD1-domesticates

193

34

18%

AD1-clade

258

30

12%

All

307

21

7%

AD1-domesticates

188

24

13%

AD1-clade

286

20

7%

All

387

21

5%

AD1-domesticates

785

405

52%

AD1-clade

937

385

41%

All

1539

369

24%

AD1-domesticates

604

273

45%

AD1-clade

764

216

28%

All

1114

196

18%

D-duplication

A-deletion

D-deletion
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Table 13 Possible large gene conversion events based on copy number variants by accession (A)
and by gene (B)
A
Accessions # Genes
AD3
15
AD5
16
AD7
17
DP-340
15
FM-832
17
GB-287
15
GB-362
15
GB-398
15
GB-618
15
GB-67
16
MS-240
15
Phy-76
15
SG-747
15
TX-231
15
Maxxa
2

B
D5 gene
Gorai.012G000600
Gorai.012G000700
Gorai.012G000900
Gorai.012G001000
Gorai.012G001100
Gorai.012G001200
Gorai.012G001500
Gorai.012G001600
Gorai.012G001700
Gorai.012G001800
Gorai.012G001900
Gorai.012G002000
Gorai.012G002100
Gorai.012G002200
Gorai.012G002300
Gorai.012G000400
Gorai.007G329600
Gorai.007G329800
Gorai.001G162500
Gorai.002G268400
Gorai.002G268600
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A2 gene
Cotton_A_20329
Cotton_A_20330
Cotton_A_20331
Cotton_A_20332
Cotton_A_20334
Cotton_A_20335
Cotton_A_20338
Cotton_A_20339
Cotton_A_20340
Cotton_A_20341
Cotton_A_20342
Cotton_A_20343
Cotton_A_20344
Cotton_A_20345
Cotton_A_20346
Cotton_A_33577
Cotton_A_35502
Cotton_A_35503
Cotton_A_10073
Cotton_A_00274
Cotton_A_00273

# Accessions
14
14
14
14
14
14
14
14
14
14
14
14
14
14
14
1
3
3
1
1
1

Table 14 Possible small gene conversion events based on genotype patterns across diploids and
tetraploids
Type
Species

A2-reference
AD1

AD2

Both AD1 and AD2

Autapamorphy in A2

605,147

36.1%

605,514

36.5%

599,400

37.4%

Autapamorphy in D5

1,005,869

60.1%

996,741

60.1%

977,987

61.1%

A-dominant Conversion

41,759

2.5%

37,960

2.3%

17,130

1.1%

D-dominant Conversion

21,593

1.3%

19,493

1.2%

6,406

0.4%

D5-reference
AD1

AD2

Both AD1 and AD2

Autapamorphy in A2

913,769

39.7%

912,441

40.0%

900,332

41.2%

Autapamorphy in D5

1,270,268

55.2%

1,259,994

55.2%

1,235,851

56.5%

A-dominant Conversion

52,680

2.3%

50,528

2.2%

21,857

1.0%

D-dominant Conversion

65,276

2.8%

58,898

2.6%

27,757

1.3%
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Table 15 Regions including 2 or more consecutive small gene conversion SNPs
A2-reference
Type

Number

AT-dominant

SNPs

AD2

AD1

AD2

3145

2662

2491

2636

818

699

640

697

1636

1327

413

499

Genes

144

143

8

6

SNPs

401

183

10769

8383

Regions

100

45

2661

2097

Total Length (Kbp)

747

209

3766

2793

29

14

60

50

Regions
Total Length (Kbp)

DT-dominant

AD1

D5-reference

Genes
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FIGURES

Figure 16 Mapping and categorization rates. The percentage of trimmed reads successfully
mapped (by GSNAP) from each species (AD1-AD7) to the A2 reference (A) and the D5 reference
(B) is shown. For each reference, the percentage of mapped reads from each species (AD1-AD7)
categorized to the AT-genome by PolyCat, DT-genome by PolyCat, or to the genome of the
reference sequence by PolyDog is also shown.
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Figure 17 Homoelog length and SNP density. Homoeolog pairs in the A2 and D5 reference
annotations were compared on the basis of length (A) and SNP density (B), with the A-genome
copy on the X-axis and the D-genome copy on the Y-axis. Darker blue color indicates a larger
number of homoeolog pairs with those values.
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Figure 18 Average diversity rates. Diversity was measured in a sliding window across Chr1 of
the A2 reference (A) and Chr01 of the D5 reference (B). Diversity was measured among different
groups: all diploids and tetraploids (dark blue), all tetraploids (red), all lines from AD1, AD6, and
AD7 (green), all AD1 cultivars (purple), and all lines from AD2 (light blue).
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Figure 19 Phylogenetic trees. Neighbor-joining trees were constructed (by PHYLIP) based on a
distance matrix representing SNPs between each pair of accessions in the A-genome (A) and Dgenome (B). Only tetraploid lines are shown, with the root representing the point of connection
to the diploid relatives. Individuals from AD1 are colored blue, AD2 colored green, and other
species colored red.
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Figure 20 Introgression. Regions of introgression were identified in the AT-genome (A) and in
the DT-genome (B). For each cultivar, blue indicates regions of introgression from the other
species.

143

Figure 21 Duplicated and deleted genes. Duplications and deletions were identified in each
genome of each species, relative to the extant diploid relative. So blue indicates duplications in
AT-genomes compared to A2 individuals. CNVkit identified duplications and deletions, with a
minimum threshold of 2-fold difference.
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