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ABSTRACT

Real-Time Stereo Vision for Resource Limited Systems

Beau Jeffrey Tippetts
Department of Electrical and Computer Engineering
Doctor of Philosophy
A significant amount of research in the field of stereo vision has been published in
the past decade. Considerable progress has been made in improving accuracy of results
as well as achieving real-time performance in obtaining those results. Although much of
the literature does not address it, many applications are sensitive to the tradeoff between
accuracy and speed that exists among stereo vision algorithms. Overall, this work aims
to organize existing efforts and encourage new ones in the development of stereo vision
algorithms for resource limited systems. It does this through a review of the status quo as
well as providing both software and hardware designs of new stereo vision algorithms that
offer an efficient tradeoff between speed and accuracy. A comprehensive review and analysis
of stereo vision algorithms is provided with specific emphasis on real-time performance and
suitability for resource limited systems. An attempt has been made to compile and present
accuracy and runtime performance data for all stereo vision algorithms developed in the past
decade. The tradeoff in accuracy that is typically made to achieve real-time performance
is examined with an example of an existing highly accurate stereo vision that is modified
to see how much speedup can be achieved. Two new stereo vision algorithms, GA Spline
and Profile Shape Matching, are presented with a hardware design of the latter also being
provided, making Profile Shape Matching available to both embedded processor-based and
programmable hardware-based resource limited systems.

Keywords: Beau Tippetts, stereo vision, resource limited systems, Profile Shape Matching,
Tiny GA Spline, real-time image processing, real-time stereo vision
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Chapter 1
Introduction
The field of stereo vision has received a great deal of attention over the past decade.
New algorithms have been developed, and existing algorithms have been augmented and
tuned in efforts to both produce more accurate results and obtain them faster. The nature
of the stereo vision problem makes these two endeavors non-trivial. The accuracy of results
is affected by missing information such as that caused by occlusions, slanted surfaces, and
other issues relating to extracting information about three dimensions from two dimensional
images. Textureless regions and non-Lambertian surfaces along with the difficulties of perfectly calibrating cameras are also cited as reasons why stereo vision is still considered an
unresolved problem [1]. The number of pixels that each image contains increases the number
of calculations required to match it with any number of possible matches, making the correspondence problem a computationally complex one that severely limits the speed at which
one can obtain results. Most of the time, accuracy and speed are pitted against each other,
making it more difficult to obtain more of both at the same time. In any given instance of the
stereo vision problem, various questions arise; is one of these two attributes more desirable?
How can the tradeoff between the two be minimized? What options already exist, and how
do they compare to each other?
In most circumstances, determining an acceptable tradeoff between speed and accuracy is dependent upon the target application. Although many applications have existed for
some time [2–4], more and more applications are being developed that could benefit from
real-time three-dimensional information. Image sensors and processing hardware are becoming more prevalent, especially because they are available as light-weight, low-power, passive
devices. Basic low-quality image sensors can be found on systems from cell phones to entertainment game consoles to security systems to high-tech micro unmanned aerial vehicles.
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Each of these systems may have limited computational resources for several possible reasons,
including constraints on weight, size, power, and cost, or perhaps a requirement that the
bulk of computing resources be dedicated to a different primary task.
For many of these systems, extreme computational complexity poses a problem because of their resource limitations. When 3D information is available for resource limited
systems, tasks such as obstacle avoidance, pose identification, and landscape mapping could
be implemented to realize applications like hands-free human control, autonomous vehicle
control, augmented video surveillance, threat analysis, handicap assistance, and a host of
other applications. Some may be satisfied simply by waiting for advancements in processing
hardware technologies to make this kind of computational power available for systems with
constrained resources. It can be shown, however, that algorithmic improvements can result
in far greater increases in speed than result from recent advances in hardware technology.
Most recently, substantial advances have been made in increasing the accuracy of
stereo vision results. In 2002, Scharstein and Szeliski [5] provided a method and infrastructure for quantitative evaluation of the accuracy of dense stereo vision algorithms that
has become a standard. Their evaluation includes a comparison of root mean squared error
between the disparity map from the algorithm and ground truth. This offers a precise single
value that is used to rank the quality of results from different stereo vision algorithms [6].
This type of quantitative evaluation helps motivate researchers to develop more accurate
stereo vision algorithms and it helps them know when they have done so. Although similar
tools for such precise quantitative comparisons of algorithm runtimes are currently not available, the successful development of many applications depend on such comparisons. Data
that is currently available is presented here to aid in understanding how existing stereo vision
algorithms compare in terms of both accuracy and speed.
There are several informative publications that review and compare available stereo
vision algorithms, but none of them discuss suitability for real-time performance on resourcelimited systems. The review of Scharstein and Szeliski [5] is a comprehensive treatise on
stereo vision algorithms as of 2002, while other publications focus on specific types or key
components of stereo vision algorithms.
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Scharstein and Szeliski discuss different types of algorithms and provide an accuracy
metric to compare and evaluate these stereo vision algorithms [5], with an online tool still
available to submit newly developed algorithms [6]. In 2003, Brown et al. reviewed advances
in stereo vision regarding correspondence methods, occlusion handling methods, and realtime implementations [7]. They discuss how the advancement of technology such as higher
processor clock speeds and SIMD instructions have allowed implementations of existing stereo
algorithms on desktop computers to reach real-time performance. A comparison of matching
costs for local, semi-global, and global stereo algorithms is given in [8]. Gong et al. compare
six different cost aggregation approaches on a GPU in [9]. In 2008, Tombari compared and
evaluated multiple methods of variable support cost aggregation for stereo vision [10]. In one
of the most recent reviews available, Nalpanditis et al. [11] discuss some of the attributes of
new local and global algorithms developed since [5]. Szeliski et al. more recently compared
global energy minimization techniques in [12]. In 2010, Humenberger et al. compared several
existing stereo algorithms to their own census-based algorithm for real-time implementations
[13]. They cite the growing fields of mobile robotics and embedded autonomous systems as
motivation to develop stereo algorithms that are able to provide dense disparity maps using
limited resources.
Overall, this work aims to encourage the development of stereo vision algorithms for
resource limited systems by reviewing the status quo as well as providing both software
and hardware designs of new stereo vision algorithms that offer an efficient tradeoff between speed and accuracy. First, a closer look is taken at systems that require low-resource
implementations of real-time image processing (Chapter 2). Then, a review of published
stereo vision algorithms is given, categorized according to their suitability for real-time implementation on resource limited platforms (Chapter 3). Two new stereo vision algorithms
developed during the course of this work, GA Spline (Chapter 4) and Profile Shape Matching
(Chapter 5), are then presented. The tradeoff in accuracy that is typically made to achieve
real-time performance is addressed with an example of an existing highly accurate stereo
vision that is modified to see how much speedup can be achieved (Chapter 6). Finally,
a hardware design of the resource-efficient Profile Shape Matching algorithm is provided,
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making it available to programmable hardware-based resource limited systems in addition
to embedded processor-based ones (Chapter 6).
1.1

Summary of Contributions
• Comprehensive review of current stereo vision algorithms.
• Identification of a set of existing stereo vision algorithms suitable for real-time performance on resource limited systems.
• Development of the Tiny GA-Spline stereo vision algorithm that is shown to be efficient
in terms of runtime performance and accuracy.
• Development of the novel Profile Shape Matching algorithm, which is one of the most
efficient stereo vision algorithms available in terms of runtime performance and accuracy.
• Development of an efficient version of the Reliable Disparity Propogation algorithm
by Sun et al. [14] that achieves an 8X speedup over the original while still providing
sufficiently accurate results for many applications.
• Development of an efficient hardware design of the Profile Shape Matching algorithm
for implementation on an FPGA.
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Chapter 2
Resource Limited Systems
Computer vision systems have changed the world of automation, allowing technological systems to interact with the real world and passively analyze it. The fact that computer
vision is based on two dimensional images means that if three dimensional information is
needed, it has to be recreated using techniques like stereo vision. The computational complexity of stereo vision algorithms make the task of achieving real-time performance nontrivial, especially when considering applications that require small, low-power processing
systems.
There are various applications that can benefit from dense-disparity, robust stereo
vision algorithms that can be performed in real-time on small, low-power processing systems.
For example, micro unmanned ground and aerial vehicles are required to carry sufficient
batteries to power both movement and computation, yet many more applications become
possible if they can process images onboard. Ettinger et al. [15] suggest that systems based on
the use of image sensors and processors are the only practical solution to solving aerodynamic
obstacles to flight for micro-UAVs. Barrows [16] suggests that proper vision sensors would
allow micro-UAVs to maneuver through complex urban environments. With this ability,
micro-UAVs become more practical solutions than larger UAVs for many applications that
have been suggested for them, such as crop dusting, remote sensing [17], cinematography,
aerial mapping [18], tracking [19], inspection [20], law enforcement, surveillance [21], search
and rescue, and even exploration of the planet Mars [22].
In addition to micro-UAV applications, there are other potential applications for
light-weight, low-power vision sensors that have not yet been realized. An example would be
something like a pocket-sized stereo vision device to assist the visually-impaired in avoiding
obstacles or describing the surrounding environment. All things considered, there are several
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applications that could take advantage of fast, simple, and dense disparity results and many
may be less likely to suffer from less-accurate, rough estimates of distance measures in order
to meet size and power restrictions (Figure 2.1). Although there are many potential resource
limited applications, this work has been mostly targeted for implementation on a quadrotor
micro-UAV and a micro-UGV using the FPGA-based Helios vision sensor [23].

Figure 2.1: Examples of applications that would benefit from fast, simple stereo vision algorithms that produce less-accurate but dense disparity results, include micro unmanned ground
and aerial vehicles, or even unrealized small, low-power visual devices.

2.1

Micro Unmanned Aerial Vehicles
Developing vision sensors for small unmanned vehicles has received significant atten-

tion over the past several years [15, 19, 24–29]. For many of these applications, the computational cost of image processing is either addressed by processing images on ground
stations [15, 19, 25, 26, 28, 29] or by reducing image resolution and frame rate to reduce the
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computational load [24, 27]. Others have reduced the amount of computation by using
feature-based algorithms [30, 31], which produce sparse depth or disparity maps, instead of
dense disparity maps like area-based algorithms [32, 33]. Still other attempts use physically
large, high power devices to obtain real-time performance for dense disparity maps in the
forms of both CPUs [34, 35] and reconfigurable hardware [36, 37].
Real-time vision sensors are a key component for many unmanned vehicles [38–41].
Real-time vision sensors allow unmanned systems to passively interact with their environment in a way that other sensors can not. Systems like those described by Nielsen [38],
Silva [39], Martins [40], and Hirai [41] implement real-time vision-systems to help control
unmanned vehicles that do not have severe weight and power restrictions that micro unmanned aerial vehicles (micro-UAVs) have. A real-time vision sensor that meets the weight
and power constraints of micro-UAVs dramatically increases their functionality.
A real-time vision sensor suitable for micro-UAVs needs to overcome weight and power
restrictions, and equip micro-UAVs with 1) adequate sensors for it to maintain stable flight
and 2) sufficient computational power to process data from those sensors to achieve realtime control. Many current solutions bypass this problem by using ground stations to process
image sensor data that is streamed wirelessly from the micro-UAV. This dependency on a
ground station for computation of sensors and control not only limits the operating range of a
hovering micro-UAV, but its reaction time as well. Transmission of stereo images to a ground
station degrades their quality causing less accurate results. As Ramli et al. [42] note, onboard processing of all sensors related to control of the micro-UAV increases robustness. Any
vehicle that is dependent on a fixed ground station cannot be considered fully-autonomous.
2.1.1

Existing Micro-UAV Systems
Current hovering micro-UAV solutions using vision sensors either 1) transmit images

from on-board image sensors to off-board processing platforms (e.g. [43–45]), or 2) they
include off-board fixed image sensors and processors (e.g. [46, 47]). Both types of systems
require images to be processed on a ground station where various vision algorithms are
performed from which control commands are generated and sent to the micro-UAV. Vision
algorithms are computationally intensive, requiring a lot of processing power. This is the
7

reason why most current micro-UAVs perform these computations on a ground station where
large processors and high power requirements can be met [48]. The need to transmit images
and commands to a ground station limits the range of the aircraft to the range of the wireless
technology used. The transmission of images also introduces other problems, like noise and
delay. Corrupted wireless transmissions are common and can reduce the image quality for
analog transmissions and slow down the transfer rate for digital transmissions. Delays in
receiving commands from vision sensors also occur because of the time it takes to transmit
images to the ground, process them, and transmit resulting commands back.
There are many publications describing efforts to provide adequate sensor data to
allow control of hovering micro-UAVs. Altüg et al. [20] used a fixed ground camera to
estimate position and orientation of a quad-rotor to aid in achieving stable flight. Their
work was later extended to use both the ground camera and a camera on-board the quadrotor transmitting images to a ground station computer to achieve more autonomy [46].
Earl and D’Andrea [47] achieved successful attitude estimation results for a quad-rotor by
decomposing on-board rate gyro measurements and off-board vision sensor measurements
and then applying a Kalman filter to them. An actuated two-degree-of-freedom camera to
help control the quad-rotor for tracking targets was successfully simulated by Neff et al. [43].
A vision-based obstacle avoidance algorithm for micro-UAVs is presented by Zufferey and
Floreano [45]. A simple vision sensor using off-board computation hardware is proposed by
Romero et al. [49] to overcome the challenges of flying a quad-rotor indoors. Chitrakaran
et al. [44] describe an error-bounded controller to land a quad-rotor, assuming a monocular
on-board camera to measure position information, using Lyapunov design methods.
Other efforts include Hirai et al. [41], who implemented three vision algorithms to
compute the image gravity center, object orientation detection using radial projection, and
Hough transform on an FPGA-based system. The FPGA-based LSAVision architecture
with Boavista sensor and their application to docking autonomous surface and underwater
vehicles is described by Martins et al. [40]. Silva et al. [39] describe the application of the
same system on a ground vehicle in the Robocup competitions. Real-time vision systems
have been implemented on-board large UAV platforms, providing feedback to allow them to
land on designated landing pads [50, 51]. All of these vision-sensor-based solutions require a
8

ground station to process the image information, or use platforms that are large enough to
not have weight and power restrictions. A smaller FPGA-based vision system described by
Kjaer-Nielsen et al. [38] uses separate IEEE 1394 cameras, and performs image preprocessing
tasks similar to those implemented in the first stage of the Helio-copter [52] vision sensor.
2.2

Micro Unmanned Vehicle Processing Hardware
General-purpose processors are often deployed on unmanned vehicles (UVs), but it is

difficult to provide a high level of computational power when the electrical power is tightly
constrained [53]. Processors designed for desktop systems offer high levels of performance,
but many models dissipate more than 100 W [54]. In contrast, most embedded processors
are well suited for low-power applications, but few are capable of processing image data at
frame rate while also running time-critical control loops.
Fully custom Application Specific Integrated Circuits (ASICs) can deliver very high
levels of performance, but the inability to change the chips once fabricated [55] is problematic
for robotic applications, since the details of systems, tasks, sensors, and environments can
vary so widely. Moreover, the high non-recurring engineering costs associated with ASICs
restrict their usage to applications with a high sales volume.
In contrast with ASICs, field-programmable gate array (FPGA) technology offers a
customizable processing platform. For robotic applications, this allows implementations of
control and sensor algorithms that are fast and highly parallel, yet still alterable as algorithms and parameters are refined over time. Given recent advances in FPGA capacity
and performance, researchers have naturally pursued hardware implementations of vision
algorithms to obtain increased performance [56]. By implementing algorithms in hardware,
more complex systems can run in real-time, and image resolution can be increased, while
less power and lower payload capacities are required. For increased flexibility, some recent
FPGAs include general-purpose processors on chip, offering each application a combination
of custom logic and conventional software to achieve all required processing. Moreover, FPGAs are increasing in capacity and decreasing in power consumption, making them more
attractive for embedded applications such as on-board vision and control for UVs.
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Regardless of whether they travel through water, through the air, or on the ground,
all UVs require some means to perceive the surrounding environment and determine their
position in it. Sensors such as cameras, sonar devices, laser range finders, compasses, GPS
units, IMU sensors, and encoders are commonly used for this purpose. While useful information can be obtained from a variety of sensors, image sensors are unmatched in the
breadth of information they can provide. For example, images can be processed to detect
and recognize an object in a scene, to determine the distance to an object, and to track the
motion of an object and estimate its future position.
Size, weight, and power constraints associated with small UVs severely limit choices
of processors, sensors, and actuators. Since they can be lightweight and operate at low
power, CMOS sensors are well suited for small UVs, but providing the computational power
to process images in real-time on-board the vehicle is still the main challenge.
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Chapter 3
Existing Stereo Vision Algorithms
Details of how accuracy and runtime performance of the algorithms are compared
for this work are given in Section 3.1. The next two sections contain summaries of existing
algorithms; those that have not been shown to achieve 1 Hz performance rates on current
standard CPUs are described in Section 3.2, while those with higher levels of performance
are detailed in Section 3.5. Aside from a review of current stereo vision algorithms, the bulk
of the contributions of this paper are encapsulated in Figures 3.8, 3.9, and 3.10 in Section
3.5. Some algorithms have been implemented on higher resource devices such as GPUs,
ASICs, FPGAs, etc. to obtain real-time performance and are presented in Sections 3.3 and
3.4.
This chapter contains references to 184 algorithms and 166 publications. In order
to clearly distinguish between multiple algorithms in a single publication and to maintain
clarity in the graphs, figures, and tables each algorithm has been given a custom label. The
custom label for each algorithm along with the citation of the publication in which it was
presented are listed in Table 3.1.

Table 3.1: Every algorithm cited in this work uses the labels included in this table.

Algorithm

Ref.

First author

Year

Label

SAD-IGMCT
OpenCV SAD
SAD(FPGA)
SparseCensConf
BilateralSAD
BP+DirectedDiff
VarMSOH

[57]
[58]
[58]
[59]
[60]
[61]
[62]

Ambrosch
Ambrosch
Ambrosch
Ambrosch
Ansar
Banno
Ben-Ari

2010
2009
2009
2010
2004
2009
2010

aa
ab
ac
ad
ae
ba
bb

Continued on next page
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Table 3.1 (Continued)
Algorithm

Ref.

First author

Year

Label

InteriorPtLP
Segm+visib
WarpMat
SurfaceStereo
ObjectStereo
PatchMatch
DP
GC (Exp)
CostRelaxAW
CostRelax
Sim Anneal
FLTG-ICM
FLTG-DDE
4x5 Jigsaw SAD
MCADSW
RT-ColorAW
SemiGlobGC
RegionTreeDP
ConnectCons
RTSVP
Recursive Adaptive
GradAdpWgt
P-LinearS
G-LinearS
SegTreeDP
CostAggr+occ
Multiple Adaptive
SNCC
PhaseDiff
PhaseBased
EfficientBP
RTDP
RandomVote
ImproveSubPix
SegBasedOutlier
7x7SADSubpix
ReliabilityDP
Square-window
Shiftable-window
Oriented-rod
Adaptive-win
Boundary-guided
Adaptive-wght
RDP+3D-AdpWgt
HBpStereoGpu

[63]
[64]
[65]
[66]
[67]
[68]
[69]
[70]
[71]
[72]
[73]
[73]
[73]
[74]
[75]
[76]
[77]
[78]
[79]
[80]
[81]
[82]
[83]
[83]
[84]
[85]
[86]
[87]
[24]
[88]
[89]
[90]
[91]
[92]
[93]
[94]
[95]
[9]
[9]
[9]
[9]
[9]
[9]
[96]
[97]

Bhusnurmath
Bleyer
Bleyer
Bleyer
Bleyer
Bleyer
Bobick
Boykov
Brockers
Brockers
Cassisa
Cassisa
Cassisa
Chang
Chang
Chang
Chen
Cheng
Cornells
Cuadrado
Chan
De-Maeztu
De-Maeztu
De-Maeztu
Deng
Dongbo
Demoulin
Einecke
El-etriby
El-etriby
Felzenszwalb
Forstmann
Gales
Gehrig
Gerrits
Goldberg
Gong
Gong
Gong
Gong
Gong
Gong
Gong
Gong
Grauer-gray

2008
2005
2009
2010
2011
2011
1999
2001
2009
2005
2010
2010
2010
2007
2010
2011
2011
2006
2005
2006
2003
2011
2011
2011
2006
2008
2005
2010
2006
2007
2006
2004
2010
2007
2006
2011
2005
2007
2007
2007
2007
2007
2007
2011
2009

bc
bd
be
bf
bg
bh
bi
bj
bk
bl
ca
cb
cc
cd
ce
cf
cg
ch
ci
cj
ck
da
db
dc
dd
de
df
ea
eb
ec
fa
fb
ga
gb
gc
gd
ge
gf
gg
gh
gi
gj
gk
gl
gm

Continued on next page
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Table 3.1 (Continued)
Algorithm

Ref.

First author

Year

Label

AdpDispCalib
TwoWin
RealTimeABW
Gradient Guided
SemiGlob
C-SemiGlob
SAD-MW
GeoSup
VSW
PlaneFitSGM
SAD
Census
RTCensus
RTCensus(DSP)
RTCensus(GPU)
SparseCensus
MaxFlowGC
FusionMoveGC
11x11 Census
SymDP(FPGA)
SymDP(GPU)
ShiftableWin
3x3 Census
AdaptingBP
GC+occ
MultiCamGC
SVM 2.0
RealtimeVar
SSD Census
Max Connected
EnhancedBP
TilebasedBP
CCH+SegAggr
AdpPolygon
WinSepLap
TrunSepLap
LWPC
FastBilateral
LocallyConsist
SO+borders
ADCensus
ADCensus(GPU)
HistoAggr
Trinocular
SAD left-right

[98]
[99]
[100]
[101]
[102]
[103]
[104]
[105]
[106]
[107]
[107]
[107]
[13]
[13]
[13]
[108]
[109]
[110]
[111]
[112]
[112]
[113]
[114]
[115]
[116]
[117]
[118]
[119]
[120]
[121]
[122]
[123]
[124]
[125]
[126]
[127]
[36]
[128]
[129]
[130]
[131]
[131]
[132]
[133]
[134]

Gu
Gupta
Gupta
Gong
Hirschmüller
Hirschmüller
Hirschmüller
Hosni
Hu
Humenberger
Humenberger
Humenberger
Humenberger
Humenberger
Humenberger
Humenberger
Ishikawa
Ishikawa
Jin
Kalarot
Kalarot
Kang
Khaleghi
Klaus
Kolmogorov
Kolmogorov
Konolige
Kosov
Kuhn
Kim
Larsen
Liang
Liu
Lu
Lu
Lu
Masrani
Mattoccia
Mattoccia
Mattoccia
Mei
Mei
Min
Mingxiang
Miyajima

2008
2010
2010
2005
2005
2006
2002
2009
2011
2010
2010
2010
2010
2010
2010
2009
1998
2009
2010
2010
2010
2001
2008
2006
2001
2002
1997
2009
2003
2005
2007
2011
2008
2008
2007
2007
2006
2010
2009
2007
2011
2011
2011
2006
2003

gn
go
gp
gq
ha
hb
hc
hd
he
hf
hg
hh
hi
hj
hk
hl
ia
ib
ja
ka
kb
kc
kd
ke
kf
kg
kh
ki
kj
kk
la
lb
lc
ld
le
lf
ma
mb
mc
md
me
mf
mg
mh
mi

Continued on next page
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Table 3.1 (Continued)
Algorithm

Ref.

First author

Year

Label

H-Cut
MVSegBP
TensorVoting
MeanSAD
CurveletSupWgt
BioPsyASW
LCDM+AdpWgt
MeanCensus
ConnectSlant
Infection
MultiResGC
Trellis
BP
7x7 SAD
ConvexTV
ConvexTV(GPU)
IterAdpWgt
CostFilter
DCBGrid
Fasttrack DPML
OptimizedDP
GC
SSD+MF
DP
SO
BP+MLH
PUTv3
DistinctSAD
GenModel
SymBP+occ
RSR / TSDP
RDP
ICM
BP-S
BP-M
GC (Swap)
GC (Exp)
TRW-S
AdpOvrSegBP
ProfileShape
FastAggreg
SegmentSupport
Unsupervised
3x3 SAD
SADL

[135]
[136]
[137]
[138]
[139]
[140]
[141]
[142]
[143]
[144]
[145]
[146]
[147]
[148]
[149]
[149]
[150]
[151]
[152]
[153]
[154]
[5]
[5]
[5]
[5]
[155]
[156]
[157]
[158]
[159]
[160]
[14]
[12]
[12]
[12]
[12]
[12]
[12]
[161]
[162]
[163]
[164]
[165]
[162]
[166]

Miyazaki
Montserrat
Mordohai
Muhlmann
Mukherjee
Nalpantidis
Nalpantidis
Naoulou
Ogale
Olague
Papadakis
Park
Perez
Perri
Pock
Pock
Psota
Rhemann
Richardt
Sabihuddin
Salmen
Scharstein
Scharstein
Scharstein
Scharstein
Stankiewicz
Stankiewicz
Stefano
Strecha
Sun
Sun
Sun
Szeliski
Szeliski
Szeliski
Szeliski
Szeliski
Szeliski
Taguchi
Tippetts
Tombari
Tombari
Trinh
Tippetts
VanderMark

2010
2009
2006
2001
2010
2010
2010
2006
2005
2004
2010
2007
2009
2006
2008
2008
2011
2011
2010
2007
2009
2002
2002
2002
2002
2008
2009
2004
2006
2005
2002
2011
2008
2008
2008
2008
2008
2008
2008
2011
2008
2007
2009
2011
2006

mj
mk
ml
mm
mn
na
nb
nc
oa
ob
pa
pb
pc
pd
pe
pf
pg
ra
rb
sa
sb
sc
sd
se
sf
sg
sh
si
sj
sk
sl
sm
sn
so
sp
sq
sr
ss
ta
tb
tc
td
te
tf
va

Continued on next page
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Table 3.1 (Continued)
Algorithm

Ref.

First author

Year

Label

SADRec
SADLR
SADMW5 L
SADMW5 Rec
SADMW5 LR
SADDP
OpenCV SGBM
StereoSONN
TreeDP
MSOM
VariableWindows
RealtimeGPU
2passApp
CoopReg
GlobalGCP
ESAW
PARTS
Tyzx
2OP+occ
OutlierConf
Radial Adaptive
PlaneFitBP
Realtime BP
SubPixDoubleBP
DoubleBP
MultiResSSD
AdaptiveWin
CSBP(GPU)
CSBP
AdaptWeight
DistinctSM
AdpWgtColorProx
DSI matrix/SAD
BPcompressed
VariableCross
RealtimeBFV
CensusVarCross
MultiResAdpWin
DistSparsCens
Layered
OverSegmBP
CoopOptim

[166]
[166]
[166]
[166]
[166]
[166]
[166]
[167]
[168]
[169]
[170]
[171]
[171]
[172]
[173]
[174]
[175]
[176]
[177]
[178]
[179]
[180]
[181]
[182]
[183]
[184]
[185]
[186]
[186]
[187]
[188]
[189]
[190]
[191]
[192]
[193]
[194]
[195]
[196]
[197]
[1]
[198]

VanderMark
VanderMark
VanderMark
VanderMark
VanderMark
VanderMark
VanderMark
Vanetti
Veksler
Venkatesh
Veksler
Wang
Wang
Wang
Wang
Wei
Woodfill
Woodfill
Woodford
Xu
Xu
Yang
Yang
Yang
Yang
Yang
Yang
Yang
Yang
Yoon
Yoon
Yoon
Yoon
Yu
Zhang
Zhang
Zhang
Zhao
Zinner
Zitnick
Zitnick
Zitnick

2006
2006
2006
2006
2006
2006
2006
2009
2005
2007
2003
2006
2006
2008
2011
2010
1997
2006
2009
2008
2002
2008
2006
2007
2009
2003
2004
2010
2010
2006
2007
2005
2005
2007
2009
2009
2011
2011
2010
2004
2007
2000

vb
vc
vd
ve
vf
vg
vh
vi
vj
vk
vl
wa
wb
wc
wd
we
wf
wg
wh
xa
xb
ya
yb
yc
yd
ye
yf
yg
yh
yi
yj
yk
yl
ym
za
zb
zc
zd
ze
zf
zg
zh
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3.1

Algorithm Comparison Methods
Scharstein and Szeliski’s [5] average percentage of bad pixels measurement has become

a standard for comparing the accuracy of stereo vision algorithms. On their website [6], they
provide three error measurements of how many pixels were assigned an incorrect disparity
for each algorithm on each of four different image data sets (Tsukuba, Venus, Teddy, Cones).
The three error measures are for all pixels (all), non-occluded pixels (nonocc), and pixels
near discontinuities (disc). The accuracy measure used in this paper is the complement of
the all pixels error measure (100% - all), or in other words, the average percentage of correct
disparities for all pixels in the four image data sets Tsukuba, Venus, Teddy, and Cones.
There are also many algorithms that have published their performance using one or more
of these error measures, but have not submitted their measurements to be included on the
website [6]. Error measurements that have been published, but are not available on the
website, are included in Table 3.7.
In addition to accuracy, runtime performance is also compared in this work. In all
graphs and tables, runtime performance is given in millions of disparity evaluations per
second (Mde/s), which is calculated from the time to compute the disparity map for one
frame (Equation 3.1). Many of the algorithms were evaluated on images of different sizes
and resulted in different runtimes. Values in all tables include the highest performance each
algorithm achieved along with the image size on which it was achieved.

Mde/s =

W ×H ×D
1
×
.
t
1000000

(3.1)

With respect to comparing runtime performance of stereo vision algorithms, we acknowledge the caution given by Einecke and Eggert [87] that although quite common, these
types of comparisons are very rough. There are multiple factors that influence runtime
measurements besides the computational power of a CPU such as programming language,
the skill and effort of the programmer in optimizing the implementation, and parallelization techniques that can make significant differences in stereo vision algorithms due to their
parallelizable nature. We also acknowledge that it often necessary to make such a comparison when deciding which algorithm to implement for a given application. We include all
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Figure 3.1: Ratio of normalized runtimes to the average normalized runtime across processors
of three stereo vision algorithms. Runtimes normalized using PassMark values [199]. A correct
normalization factor would result in all ratios being 1.0.

published runtimes achieved by the stereo vision algorithms presented here, as well as all
available hardware details to allow the reader to make such comparisons.
In the absence of standard methods to perform this comparison, some may make the
mistake of scaling runtime measurements directly by a processor clock speed (ignoring other
factors such as processor pipelining, cache design, memory subsystem, etc.). In an effort to
aid readers in making more accurate comparisons than scaling runtimes by processor clock
speeds, processor benchmarks have been used to generate a normalization factor. Benchmark values for each of the specific CPUs were gathered from PassMark [199] to normalize
runtimes. These benchmark values are collected empirically by averaging the performance
on thousands of different speed benchmarks on each processor in different configurations.
These benchmarks are comprised of many types of algorithms and so we performed our
own various tests using stereo vision algorithms to see how accurate this normalization factor
would be. Figure 3.1 shows the results of these tests. Six different processors and systems
were used to run three different stereo vision algorithms: a belief propagation algorithm
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(fa)1 , a local 3x3 sum of absolute differences (SAD) block matching algorithm (tf), and the
Profile Shape Matching algorithm (tb). The normalized runtime, K, of an algorithm was
measured for each processor, i. If the normalization factor for each processor, P assM arki ,
was a perfectly accurate predictor of performance on these workloads, then the normalized
runtimes for an algorithm would all be equal. For clarity in the graph in Figure 3.1, ratios of
the normalized runtimes to the average of the normalized runtimes (Equation 3.2) are shown.
If the PassMark value were an exactly accurate normalization value for these workloads, then
all the bars in Table 3.1 would have a ratio of one.

Ki
ratioi =
,
avg

Mde/s
Ki =
,
P assM arki

PN
avg =

i=0

Ki

N

.

(3.2)

With the one exception of ProfileShape (tb) running on the Pentium 3 500MHz
processor, the PassMark normalization factor brings the runtimes across all processors to
within 1.5X of each other. This exception shows that there are cases where this normalization
factor fails in accurately predicting runtime performance for a specific system, but any
normalization factor is going to have cases where it fails because of the complexity of the
factors that impact runtime. Despite these concerns we have chosen to include normalized
runtimes, because they allow much better comparisons of algorithm runtimes than would be
provided by unnormalized runtimes or runtimes normalized by processor clock speed. Where
sufficient details of the hardware were published, normalized runtime values are also given
here.
3.2

Accurate Algorithms with High-Resource Requirements
When categorizing stereo vision algorithms, one of the most obvious divisions in cur-

rent literature is that of global vs. local methods. Gupta and Cho describe local algorithms
as statistical methods usually based on correlation, and global algorithms as being based on
explicit smoothness assumptions that are solved through various optimization techniques.
They also state that the computational complexity of global algorithms makes them imprac1

For all custom algorithm labellings and corresponding citations see Table 3.1
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tical for real-time systems [99]. The smoothness assumptions are defined through an energy
function and the optimization techniques minimize this function. The correlation process of
local methods involves finding matching pixels in left and right images of a stereo pair by
aggregating costs (e.g. sum of absolute differences (SAD), sum of squared differences (SSD),
normalized cross correlation (NCC)) within a region or block.
For several years, the most accurate disparity maps were produced by global algorithms. Currently, eight of the ten most accurate stereo vision algorithms ranked by Middlebury evaluation criterion are global energy minimization algorithms. Recently, however,
many local algorithms have been developed that are competitive with respect to accuracy.
As mentioned, there is always a tradeoff between accuracy and speed for stereo vision algorithms and these accurate local algorithms are no exception. Since the focus of this review is
to present stereo vision algorithms with respect to their suitability for real-time implementation on resource limited systems, they have been divided into two groups: those that are
capable of real-time or near real-time performance on common CPUs and those that require
much greater computational power to approach real-time performance. For this discussion,
near real-time is considered to be a rate of 1 fps or greater on images of size and disparity
range similar to Teddy or Cones images from the Middlebury dataset (>10 Mde/s), and
real-time is a rate of 30 fps (>53 Mde/s for Tsukuba images).
Section 3.2.1 provides an overview of those accurate algorithms with high-resource
requirements within the context of real-time performance. The algorithms presented in this
section have been grouped into common global methods (Section 3.2.2) and local methods
(Section 3.2.3), with Section 3.2.4 consisting of other unique methods as well as other computationally complex techniques such as segmentation and refinement algorithms. Discussion of
the tradeoff between accuracy and speed is found in Section 3.2.5 for all algorithms presented
in Section 3.2.
3.2.1

Context of Accurate High-Resource Algorithms to Real-Time
For each of the different types of most accurate algorithms (e.g. Adaptive Weights,

Belief Propagation, Graph Cut), there are various implementations that have been developed
with varying accuracy and runtimes. To give an idea of the range of runtimes of each type
19

Figure 3.2: A comparison of published runtimes for various accurate algorithms and their
relationship to real-time performance. The two algorithms labeled most accurate are based on
ranking on the Middlebury site [6] of those with published runtimes. [Notes - Citations for
performance measurements if not from original publication: 1 [102], 2 [73], 3 [85]]

of algorithm and how far they are from obtaining real-time performance, the slowest and
fastest implementations of each type of algorithm are shown in Figure 3.2. For example, the
algorithm AdpWeight (yi) has the slowest published runtime of adaptive weight algorithms
at 0.009 Mde/s, while ESAW (we) has the fastest at 3.94 Mde/s. In addition to these ranges
of published runtimes for a few of the most common accurate global and local methods, the
two most accurate algorithms that provide runtime measurements are included as well. The
claim of being the two most accurate algorithms with published runtimes is based on ranking
on the Middlebury site [6]. The logarithmic scale of the graph helps illustrate how far these
algorithms are from achieving real-time performance. The fastest of the algorithms shown
are still an order of magnitude from achieving real-time. The linear programming algorithm
InteriorPtLP (bc) and simulated annealing (ca) are the only implementations of those types
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with published runtimes. In several stereo vision implementations simulated annealing is
shown as the slowest of the optimization techniques [73, 200].
Table 3.2 shows runtimes for all algorithms slower than 1 fps that publish enough
information to calculate Mde/s. Many algorithms, e.g. global, do not require a disparity
range to be defined, and some have additional parameters such as number of iterations that,
along with the size of the image, can influence their runtime. For each of these, the disparity
range that the image data set requires is used to calculate the Mde/s of the algorithm, and
any other parameters that can allow for a tradeoff in accuracy for faster performance are
included in the discussion of those algorithms.
Table 3.2: Comparison of computations per pixel for multiple accurate stereo vision
algorithms. If runtimes were given for multiple images in the original publication,
then the one that resulted in the maximum Mde/s is included here. [Notes Citations for performance measurements if not from original
publication: 1 [10], 2 [102], 3 [73], 4 [85]]
Alg

t(s)

WxH (disp)

za
we
gp
gq1
fa2
cg
sd
sc
oa
se
gb
sn3
sf
gc
sm
cb
dc
bi1
me
hf
kc4
ch
ke
vl1
wb4
cc

1.6
2.57
0.46
3
4.5
0.81
1.7
1.79
1
1.9
7
7
2.3
1.26
8.7
10
10
15
15
15.2
4.1
25
25
25
6.2
29

450x375
450x375
384x288
450x375
450x375
384x288
434x383
434x383
384x288
434x383
450x375
450x375
434x383
384x288
450x375
450x375
450x375
450x375
450x375
450x375
320x240
450x375
450x375
450x375
320x240
450x375

(60)
(60)
(16)
(60)
(60)
(16)
(20)
(20)
(16)
(20)
(60)
(60)
(20)
(16)
(60)
(60)
(60)
(60)
(60)
(60)
(30)
(60)
(60)
(60)
(30)
(60)

Mde/s

6.3281
3.9382
3.8467
3.3750
2.2500
2.1845
1.9556
1.8572
1.7695
1.7497
1.4464
1.4464
1.4454
1.4043
1.1638
1.0125
1.0125
0.6750
0.6750
0.6659
0.5620
0.4050
0.4050
0.4050
0.3716
0.3491

Hardware

P4 3.0 GHz
Core 2 Duo E6750 2.66 GHz
Core 2 Duo 2.80 GHz
Core Duo 2.16GHz
Xeon 2.8GHz
P4 2.8GHz
n/a
n/a
P4 2.4GHz
n/a
n/a
P4 1.73GHz
n/a
P4 3.0 GHz
Core2 Duo 3.0GHz
P4 1.73GHz
Core 2 6420
Core Duo 2.16GHz
Core 2 Duo 2.2GHz
n/a
n/a
1.4 GHz Centrino
2.21 GHz Athlon 64
Core Duo 2.16GHz
n/a
P4 1.73GHz
Continued on next page

21

Table 3.2 (Continued)
Alg

t(s)

WxH (disp)

so3
de4
sq3
zg
kf2
pa
sr3
mc
db
wd
wc
bk
pe
vi
sk
sp3
zh5
hd
yk
da
yi4
bj5
ib
bc
ss3
vk
ck1
bg
bb
td1
kg
ca
df1
ia
xb1
kk1

30
9.8
45
50
55
60
68
37
94
96
20
20
25
28
45
300
40
60
60
60
87.5
55
524
536
810
115
25
1200
1800
2014
369
2211
2387
3600
3532
7200

450x375
320x240
450x375
450x375
450x375
450x375
450x375
450x375
450x375
450x375
384x288
384x288
384x288
384x288
384x288
450x375
257x256
384x288
384x288
384x288
320x240
257x256
450x375
450x375
450x375
258x256
450x375
450x375
450x375
450x375
384x288
450x375
450x375
512x512
450x375
450x375

3.2.2

(60)
(30)
(60)
(60)
(60)
(60)
(60)
(32)
(60)
(60)
(16)
(16)
(16)
(16)
(16)
(60)
(20)
(16)
(16)
(16)
(30)
(20)
(60)
(60)
(60)
(20)
(60)
(60)
(60)
(60)
(16)
(60)
(60)
(48)
(60)
(60)

Mde/s

0.3375
0.2351
0.2250
0.2025
0.1841
0.1688
0.1489
0.1459
0.1077
0.1055
0.0885
0.0885
0.0708
0.0632
0.0393
0.0338
0.0329
0.0295
0.0295
0.0295
0.0263
0.0239
0.0193
0.0189
0.0125
0.0115
0.4050
0.0084
0.0056
0.0050
0.0048
0.0046
0.0042
0.0035
0.0028
0.0014

Hardware

P4 1.73GHz
n/a
P4 1.73GHz
2.8 GHz PC
Xeon 2.8GHz
Standard PC
P4 1.73GHz
2.5 GHz Core Duo
Core 2 6420
2.83GHz dual core
1.6 GHz P Mobile
Core2 Duo T7700 2.4 GHz
Quadcore 2.66GHz
AMD 1800MHz Mobile
2.8 GHz P4
P4 1.73GHz
P4 1.4GHz
Standard PC
AMD 2700+
Core Duo 6420
n/a
P4 1.4GHz
2.33GHz Xeon E5345
Core 2 Duo
P4 1.73GHz
P4 1.4GHz
Core Duo 2.16GHz
n/a
1.86 GHz
Core Duo 2.16GHz
SPARC II 450MHz
P4 1.73GHz
Core Duo 2.16GHz
266MHz PII
Core Duo 2.16GHz
Core Duo 2.16GHz

Common High-Resource Global Techniques
A closer look at the algorithms in Table 3.2 can help identify several common al-

gorithms and techniques that diminish suitability for real-time implementation on resource
limited systems. For example, Bleyer has partnered with several others to develop several
stereo algorithms Segm+visib (bd), WarpMat (be), SurfaceStereo (bf), ObjectStereo (bg),
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and PatchMatch (bh), some of which are among the most accurate, but when accounting for
hardware, are also among the slowest (Table 3.2). All of the algorithms by Bleyer et al. minimize global energy functions. The PatchMatch (bh) algorithm also incorporates an adaptive
slanted support window that performs well on large untextured regions. They implement a
fusion-move graph cuts optimization to make surface assignments in SurfaceStereo (bf) and
to recover the depth of regions occluded in one input image in ObjectStereo (bg).
Other graph cuts based implementations are also among the most accurate yet slowest methods applied to stereo vision. Varieties of graph cuts methods include swap-move,
expansion-move (GC (bj)), fusion-move (2OP+occ (wh), FusionMoveGC (ib)), and maxflow (MaxFlowGC (ia)). Chen et al. implement what they call a semi-global graph cuts
method SemiGlobGC (cg) to extract disparity assignments for scanline segments instead of
directly solving the final disparity. Graph cuts implementations developed by Kolmogorov
and Zabih, GC+occ (kf) and MultiCamGC (kg), have been used frequently for comparisons
and starting points for other improvements like that made by Miyazaki using a hierarchical
method in H-Cut (mj). More recent implementations include MultiResGC (pa) and GlobalGCP (wd). Another attribute of graph cuts methods that should be considered is the
memory requirement. Miyazaki et al. reported memory usage of H-Cut (mj) at 150 times
the size of an input image.
Belief Propagation, often referred to as BP, is another popular accurate energy minimization technique used in WarpMat (be), AdaptingBP (ke), BP+MLH (sg), PUTv3 (sh),
AdpOvrSegBP (ta), Unsupervised (te), OutlierConf (xa), SubPixDoubleBP (yc), and DoubleBP (yd). In general, BP requires large amounts of computation and also memory to
store and execute its message passing system. Several modified versions have been published to reduce computation and/or memory resources, but the resulting algorithms are
still not suitable for low-resource real-time implementation. These include EfficientBP (fa),
MVSegBP (mk), SymBP+occ (sk), CSBP (yh), and BPcompressed (ym), with the most
efficient being EfficientBP (fa), which reduced computation and memory requirements by
a factor of 2X. Tree reweighted message passing (ss) or TRW is a variation of BP and has
similar restrictions.
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Global energy minimization has also been formulated as linear equations in InteriorPtLP (bc) and CostRelax (bl). In InteriorPtLP (bc), linear programming is used to solve
the equations. It must calculate the inverse of a large sparse matrix which is computationally
intensive. CostRelax (bl) uses a gradient descent method to minimize the energy function.
Both modified self-organizing maps, MSOM (vk), and self-organizing neural networks,
StereoSONN (vi), are types of neural networks that can reduce higher dimensional problems
to a two dimensional grid. When applied to stereo vision, Venkatesh showed that MSOM
(vk) was slower than a graph cut implementation on the same hardware. It is global in
nature, as it does not require predefining a disparity range nor a search window, or assuming
an epipolar constraint. However, predefining a disparity range or search window decreases
the runtime. These two algorithms are described as techniques that can estimate disparities
of fine objects, detect discontinuities in disparities effectively, preserve the shape of objects,
and compute smooth disparity maps.
3.2.3

Common High-Resource Local Techniques
Many of the most accurate local algorithms include methods to adapt the size or shape

of the aggregation window or vary the weighting of costs within that window. These are
techniques are referred to as adaptive support, variable support, adaptive window, adaptive
correlation window, or adaptive weights. Multiple variable support algorithms were run
on the same hardware and compared according to accuracy and runtime by Tombari et al.
in [10] including DP (bi), Recursive Adaptive (ck), MultipleAdaptive (df), SegBasedOutlier
(gc), Gradient Guided (gq), ShiftableWin (kc), Max Connected (kk), SegmentSupport (td),
VariableWindows (vl), Radial Adaptive (xb), and AdpWeight (yi). Their runtime results
are included in Table 3.2. None of the variable support algorithms they compared were able
to come close to near real-time performance.
One of the fastest algorithms presented in this section is an adaptive correlation
window approach by Zhang et al., VariableCross (za), which uses a cross-based support window. As seen in Table 3.2, they show that it is able to achieve 6.328 Mde/s on a Pentium
4 3.0GHz processor. Other slower adaptive correlation window algorithms include TwoWin
(go), AdaptPolygon (ld), and TensorVoting (ml), and adaptive support weight algorithms
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include CostRelaxAW (bk), GeoSup (hd), AdpDispCalib (gn), CurveletSupWgt (mn), FastBilateral (mb), BioPsyASW (na), LCDM+AdpWgt (nb), IterAdpWgt (pg), DistinctSM (yj),
and AdpWeight (yi).
3.2.4

Other Common High-Resource Techniques
The mean shift algorithm is one of a few algorithms that are used as part of many

stereo techniques, but that are quite computationally expensive even before the energy minimization or correspondence parts of the algorithms are considered. Mean shift is an iterative
algorithm that has become popular for its accuracy of segmentation in stereo vision applications Segm+visib (bd), WarpMat (be), SurfaceStereo (bf), RandomVote (ga), C-SemiGlob
(hb), CCH+SegAggr (lc), SO+borders (md), AdpOvrSegBP (ta), FastAggreg (tc), SegmentSupport (td), and CoopReg (wc). Klaus et al. report that it requires more computation
time than belief propagation when used together in the same implementation with belief
propagation.
Anisotropic diffusion allows smoothing without losing edges, making it a useful technique to improve image segmentation as in Layered (zf) and OverSegmBP (zg) or to smooth
disparity map results as in BP+DirectedDiff (ba). It is memory intensive because it stores
multiple difference images, which, depending on the stage in which it is used, can require a
difference image for each disparity value, as in CostAggr+occ (de).
El-Etriby et al. introduce a novel approach where images are converted to the frequency domain and represented as scalograms which involves a convolution with Gabor
wavelets for PhaseBased (ec) and PhaseDiff (eb). Although quite unique, the technique also
suffers from long runtimes.
Some algorithms improve accuracy by taking advantage of multiple views whether obtained with spatial differences or temporal differences, e.g. MultiCamGC (kg), EnhancedBP
(la), and GenModel (sj). Including more than the standard two stereo images will obviously
increase computations and consequently runtimes.
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3.2.5

Accuracy vs Speed Tradeoff
Figure 3.3 shows the accuracy and runtime speed tradeoff for all algorithms in Table

3.2 that also have made accuracy measurements available for the four Middlebury image
datasets Tsukuba, Venus, Teddy, and Cones. Since each algorithm runtime is on different

(a)

(b)

Figure 3.3: A comparison of runtimes and accuracy for algorithms not able to achieve near
real-time runtime performance that also provide accuracy measurements on all four Middlebury
images Tsukuba, Venus, Teddy, and Cones. Algorithms that achieve less than 0.25 Mde/s are
found in (a), while those achieving greater than 0.25 Mde/s are found in (b). [Notes - Citations
for performance measurements if not from original publication: 1 [102], 2 [73], 3 [85]]

(a)

(b)

Figure 3.4: A comparison of normalized runtimes and accuracy for algorithms not able to
achieve near real-time runtime performance that also provide accuracy measurements on all
four Middlebury images Tsukuba, Venus, Teddy, and Cones. Algorithms that achieve less than
0.25 Mde/s are found in (a), while those achieving greater than 0.25 Mde/s are found in (b).
[Notes - Citations for performance measurements if not from original publication: 1 [102], 2 [73],
3 [85]]
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hardware, normalized versions of these graphs are provided in Figure 3.4 (see Section 3.1
for normalization method details). Those algorithms that were not published with sufficient
details of the hardware to calculate a normalized runtime are represented with black markers
versus the red markers of normalized values.
There are some interesting insights gained from these graphs, such as the benefits of
choosing an algorithm like the adaptive support algorithm from Mei et al., ADCensus (me)
(Figure 3.3(b)). In terms of accuracy and runtime, it is pareto optimal to all algorithms in
Figure 3.3(a), i.e. there is no advantage to selecting any of those algorithms over ADCensus
(me). In fact, ADCensus (me) is pareto optimal to all algorithms found to the left of it in
Figure 3.3(b) as well, since it has both better accuracy and a faster runtime than the others.
On the other hand, one can trade off about 1.5 percentage points of accuracy for approximately a 5X speedup by selecting EfficientBP (fa) by Felzenszwalb and Huttenlocher over
ADCensus (me). The graphs show that EfficientBP (fa) is pareto optimal for all algorithms
in both Figures except ObjectStereo (bg), CoopReg (wc), ADCensus (me), AdaptingBP
(ke), and RDP (sm).
3.3

Algorithms with Real-Time Performance on a GPU
Kim, Hwangbo, and Kanade discuss how vision algorithms in general are well suited

for implementation on Graphics Processing Units (GPU) because they are easily parallelizable [201]. Even though GPUs are not resource limited systems, some massively parallelizable
algorithms are still not able to reach real-time performance, such as some of the first implementations of belief propagation such as PlaneFitBP (ya), HBpStereoGpu (gm) and other
energy minimization algorithms like ConvexTV (pf). Several researchers have touted the
ability to reach real-time performance for accurate and previously slow stereo vision algorithms by optimizing them for GPUs. For example, Gong et al. implemented several local
cost aggregation methods in real-time on a GPU: ReliabilityDP (ge), Square-window (gf),
Shiftable-window (gg), Oriented-rod (gh), Boundary-guided (gj), RDP+3D-AdpWgt (gl) including Adaptive-win (gi) and Adaptive-weight (gk) methods. Table 3.3 lists the runtimes of
several GPU implementations of stereo vision algorithms. Even with high resource hardware,
tradeoffs between accuracy and speed are made. For example, Yang et al. developed a BP
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Figure 3.5: A comparison of runtimes and accuracy for algorithms implemented on a GPU
with runtimes between 0 and 200 Mde/s.

Figure 3.6: A comparison of runtimes and accuracy for algorithms implemented on a GPU
with runtimes between 200 and 1200 Mde/s. [1 Performance measurements taken from [195]]

Figure 3.7: A comparison of runtimes and accuracy for algorithms implemented on a GPU
including those in Figures 3.5 and 3.6.
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Table 3.3: Comparison of computations per pixel for stereo vision algorithms implemented
on a GPU. If runtimes were given for multiple images in the original publication, then
the one that resulted in the maximum Mde/s is included here. [Notes - Citations
for performance measurements if not from original publication: 1 [195]]

Algorithm

t(ms)

WxH (disp)

Mde/s

GPU

zd
kb
hk
yg
lf
le
gf
gg
yf1
ci1
gj
ra
rb
zb
gk
ye
mf
gh
gi
wb
ge
cf
yb
lb
gl
gm
pf
ya

27.8
50.0
9.5
155.0
37.6
41.6
20.3
30.3
n/a
n/a
60.7
65.0
75.8
83.3
81.0
224
95.0
111.3
141.7
23.3
40.0
50
80.0
594.5
200
281.7
750
18000.0

1024x768 (256)
1024x768 (128)
450x375 (60)
800x600 (300)
512x512 (96)
512x512 (96)
450x375 (60)
450x375 (60)
n/a
n/a
450x375 (60)
450x375 (60)
450x375 (60)
450x375 (60)
450x375 (60)
512x512 (100)
450x375 (60)
450x375 (60)
450x375 (60)
320x240 (16)
384x288 (16)
320x240 (24)
384x288 (16)
450x375 (60)
384x288 (16)
384x288 (16)
384x288 (16)
512x384 (48)

7247.8
2013.3
1068.0
929.0
668.4
605.5
500.0
333.3
289
280
166.7
155.8
133.6
129.6
125.0
117
106.6
90.9
71.4
52.8
44.2
36.9
22.1
17.0
8.85
6.28
2.36
0.5

Geforce GTX280
Geforce GPX280
Geforce GTX280
Geforce 8800GTX
Geforce 7900
Geforce 7900
Radeon X800
Radeon X800
Radeon 9800
Geforce 6800GT
Radeon X800
Geforce GTX480
Quadro FX5800
Geforce 8800GTX
Radeon X800
Geforce4
Geforce GTX480
Radeon X800
Radeon X800
GPU
Radeon 9800
Geforce GTX285
Geforce 7900GTX
Geforce 8800GTS
Geforce GTX480
Geforce 8600M GT
Geforce GTX280
Geforce 8800

algorithm Realtime BP (yb) that, by reducing iterations, allowed the runtime performance
to increase at the cost of accuracy. Figures 3.5, 3.6, and 3.7 show the tradoffs available
between GPU implementations of stereo vision algorithms that published both accuracy and
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runtime measurements. Figures 3.5 and 3.6 are close-up views of Figure 3.7. The graphs in
these figures show that varying amounts of accuracy can be traded for significant increases
in runtime performance. The greatest example is that of Zhao and Taubin’s multiple resolution adaptive window algorithm MultiResAdpWin (zd) that achieves over 7200 Mde/s if
an accuracy of an average of 86% of pixels having the correct disparity is sufficient.
3.4

Algorithms with Real-Time Performance on a DSP, FPGA, or ASIC
FPGAs and DSPs in many ways could be considered low-resource devices. Both re-

quire little power and are many times built into physically small systems with less memory
than general CPUs and GPUs. Both have the ability to massively parallelize computations,
to which most stereo vision algorithms lend themselves very well. However, because they are
high performance parallel processing devices, FPGAs and DSPs tend to be limited in terms
of design time and availability of off-the-shelf stereo vision platforms. Development of novel
algorithms is almost always performed in software for CPUs, because of the long development times for complex parallel designs on programmable or specifically designed hardware,
e.g. FPGA, DSP, ASIC. Samarawickrama offers a detailed discussion about the advantages
and disadvantages between these technologies with respect to real-time implementations of

Table 3.4: Comparison of computations per pixel for stereo vision algorithms implemented
on a DSP. If runtimes were given for multiple images in the original publication,
then the one that resulted in the maximum Mde/s is included here.

Algorithm
gd
ad
cd
ze
kh
hj
kd

t (ms)
70
84
109.9
129
33
37.9
50

WxH (disp)
512x384
450x375
450x375
450x375
320x240
320x240
160x120
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(51)
(60)
(60)
(60)
(32)
(15)
(30)

Mde/s
143.2
120.2
92.1
78.5
74.5
30.4
11.5

DSP
520MHz TI
1GHz
1GHz TI
1GHz TI
200MHz TI
1GHz
600MHz

vision algorithms [202]. Published performance results of stereo vision algorithms on FPGA
and DSP-based platforms are provided here in an effort to understand the performance increases that are available when algorithms are optimized for parallel implementations on
such hardware.
Goldberg and Matthies compared DSP stereo vision implementations by using Mde/s
per GHz in [94]. Although the implementation SVM 2.0 (kh) by Konolige was not included
in the comparison, if the same metric were applied to the values in Table 3.4, then SVM
2.0 (kh) would rank at the top with 372.5 Mde/s per GHz, which is greater than the 275.4
Mde/s per GHz of Goldberg and Matthies’ algorithm 7x7SADSubpix (gd). Of those that
provide accuracy measures for the Middlebury dataset, the 8x8 census algorithm RTCensus

Table 3.5: Comparison of computations per pixel for stereo vision algorithms implemented
on an FPGA. If runtimes were given for multiple images in the original publication,
then the one that resulted in the maximum Mde/s is included here.

Algorithm
ac
cj
ja
ka
wg
nc
pd
zc
aa
mi
ma
pb
ce
pc
sa
wf
mh
kj

t(ms)

WxH (disp)

Mde/s

FPGA

1.7
3.3
4.3
33
5
7.7
39
16
16
53
33
33
23.8
380
11.6
23.8
33
20.0

450x375 (60)
640x480 (60)
640x480 (60)
1024x768 (128)
512x480 (52)
640x480 (60)
512x512 (255)
640x480 (60)
750x400 (60)
640x480 (80)
640x480 (36 avg)
320x240 (128)
352x288 (60)
1280x720 (96)
384x288 (16)
320x240 (24)
320x240 (32)
256x192 (25)

6062.9
5585.5
4239.4
3050.4
2555.9
2396.9
1714.0
1152.0
1152.0
491.5
335.1
297.9
255.5
232.8
152.4
77.4
74.5
61.4

Quartus II
Stratix II EP2S60
Virtex4 XC4VLX200
Stratix III
DSP, FPGA, Tyzx
Stratix 1S40
Virtex4 XC4VLX15
Stratix III EP3SL150
n/a
n/a
4 x Stratix S80
Virtex II pro-100
ASIC
Virtex 5 330VLX
n/a
PARTS
Virtex II XC2VP40
ASIC
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(hj) from Humenberger et al. ranks highest with 91.2% average correct pixels, along with the
distributed version of the same algorithm from Zinner and Humenberger DistSparsCens (ze)
with the same accuracy, followed by the sparse census SparseCensConf (ad) from Ambrosch
et al. with 88.9%. The least accurate DSP implementation that provides such information
is the 4x5 Jigsaw SAD (cd) by Chang et al. with 73.63%. In terms of speed and accuracy,
SparseCensConf (ad) has a decided advantage over 4x5 Jigsaw SAD (cd), and the accuracy
tradeoff is quite small to gain the nearly 4X speedup of SparseCensConf (ad) over RTCensus
(hj).
Only three of the FPGA stereo vision implementations in Table 3.5 provided accuracy
measures for all four Middlebury images. The census variable cross algorithm CensusVarCross (zc) from Zhang et al. obtained an accuracy of 92.6% average correct pixels, while
Ambrosch and Kubinger’s SAD and gradient census algorithm SAD-IGMCT (aa) achieved
90.6%, and the census-based algorithm 11x11 Census (ja) by Jin et al. achieved 86% accuracy. Since CensusVarCross (zc) and SAD-IGMCT (aa) have the same runtime, then the
extra accuracy of CensusVarCross (zc) gives it an edge, while a tradeoff of about 6 percentage
points of accuracy can be made for nearly a 4X speed up by going to 11x11 Census (ja).
3.5

Real-Time or Near Real-Time Algorithms for Resource Limited Systems
A great amount of research and development has gone into optimizing stereo vision

algorithms to obtain real-time performance. Many attempts have relied on the parallel processing capabilities of hardware such as multiple cores and SIMD instructions to exploit
the parallelizable nature of vision algorithms to achieve this. Some embedded applications
may have such hardware available to them in the form of FGPAs, DSPs, ASICs, or even
low-power multi-core processors, but other applications may be limited in regard to these
resources because of development time, cost, or availability of off-the-shelf systems among
other things. For those resource limited applications, a comprehensive comparison of accuracy and runtime performance of available stereo algorithms is valuable when trying to select
an algorithm that is most likely to meet the application requirements. This section presents
data for algorithms that have a published or normalized speed of 10 Mde/s or faster, which
is 1 frame per second using an image of the size and disparity range of Teddy or Cones, all of
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Table 3.6: Comparison of disparity computations per pixel for real-time algorithms. If
runtimes were given for multiple images in the original publication, then the
one that resulted in the maximum Mde/s is included here.

Algorithm
va
hi
vb
vc
tb
hl
fb
ea
vd
ve
vf
vg
si
yh
ki
vh
hg
hh
tc
ab
sb
ae
dd
hc
yl
mg
mm
ha
sl

t (ms)

WxH (disp)

Mde/s

87.9
77.6
97.6
109.6
16
100
18
140
166.5
169.8
169.8
169.8
25
3550
285
459.4
505
582
600
673
800
100
863
213
161
980
218
1000
320

512 x 512 (48)
450 x 375 (60)
512 x 512 (48)
512 x 512 (48)
384 x 288 (16)
450 x 375 (60)
384 x 288 (16)
450 x 375 (60)
512 x 512 (48)
512 x 512 (48)
512 x 512 (48)
512 x 512 (48)
320 x 240 (16)
800 x 600 (300)
450 x 375 (60)
512 x 512 (48)
450 x 375 (60)
450 x 375 (60)
450 x 375 (60)
450 x 375 (60)
450 x 375 (60)
320 x 240 (16)
450 x 375 (60)
320 x 240 (32)
384 x 288 (16)
450 x 375 (60)
384 x 288 (20)
450 x 375 (60)
256 x 256 (30)

143.2
130.5
128.9
114.8
110.5
108
98.3
77.1
75.5
74.1
74.1
74.1
49.1
40.5
37.8
27.4
21.3
18.5
18
16
13.5
12.2
11.7
11.5
10.9
10.3
10.1
10.1
6.1

33

Hardware
P4 3.2GHz
Core 2 T7200 2.0GHz
P4 3.2GHz
P4 3.2GHz
Phenom II 2.8GHz
Core2 2.5GHz
AMD Athlon 2800
Std PC 3.0GHz
P4 3.2GHz
P4 3.2GHz
P4 3.2GHz
P4 3.2GHz
PIII 800MHz
Core2 2.5GHz
P4 2.83GHz
P4 3.2GHz
n/a
n/a
Core Duo 2.14GHz
P4 3.0GHz
Std PC 1.8GHz
P4 2GHz
P4 2.4GHz
PII 450MHz
P4 2.66GHz
n/a
PIII 800MHz
Xeon 2.8GHz
PIII 500MHz

which can be seen in Table 3.6. In compiling the data presented here, it was observed that
for many of the algorithms the Mde/s measurement is higher when using larger images than
smaller images on the same hardware. For most algorithms, it is a small difference, but for
others, it is quite significant, as in the case of CSBP (yh) by Yang et al., who point it out
explicitly as a feature.
Of those algorithms that obtain real-time or near real-time performance, many of
them employ local SAD cost aggregation, including OpenCV SAD (ab), SAD-MW (hc),
SAD (hg), MeanSAD (mm), DistinctSAD (si), SADL (va), SADRec (vb), SADLR (vc),
SADMW5 L (vd), SADMW5 Rec (ve), SADMW5LR (vf), SADDP (vg), OpenCV SGBM
(vh), and DSI matrix/SAD (yl). Some of them use it in a winner take all (WTA) strategy
where pixels with the minimum cost difference are matched – including SADL (va), SADRec
(vb), SADLR (vc), SADMW5 L (vd), SADMW5 Rec (ve), and SADMW5LR (vf) – while the
rest incorporate it into a more complex cost function that is then reduced until disparities
corresponding to optimal values are found. Both OpenCV SAD (ab) and OpenCV SGBM
(vh) use code provided in the OpenCV library [203]. The SAD cost is used to generate
disparity space images in DSI matrix/SAD (yl) and MeanSAD (mm), which requires memory
of size (width) x (height) x (disparity range), from which to calculate the best disparity values
for each pixel. There is a disparity space image for each disparity value and they are used
to store the cost to match each pixel at that disparity. Two other algorithms RTCensus
(hi) and SparseCensus (hl) also use disparity space images, but in conjunction with the
census transform and Hamming distance cost aggregation method instead of a SAD cost.
The census transform is also used in (hh).
Another popular method applied to stereo vision that has both real-time and near
real-time implementations is Dynamic Programming also referred to as DP. The fastest DP
implementation was developed by Forstmann et al., RTDP (fb). Other implementations
include SegTreeDP (dd), OptimizedDP (sb), and RSR/TSDP (sl). Deng and Lin implement DP on a unique tree structure in SegTreeDP (dd), while Sun created a sub-regioning
technique and applied a two-stage version of dynamic programming on the subregions in
RSR/TSDP (sl).
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Other less common approaches include that of Min et al., HistoAggr (mg), where
the cost aggregation is formulated as a relaxed joint histogram, with a likelihood-based
disparity hypothesis. Einecke and Eggert employed a two stage summed normalized cross
correlation method for their cost function in SNCC (ea). Ansar et al. based their approach
on a bilateral filter BilateralSAD (ae). Kosov et al. apply a full approximation scheme to
a multi-level adaption technique, which is a hierarchical approach to minimizing an energy
function RealtimeVar (ki). Tippetts et al. introduce a shape profile matching algorithm
ProfileShape (tb) that does not aggregate costs in the traditional fashion, but uses intensity
gradients to group and match shapes for each disparity level.
A few researchers have developed runtime-optimized versions of traditionally slow
methods to achieve near real-time performance on standard PCs. Yang et al. developed
a hierarchical belief propagation algorithm CSBP (yh) that is less accurate than other BP
algorithms but can obtain up to 30X speedup over other BP algorithms depending on disparity range, and more than a 70X reduction in memory usage. Tombari et al. implemented
a variational support algorithm FastAggreg (tc) that adapts weights according to the difference in color channels (RGB) between pixels and distance from center pixel. Hirschmüller
introduced a semi-global matching algorithm SemiGlob (ha) which reduces computational
complexity compared to global methods by approximating a global energy minimization.
Hirschmüller also extended SemiGlob (ha) to improve accuracy by including mean shift segmentation in C-SemiGlob (hb). Gehrig later built upon SemiGlob (ha) for his algorithm
ImproveSubPix (gb).
Since many of these algorithm runtimes were measured on different hardware, Figure
3.8 includes normalized measurements calculated according to the criteria in Section 3.1.
Figure 3.8 also shows which of these algorithms made use of SIMD instructions to achieve
the reported runtime. Gong and Yang [95] and also Konolige [118] report that stereo vision
algorithm implementations that use SIMD instruction optimizations achieve a 3-4X speedup.
Humenberger was able to achieve close to a 22X speedup from his unoptimized code to his
optimized code of RTCensus (hi). He calculated a 1.9X speedup from the use of both cores
of the dual core processor, but cited heavy use of SIMD instructions as providing the biggest
contribution of that optimization [13]. If resource limitations prohibited the use of SIMD
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Figure 3.8: Normalized runtimes of all real-time algorithms that provide sufficient hardware
details. *Implementation optimized using SIMD instructions.

optimizations, then the algorithms in Figure 3.8 marked with an asterisk would need to be
reduced by at least a factor of 3X to 4X. This would result in ProfileShape (tb), RealtimeVar
(ki), and RSR/TSDP (sl) being among the fastest alternatives, with RealtimeVar (ki) being
more accurate than ProfileShape (tb) as seen in both Figures 3.10 and 3.11. Approximately
20 Mde/s can be gained at the cost of roughly 14 percentage points of accuracy in going
from RealtimeVar (ki) to ProfileShape (tb). Figure 3.11 shows that this loss of accuracy is
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Figure 3.9: A comparison of runtimes and accuracy for all real-time stereo vision algorithms
that provide accuracy measurements on all four Middlebury images Tsukuba, Venus, Teddy,
and Cones. *Implementation optimized using SIMD instructions.

Figure 3.10: A comparison of runtimes normalized for hardware and accuracy for all real-time
stereo vision algorithms that provide accuracy measurements on all four Middlebury images
Tsukuba, Venus, Teddy, and Cones. *Implementation optimized using SIMD instructions.

due to lower edge fidelity or “streaky” results similar to many dynamic programming and
scanline optimization methods.
Figures 3.9 and 3.10 show that algorithms SegTreeDP (dd), SemiGlob (ha), SNCC
(ea), HistoAggr (mg), RealtimeVar (ki), and RTCensus (hi) are all very similar in accuracy,
all within 1.5 percentage points of each other at 92% average correct pixels or greater.
Although Humenberger’s census algorithm RTCensus (hi) appears to be near pareto optimal
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Figure 3.11: A comparison of disparity map results for several real-time stereo vision algorithms of the Tsukuba dataset.

in both graphs in terms of speed and accuracy, it is the only algorithm included here with
a reported runtime on a processor using more than one core. Humenberger reported the
runtime of RTCensus (hi) without SIMD optimization and two threads as being 5.82 Mde/s,
which among the slowest of the algorithms in this section.
To aid the reader in calibrating the significance of the accuracy measurements in
Figures 3.9 and 3.10, the disparity maps of the Tsukuba stereo images produced by several
of the real-time algorithms are included in Figure 3.11. These disparity results allow the
comparison of those algorithms for which information to calculate the average percentage of
correct pixels is not available, e.g. DistinctSAD (si), FastAggreg (tc), SAD-MW (hc), DSI
matrix/SAD (yl), and MeanSAD (mm). Although ProfileShape (tb) has the lowest accuracy
of the algorithms shown in Figure 3.10, it has similar quality of results to DistinctSAD
(si), SAD-MW (hc), DSI matrix/SAD (yl), and MeanSAD (mm) on the Tsukuba images.
Both percentages of bad pixel error rates and disparity map results are available on the
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Middlebury site [6] for all algorithms that have submitted results there. Many publications
have included error measurements on the Middlebury data sets, but have not submitted
them to the Middlebury site. Those published results have been included here in Table 3.7.
3.6

Resources
For those applications where development time is one of the major limitations, avail-

able source code may be a determining factor in algorithm selection. Those resources where
source code for stereo vision algorithms was available at time of publication include the
following: SGM (hb) through the OpenCV library [203] Sum of Squared Differences (sd),
Dynamic Programming (se), and Scanline Optimization (sf) along with a Belief Propagation
implementation, and Yoon and Kweon’s adaptive support-weight algorithm (yi) at [6]. A
Max-Flow Graph Cut algorithm by Boykov and Kolmogorov is available at [204]. A Graph
Cuts implementation for GPUs called CudaCuts [205] is available at [206].
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Table 3.7: Published Middlebury performance measurements for algorithms not included on the Middlebury website [6].
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Chapter 4
Tiny-GA Spline Stereo Vision Algorithm
In reviewing various existing stereo vision algorithms, a few were observed that provide dense disparity maps with fewer computations than many standard area-based algorithms. One example uses splines to represent the disparity map and a genetic algorithm to
generate optimal solutions [207].
Szeliski and Coughlin [208] outline many of the advantages of using spline representation for stereo image pairs. They mention how splines have an inherent smoothing,
which can remove noise, increase robustness, and reduce computations. They also state that
splines provide an explicit correlation between regions of pixels in an image which potentially
represent objects in the scene.
The optimization problem of finding the correspondence between spline representations of disparity maps can be handled by a genetic algorithm. The genetic algorithm samples
a space such that the resulting solution is more likely to be a global maximum than just a local maximum. Although, in general, genetic algorithms are intended for offline optimization
tasks, Koppen et al. [209] explain that using genetic algorithms with small population sizes,
small number of generations, and simple fitness calculations allow them to run online and
be competitive in speed performance with other image processing tasks. Using these types
of genetic algorithms, referred to as Tiny-GAs, would make an algorithm more suitable to
perform in real-time.
Given these observations, the genetic spline algorithm [207] was modified to use Tiny
GAs in an effort to create a fast, simple, robust stereo vision algorithm that can still produce
sufficiently accurate dense disparity maps. Another modification was made to the algorithm
to revert from a completely 1-D signal matching approach and take advantage of the two
dimensional nature of images by using persistent information from row to row. This allows
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the genetic algorithm to overcome negative effects of using Tiny-GAs and increases the
quality of the resulting disparity map. The smoothing nature of the spline tends to create
disparity maps with gradients instead of sharp edges. A thresholding scheme was added to
segment regions facilitating object detection in the image scene. Efforts were focused on
obtaining results using unrectified images instead of testing this Tiny-GA Spline algorithm
solely on the widely available standard stereo vision test images.
Section 4.1 describes the stereo vision model used to develop the algorithm. How the
splines are used to represent the stereo vision disparity maps is explained in Section 4.2,
followed by a description of the genetetic algorithm and its use in Section 4.3. Section 4.4
describes the use of Tiny-GAs and the thresholding that helps improve object detection.
Performance results of this GA Spline algorithm are discussed in Section 4.5.
4.1

Stereo Vision Model
To obtain high quality results for many stereo vision algorithms, very sensitive calibra-

tion procedures and high-computation rectification techniques are generally used to ensure
the stereo image pairs accurately represent the classic stereo vision model with canonical
camera configuration. Since both extra available computations for a rectification algorithm
and the ability to accurately calibrate are very limited for the target applications of this work,
the algorithm was targeted to operate on unrectified stereo images. Omitting rectification
preprocessing allows algorithm implementations to better achieve real-time performance and
require lower power computation systems.

Il (x + d(x)) = Ir (x).

(4.1)

The stereo vision model used for this work starts with the standard equation for
disparity (Equation 4.1). The disparity map, d(x), is one dimensional in nature if the left,
Il , and right, Ir , stereo intensity images portray a canonical camera configuration because
the epipolar line will coincide with the image row. Since corresponding points in each image
lie on the same epipolar line, they will also be found on the same row of each image.
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This stereo vision model also assumes that a point appearing in one image will have
a similar image intensity value as the same point appearing in the other image. Maintaining
this assumption allows a disparity map to be estimated by minimizing the error of Equation
4.2.
X

(Il (x + d(x)) − Ir (x))2 .

(4.2)

x

A few more constraints were added to better define the model for the purpose of
this work. The uniqueness constraint [30] assumes that for every pixel in one image of the
stereo pair, there is no more than one correct match in the other image, except in the case
of self-occlusion. The ordering constraint [30] assumes that points lying on the same depth
plane maintain the same order they have along the epipolar line in both images. The last
constraints that are imposed include the disparity smoothness constraint and the disparity
limit constraint, which provide that the disparity field is smooth and changes slowly from
point to point throughout the whole image [210], and that the disparities are limited to be
below a certain value, respectively. The value of the disparity limit is dependent on the
baseline of the stereo image sensors.
Using this more constrained stereo vision model provides several advantages, for example, the disparity field can be represented by splines because of the disparity smoothness
constraint, which forces pixels to be correlated to their neighbors and reduces the number
of terms that need to be optimized by the genetic algorithm. This more defined model also
allows the error equation to be enhanced because of the uniqueness and ordering constraints,
which produces better results from the genetic algorithm. A range of valid disparity values
can also be preselected and used by the genetic algorithm because of the disparity limit
constraint which bounds the optimization task. This model does assume that either the
cameras are perfectly calibrated in a canonical configuration or that the stereo image pairs
have been rectified, and although neither of these is true here, empirical results show that
useful disparity data can be acquired with this simple stereo vision model.
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4.2

Spline Representation of Disparity Map
Imposing the disparity smoothness constraint on the stereo vision model precludes

the modeling of individual pixel movement between frames to be completely independent
of neighboring pixels, which would make it difficult if not impossible to accurately match
pixels. Algorithms that require this constraint, like splines, bias results towards grouping
pixels together into regions of similar disparity. Spline representation of the disparity map
not only creates this explicit correlation between pixels, it also smooths the disparity map
reducing noise, and reduces the number of calculations performed by using a coarser grid
than that of every pixel [208].
Representing the disparity map with a spline allows individual disparity map values,
d(x), to be interpolated as linear combinations of coarser spline control grid points, dˆi . This
is done using a finite-support basis function, Bi (x), according to Equation 4.3. Equation
4.4 shows three of the most common basis functions used for splines in image processing
tasks. The linear basis function was selected for this work as it required fewer computations than other basis functions such as B-spline, allowing for easier implementation and
faster processing, while still achieving sufficient accuracy to perform tasks such as obstacle
detection.

d(x) =

X

dˆi Bi (x).

(4.3)

i

Block - B(x) = 1, x ∈ [0, 1],


1 − x x ∈ [0, 1]
Linear - B(x) =
,

1 + x x ∈ [−1, 0]


2 −3x3

b1 (x) = 1+3x+3x

6


B-Spline - B(x) = b2 (x) = 4−6x2 +3x3
6





b3 (x) = 1−3x+3x2 −x3
6
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(4.4)

x ∈ [1, 2]
x ∈ [2, 3] .
x ∈ [3, 4]

Figure 4.1 shows an example of a disparity map represented by a spline with linear
basis function used in this work. This implementation also requires the spline control grid
to be restricted to a regular sub-sampling of the pixel grid. It also truncates disparity map
values to integers when interpolation from the spline results in a non-integer value. This is
done because the smoothing nature of the spline representation does not allow the fractional
part of the disparity map values to be claimed as sub-pixel accuracy.

Figure 4.1: Example 20-pixel disparity map interpolated from spline control grid with linear
basis function. Disparity map values are truncated to integers where necessary.

Once the spline method is selected to represent the disparity map, then a set of control
points needs to be found for each image row that minimizes the error of Equation 4.2. To do
this exhaustively would require nk iterations, where n is the number of points in each row
of the spline control grid, and k is the number of values each point can take on. The genetic
algorithm was chosen to search this very large solution space.
4.3

Genetic Algorithm
The genetic algorithm is a global search algorithm that searches in parallel using

probabilistic transition rules. It does not require the calculation of derivative information
or other auxiliary knowledge, and works on an encoding of the parameter set rather than
the parameter set itself [211]. The encoding of the parameter set and the probabilistic
transition model are patterned after elements of biological evolution, therefore deriving the
name genetic algorithm.

45

In terms of the genetic algorithm, the encoded parameters being optimized are concatenated together and referred to as “chromosomes”. Multiple chromosomes exist at any
given time during the execution of the algorithm and are called a “population”. Each
chromosome in a population is a potential solution and is evaluated to determine the best
solution; the algorithm terminology for this is “fitness”. A random number of the most fit
chromosomes are selected to survive the next iteration or generation, and new chromosomes
are generated according to the genetic principles of crossover and mutation (Figure 4.2) and
added to the population so it remains the same size. This process is repeated for a defined
number of generations or until the fitness of an individual chromosome surpasses a threshold.

Figure 4.2: Examples of 8-bit chromosomes subjected to genetic algorithm crossover and
mutation operations. The indices at which the operations happen are randomly generated.

The parameter set for this work consists of the range of possible disparity map values.
A chromosome was defined to contain one row of the spline control grid with each control
point encoded as a gray-code binary value. Since the disparity map values are limited to
a specific range, a static number of bits can be used to represent each spline control point
value, allowing the length of chromosomes to be static as well.
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The fitness function used to evaluate each chromosome works on the disparity values
interpolated from the spline control points in the chromosome. The fitness function takes
the error of these disparity values according to Equation 4.2, and combines it with weighted
functions that account for the ordering and uniqueness constraints. The function to account
for the ordering constraint simply iterates through the disparity values, d(x), and sets the
ordering variable O(x) = 1, if it is greater than the adjacent disparity value, d(x + 1),
otherwise O(x) = 0. The uniqueness function sums the number of pixel indices, x + d(x),
that are the same, as shown in Equation 4.5. Although both the uniqueness and ordering
functions penalize occluded areas that signify changes in the depth plane, when weighted
correctly in the overall fitness function, they greatly enhance the quality of results from the
genetic algorithm. Equation 4.6 shows the resulting fitness function.

U (x) =


P

1 if (
y F (x, y)) > 1

, F (x, y) =

X

.

(4.5)


0 otherwise


0 otherwise

f (d(x)) = w1 ·



1 if x + d(x) = y

(Il (x + d(x)) − Ir (x))2 + w2 ·

x

X

O(x) + w3 ·

x

X

U (x).

(4.6)

x

The size of each population and the number of generations executed were modified
from the original algorithm and are discussed in the following section.
4.4

Tiny-GAs and Region Thresholding
To increase the speed of the genetic spline algorithm, the size of the chromosome

population and number of generations were reduced significantly. Although this allows it to
be more competitive with other algorithms as far as speed is concerned, it reduces the number
of possible solutions it can pursue and it reduces the number of iterations it has to converge
on a good solution. To counter these effects of using Tiny-GAs, the second dimension of
the image was exploited by applying the disparity smoothness constraint and preserving a
percentage of the population from the final generation for one row of the disparity map
to seed the population of the first generation of the following row. By preserving only a
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small percentage of the population from one row to the next, the genetic algorithm concept
of survival of the fittest is applied, in a very similar way to the original algorithm, but
from row to row in addition to generation to generation. Since, according to the disparity
smoothness constraint, the disparity varies little from one pixel to the next, the persisting
chromosomes are already converging towards a good solution from one row to the next.
Although the disparity smoothness constraint allowed the use of splines and persistent
chromosomes to improve the ability of Tiny-GAs to find a good disparity map, it does not
account for the areas of occlusion at the edges of the varying depth planes in a scene. To
help delineate depth plane regions so that object identification and visual interpretation
were improved, multi-level thresholding was integrated into the algorithm. This provides
the ability to set ranges of interest within a disparity map. This is advantageous in an
application where the disparity map is used to control an unmanned vehicle. The various
regions identify objects of varying interest or concern that are not only easily interpreted by
the machine, but remain easily interpretable by humans for debugging purposes as well.
4.5

Results
The Tiny-GA Spline algorithm was first run on the rectified Tsukuba images to pro-

vide a perspective of performance that can be compared with other stereo vision algorithms.
The ground truth for the Tsukuba disparity map is shown in Figure 4.3(a), with Figure
4.3(b) showing the results of this algorithm.
As previously mentioned, the main focus of the Tiny-GA Spline algorithm was to
provide fast, dense disparity maps of unrectified stereo image pairs collected from cameras
in a near-canonical configuration. Figures 4.4(a) and 4.4(b) show the unrectified stereo image
pair used for this test. The thresholded disparity map in Figure 4.4(d) shows the robustness
of the algorithm to identify objects of interest without the preprocessing of a corrective
rectification step. Regions of interest, although not exact in their contours, are sufficiently
identified for many of the targeted stereo vision applications. For those few relatively small
areas of noise incorrectly categorized as being on close depth plane, applications such as
micro unmanned ground and aerial vehicles would likely process multiple shots of the same
scene where this kind of noise would be further filtered out.
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(a)

(b)

Figure 4.3: (a) Disparity map ground truth of the Tsukuba rectified stereo images. (b)
Disparity map results from Tiny-GA Spline algorithm of the Tsukuba rectified stereo images.

To compare the speed increase of the algorithm by using Tiny-GAs and persistent
chromosomes, tests were run with varying population sizes and numbers of generations on two
different stereo image pairs until the results of both versions of the algorithm consistently
produced disparity maps of similar quality. Upon comparing resulting disparity maps, it
was observed that the first few rows of the modified algorithm were much more likely to be
drastically incorrect, due, of course, to the lower probability of the genetic algorithm finding
good solutions before the persistent chromosomes overcome the effects of smaller population
sizes and a fewer number of generations. Examples of this appear in the first few lines of
Figures 4.3(b) and 4.4(d). The Tiny-GAs and persistent chromosomes algorithm used a
population of 20 chromosomes over 200 generations to produce similar quality of results as
the original algorithm using populations of 250 chromosomes running for 500 generations.
Since the same computations need to happen for every chromosome over all the generations,
this results in an approximate speedup of 30 times.
These results suggest that the speed performance gains of using Tiny-GAs and Spline
representations do not reduce the accuracy of the disparity map to render it unusable for
the targeted applications. Obstacles and their relative distance in the scene are sufficiently
identified to allow applicable tasks to be performed, such as obstacle avoidance by small
unmanned vehicles or humans.
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(a)

(b)

(c)

(d)

Figure 4.4: (a) Left unrectified stereo image. (b) Right unrectified stereo image. (c) Ground
truth for unrectified stereo images. (d) Tiny GA Spline disparity map results for unrectified
stereo images.
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Chapter 5
Profile Shape Matching Stereo Vision
This chapter introduces a simple intensity Profile Shape Matching stereo vision algorithm capable of producing dense disparity maps in real-time on resource limited systems
that are not capable of executing existing stereo vision algorithms in reasonable time. It can
operate on both rectified and unrectified image pairs of differing brightness to provide dense
disparity maps with sufficient accuracy for many applications. The details of the algorithm
are explained in Section 5.1. Correct classification of human poses is used in this paper
as an example. The method of human pose classification is described in Section 5.3, the
results for which are given in Section 5.5.5. Section 5.4 includes a comparative analysis of
the computational resource requirements of this algorithm relative to both a standard SAD
block matching algorithm and one of the most accurate stereo vision algorithms submitted
to the Middlebury evaluation site to date, which was developed by Klaus, Sormann, and
Karner [115]. Section 5.5 discusses accuracy of results for both the Tsukuba stereo image
pair and unrectified human pose image pairs obtained from standard web cameras.
5.1

Intensity Profile Shape Matching Algorithm
Observing the intensity profile of an image leads to a natural tendency to match

identified patterns and shapes. For example, Figure 5.1 shows the Gaussian filtered intensity
profile of corresponding rows from the left and right Tsukuba images. Looking at the entirety
of the profiles allows one to recognize the similar shapes between the two images. Closer
inspection reveals dissimilarities in the shapes along the profile, where one of the profiles is
missing a span that exists in the other. Examples of this are highlighted in red in Figure
5.1 and overlapped enlargements of one of the examples is shown in Figure 5.2. These
dissimilarities correspond to changes in the disparity map. This algorithm assumes that all
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(a)

(b)

Figure 5.1: Gaussian filtered intensity profiles of corresponding rows from the left (a) and right
(b) Tsukuba images, with two labeled shape vertices, and highlighted regions that represent
discontinuities.

pixels included in a shape, bounded by discontinuities, correspond to the same depth plane.
This is based on similar assumptions in [69,71,93,115]. It also assumes that each shape does
not violate the uniqueness constraint of matching only one shape in the other image. The
algorithm consists of essentially three steps:
1. Filter the input image pair using a Gaussian kernel.
2. Match and identify shapes on a row by row basis. At the completion of this step, every
pixel is part of a shape and has a disparity value.
3. After the entire image is processed in this manner, perform a vertical smoothing pass
to complete the algorithm.
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Figure 5.2: Enlargement of a section of the two intensity profiles overlapped to emphasize
the shape discontinuity and one of the missing highlighted sections of Figure 5.1.

A Gaussian filter is a fairly common preprocessing step to reduce noise. It is used as
part of this algorithm to smooth the profile shape, increasing shape matching accuracy.
Step two consists of matching shapes and finding the range of pixel indices, [p,q], that
make up each shape. This is summarized in Algorithm 1. First, vertices of the intensity
profile shapes are found in both the left and right images. Shape vertices are defined as local
maxima in the intensity profile. The ordered set of vertices in a single row of an image is
k
k
called V k where vm
∈ V k . The value of vm
is the image row pixel index of the m th vertex,

and k is either L (left image) or R (right image). The gradient of successive pixels, ∇k , is
then computed for the current row in both images according to Equation 5.1.

∇k [x] = I k [x + 1] − I k [x].

(5.1)

The algorithm starts at the vertex of the most prominent shape in the left image and
compares it against all the shape vertices in the right image that are within the maximum
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Algorithm 1 Profile Shape Matching Step 2
for row in image do
for vertex, vnL , in VL do
R
R
<= dmax do
, in VR where vnL − vm
for vertex, vm
L k
R k
while ∆ [q0 ] − ∆ [q0 ] < t0 do
Increment q k
end while
while ∆R [pk0 ] − ∆L [pk0 ] < t0 do
Decrement pk
end while
end for
R
R
R
R
Set Sn (vnL , pL0 , q0L , vm
, pR
0 , q0 ) s.t. arg max(q0 − p0 )
R
vm

end for
for ti in thresholds do
for vertex, v R , in V R do
while ∆R [qi ] − ∆L [qi ] < ti do
Increment q
end while
while ∆R [pi ] − ∆L [pi ] < ti do
Decrement p
end while
if every pixel is assigned to a shape then
Continue to next row of image
end if
end for
end for
end for

disparity range, dmax . The shape prominence is defined in terms of the vertex intensity value:
the larger the intensity value the more prominent is the shape. Two vertices, v L and v R , are
compared for matching by growing a region around each vertex. The region is grown until
the difference of gradients (Equation 5.1) is greater than or equal to the initial threshold, t0 ,
according to Equation 5.2. After comparing all the vertices within dmax , the two vertices that
R
R
share the largest range of pixels are then labeled as the same shape, Sn (vnL , pL0 , q0L , vm
, pR
0 , q0 ),

where n is the shape label, and p0 and q0 are the starting and ending pixel index values for
each image respectively. The disparity value of shape n, and all pixels included in it, is
dn = v L − v R .
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Once this first iteration is complete, each shape vertex will have been uniquely labeled
and matched with a shape vertex in the other image. Due to a low initial threshold, however,
most of the pixels of the current image row will not have been included as part of one of the
shapes. Successive iterations are performed using an increased threshold, ti , to expand the
range [p,q] of each shape until all pixels are included in a shape.

R
R
k k
R
L
Sn (vnL , pLi , qiL , vm
, pR
i , qi ) = [pi , qi ] s.t. ∀x : pi ≤ x ≤ qi , ∇ [x] − ∇ [x + dn ] < ti .

(5.2)

The use of the intensity gradient allows the algorithm to rely on intensity profile
shape instead of raw intensity values like SAD, SSD, and other block matching algorithms.
Focusing on the shape rather than the value allows the algorithm to still provide a correct
disparity map if one of the input images contained a constant offset of intensity values.
Growing shapes incrementally allows pixels to be grouped with the most probable shape.
Experimental results presented in Section 5.5 discuss the number and values of thresholds
that were used for this work.
Once the shapes are matched, they do not continue to be compared to other shapes
within the disparity range in subsequent iterations. Moreover, pixels that have been included
in a shape are not reconsidered. These two characteristics significantly reduce the number
of computations the algorithm performs.
The final step of the intensity Profile Shape Matching algorithm is a vertical smoothing pass. Since the shape matching is performed on a row by row basis, vertical information
is not inherently leveraged. To smooth every pixel in the image, the 5 pixels above and below it are accumulated according to the disparity value. The pixel is then modified to take
the disparity value with the greatest number of votes. This simple 11-pixel voting scheme
produces the final disparity map.
5.2

Human Pose Analysis
As was mentioned, the emphasis of this work is to trade an acceptable decrease in

disparity map accuracy for a significant decrease in computational load. In order to verify
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that the reduction in accuracy is acceptable, the resulting disparity map was used to classify
human upper-body poses. Existing work on the topic of human pose analysis make use of
several different kinds of image processing methods. Wang et al. discuss possible applications
for human pose analysis, as well as provide a survey of image processing methods that have
been used to classify, track, and understand human pose and motion [212]. Multiple human
pose images like those classified in this work can be combined to identify more complex
behaviors. Turaga et al. review methods to perform this more complex classification of
actions and activities in [213].
Methods to identify human poses using only 2D images have been developed, such as
the method suggested by Correa et al. [213] and another by Da Xu and Kemp [214]. Correa
et al. only cite the expense of stereo cameras and the slower processing speed of 3D systems
as reasons to use 2D algorithms instead for human pose analysis. The proposed algorithm
was developed to run in real-time using inexpensive resource limited systems.
5.3

Human Pose Classification
Human pose classification was chosen to demonstrate the applicability of the Pro-

file Shape Matching stereo vision algorithm. There are several human upper-body poses
that would be difficult, if not impossible, to distinguish from other poses without images
from multiple perspectives or 3D information. The ability of the proposed algorithm to
successfully and consistently distinguish among such poses in real-time demonstrates that it
is accurate enough for practical real-world applications.
A set of 30 arm poses was selected for classification, with a focus on poses that would
be difficult, if not impossible, to differentiate without sufficiently accurate three dimensional
information. Fourteen of these poses are shown in Figure 5.3 with both arms performing the
same pose. Although the poses shown in one column of Figure 5.3 are easily distinguishable
from other columns using only 2D information, in any given column the pose of the top row
is difficult to distinguish from the pose in the bottom row. The algorithm classifies each arm
separately, allowing them to have any combination of poses. The results of the classified
poses were displayed using a three dimensional model, a ninja avatar, provided with and
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Figure 5.3: Fourteen sample human poses that were correctly classified using a binary tree
on the disparity map produced by intensity profile matching. Distinguishing between a pose in
the top row and the corresponding pose in the bottom row is difficult without 3D information.

Figure 5.4: Classified poses shown in Figure 5.3 were displayed using a ninja animation
provided with the Ogre open source animation library.

powered by the Ogre open source 3D graphics engine1 . The avatar poses corresponding to
the human poses in Figure 5.3 are shown in Figure 5.4. By observing the ninja avatar mimic
the human user in real-time, it quickly became obvious whether or not the algorithm was
correctly classifying the poses.
To classify the poses, first a background subtraction was performed to isolate the
human, and a template was used to find the center of the body in the image. The Profile
Shape Matching was then performed and the resulting disparity map was divided into a
grid of 30 × 30 pixel blocks. The grid was aligned with the center of the body in the
current frame, allowing each block to represent approximately the same area with respect to
the human across all images. The mean disparity value of each block became an input to a
binary decision tree whose output was the pose classification used by the animation software.
Several hundred images of each pose were recorded and manually labeled. The decision tree
1

http : //www.ogre3d.org
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was trained according to the standard method [215] with the disparity map grids of these
labeled images. A summary of the performance of this pose classification is given in Section
5.5.5.
5.4

Resource Analysis
An analysis of the computations performed by the proposed algorithm allows for

a better understanding of resources that can be saved with this intensity Profile Shape
Matching algorithm relative to other algorithms. Due to the fact that it is straightforward
to quantify the computations required for a standard block matching stereo vision algorithm
using either sum-of-absolute-differences (SAD) or sum-of-squared-differences (SSD), and also
that many algorithms are either based on it or are compared to it as mentioned in Section
3.5, it is relatively easy to quantify differences in required resources between the approaches.
Since the Tsukuba images are rectified, the SAD block matching algorithm with
only a one-dimensional search window will be analyzed. Equation 5.3 shows the calculations
performed by a SAD block matching algorithm for every possible disparity, d, in the disparity
range, where N(x,y) is the size of the block. For this analysis, the smallest standard block
size of 3 × 3 is used, although for comparison with the many SAD implementations that use
blocks of 11 × 11 pixels or greater, the calculations are directly proportional.

CSAD (x, y, d) =

X

IR (i, j) − IL (i + d, j).

(5.3)

(i,j)∈N (x,y)

The Tsukuba image pair has a disparity range of zero to fifteen pixels, and with
a small block size of 3 × 3 pixels, there is a total of 135 subtraction operations plus 135
additions for each pixel. There are fifteen comparison operations to pick the best match.
This totals 270 arithmetic operations and fifteen comparator operations for every pixel in
each image. The intensity Profile Shape Matching algorithm in the worst case requires
far fewer computations. The difference of image gradients requires the three subtraction
operations that make up Equation 5.2. A worst case could arise when every other pixel
in the image is a local max and therefore considered a shape vertex. The positive side of
this worst case is that each shape needs to consist of no more than two pixels for the entire
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image row to be assigned to a shape and therefore receive a disparity. This also removes the
need for more than just the first iteration. Given these details, the number of computations
is approximately

1
2

· 6 · 12 dmax subtractions for every pixel in the image. This is found by

considering that every vertex requires 6 subtractions to compare against each vertex within
the disparity range. There are 12 dmax vertices in the disparity range, also indicating 2 · 21 dmax
comparison operations would be performed. Since no more than half the pixels can be
vertices, then the number of operations is divided by 2. For images with the same disparity
range as the Tsukuba images, this worst case would total 22.5 subtraction operations and
15 comparison operations per pixel.
Although the Gaussian filter could improve results for many algorithms especially if
they were operating on low quality images, the computations should be included for this
comparison. Since the Gaussian kernel is separable, it can be performed in two passes and
would require 11 multiplication operations and 10 addition operations per pixel for each pass,
given the kernel size of 11 × 11 used in this work. That increases the number of arithmetic
operations for each pixel by 42. The vertical smoothing pass that is performed as the final
step of the algorithm needs to be added as well. The vertical smoothing pass has a maximum
number of comparison operations per pixel equal to the number of distinct disparity values.
For the Tsukuba image pair, there are 16 possible disparity values (0,1,. . . ,15), adding no
more than 16 comparison operations per pixel.
The Tsukuba image pair has 4856 total local maxima after the Gaussian filter is
applied, giving an average of 17 vertices per image row. This produces an average of 14
subtraction operations and fewer than 2 comparison operations per pixel. Both worst and
average case offer about 5 times fewer subtraction operations than the 270 of SAD block
matching and a similar number of comparison operations to SAD. These results are summarized in Table 5.1.
Comparing computational load with a SAD block matching provides an excellent basis
for comparison with other approaches, but the question could be asked of how much more
of a computational load is required to achieve accuracy similar to those algorithms rated
at the top of the Middlebury evaluation. To address this topic, the stereo vision algorithm
developed by Klaus, Sormann, and Karner [115] was analyzed. Their algorithm combines the
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Table 5.1: Comparison of computations per pixel for three stereo vision algorithms.

Algorithm
SAD Block
Klaus et al. [115]
Profile Shape

# Arithmetic Ops/Pixel
270
2705
56

# Comparisons Ops/Pixel
15
15
18

SAD cost function in Equation 5.3 with gradient measurements in two dimensions (Equation
5.4) in a weighted fashion according to Equation 5.5. Equation 5.4 constitutes 10 times the
operations of Equation 5.3, before the two multiplication and one addition operations are
considered from Equation 5.5.
P

CGRAD (x, y, d) =

(i,j)∈N (x,y)

+

∇x IR (i, j) − ∇x IL (i + d, j)

(5.4)

P

(i,j)∈N (x,y) ∇y IR (i, j) − ∇y IL (i + d, j).

C(x, y, d) = (1 − w) · CSAD (x, y, d) + w · CGRAD (x, y, d).

(5.5)

An estimate of total operations for this high accuracy algorithm to operate on the
Tsukuba image pair would be approximately 2705 arithmetic operations and a similar number of comparisons operations to SAD. For many applications the accuracy of such algorithms
may not be required, and the necessary computational resources may not be available.
5.5
5.5.1

Results
Algorithm Parameters
A series of tests were performed to analyze the effects of various parameters on the

performance and results of the algorithm. The parameters tested include the filter size and
standard deviation of the Gaussian filter, and the number and values of thresholds used to
grow shapes. Experiments were first performed to determine the parameters of the Gaussian
filter. A brute force method was performed of producing disparity map results of the Tsukuba
image pair for every combination of kernel size from 3 × 3 to 16 × 16 with standard deviation
values from 0.1 to 20 at steps of 0.1. The best results were produced by kernel sizes from
9 × 9 to 13 × 13 and standard deviation values between 2.5 and 4. Within these ranges
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there was very little difference, but after the parameters were also tested on human pose
image pairs, an 11 × 11 kernel and standard deviation of 3.3 were selected. Efforts were then
focused on determining the quantity and values of thresholds to use for the Profile Shape
Matching iterations. Tests were performed using as many as 12 and as few as 2 different
thresholds with values ranging from 0.1 to 6 at steps of 0.1. The best results were obtained
using five threshold values with the first threshold of 0.5 being the most critical since shapes
are matched using this threshold. The remaining four threshold values were set to 0.8, 1.5,
2.5, and 5.8. The last threshold could be of any size larger than this, since no pixels should
remain unassigned after the final iteration.
5.5.2

Implementation and Hardware Details
Both the shape profile matching and SAD block matching algorithms were imple-

mented in C++ without any manual code optimization, and executed on a single 2.8 GHz
core of an AMD Phenom II processor. Although this setup would not necessarily be considered a resource limited system, it allows experimental timing comparisons to be made. The
Profile Shape Matching algorithm was also executed on a more resource limited system. An
Atom N280 1.6 GHz was used, which performs similarly to older systems such as a Pentium
III at 1200 MHz, released a decade ago, on thousands of performance test benchmarks2 .
Human pose image pairs were obtained using two common Logitech web cameras, whose
unmatched sensors produced images with differences in brightness and color. For the Profile
Shape Matching on the human pose image pairs, the Gaussian filter, background subtraction,
and center-of-body matching were implemented using OpenCV functions.
5.5.3

Performance Results
On the single 2.8 GHz processor, the average time for block matching to process

the Tsukuba image pair was 22 ms (45 fps). The average time for all of the Profile Shape
Matching, from Gaussian filter to vertical smoothing, in processing the Tsukuba image pair
was 16 ms (62 fps). This results in an approximate speedup of 1.3x over block matching
alone without any pre or post filtering or smoothing.
2

http : //www.cpubenchmark.net/low end cpus.html
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The image pairs used for human pose classification were larger than the Tsukuba
image pair and also required a larger disparity range of 25. The average number of shape
vertices in the human pose image pairs was about half of the quantity found in the Tsukuba
images due to the content and the background subtraction performed on them. Although
background subtraction was used to isolate the human in the images, the algorithm still
operated on every pixel, assigning it to a shape. The Profile Shape Matching algorithm was
able to process the larger 640 × 480 images of human poses in 30 ms (33 fps). On the Atom,
the algorithm was able to process the Tsukuba image pair in 64 ms (15 fps).
5.5.4

Disparity Map Results
Figure 5.5(a) shows the ground truth disparity map for the Tsukuba stereo image

pair. The disparity map produced by a 3 × 3 SAD block matching algorithm is shown in
Figure 5.5(b). This disparity map shows quite a lot of noise that would make many of
the tasks mentioned here (pose identification, obstacle avoidance, etc.) difficult to perform
without some form of filtering or match refinement. Although a larger block size could be
used, the disparity map produced with a block size of 11 × 11 was not significantly different
from that shown in Figure 5.5(b), so all data included here for SAD block matching is with
respect to a 3 × 3 block size, which requires far less computations. Moreover, applying a
Gaussian or a median filter did not correct all the noise in the results, and so data from extra
steps such as these were also omitted here. The disparity map produced by the intensity
Profile Shape Matching is shown in Figure 5.5(c). Although only a rough outline of the
various disparity planes are maintained, each of the important objects is represented. The
smooth contiguous regions of shape profile matching lends to more robust input for tasks
such as human pose classification and obstacle avoidance. But, in tuning the algorithm to
produce contiguous disparity regions, it can be seen that details of certain objects such as
the camera tripod legs and the lamp rods were assigned incorrect disparity values.
Since one of the main intentions of this algorithm is to make an efficient tradeoff
of accuracy for fewer resource requirements, a disparity quality metric similar to the bad
matching pixel measurement provided in [5] was calculated and is given in Table 5.2. All
values in the table are given as percentages. The column labeled non occ < 1 contains the
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(a)

(b)

(c)

(d)

Figure 5.5: (a) The ground truth for the Tsukuba stereo image pair. (b) Resulting disparity
map of the Tsukuba stereo image pair produced by a SAD block matching algorithm with a
3x3 pixel block. (c) Resulting disparity map of the Tsukuba stereo image pair produced by
intensity profile matching with five iterations and a post iteration for vertical smoothing. (d)
Resulting disparity map of the Tsukuba stereo image pair produced by SAD block matching
with the constant value 5 added to every intensity value of the right input image.

number of non-occluded pixels with correctly matched disparity values divided by the total
number of non-occluded pixels in the image. The column labeled non occ <=2 contains
the number of non-occluded pixels that were labeled within 2 disparity values of the correct
disparity divided by the total number of non-occluded pixels. The columns labeled all < 1
and all <=2 contain values that are calculated similarly but account for all pixels, not just
non-occluded pixels. As can be seen in Table 2, the disparity results obtained by Profile
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Table 5.2: Percent of correct matching pixels in the disparity results.

Algorithm
SAD Block
Profile Shape

Image
Tsukuba
Tsukuba
Cones
Teddy
Venus

Non occ 1
91.7
90.4
96.8
94.7
84.9

All < 1
90.2
88.5
95.2
93.4
84.3

Non occ ≤ 2
95.5
96.8
97.5
95.1
98.4

All ≤ 2
94.4
95.0
96.3
93.1
98.0

Shape Matching are exactly correct for more than 84% of the pixels in the four Middlebury
stereo image pairs. Although this metric for the SAD block matching is slightly higher than
Profile Shape Matching, the metric is slightly lower when a larger threshold is used to decide
correct matches. This shows that of those disparities that are incorrect, more of them are
farther from the correct disparity in the SAD block matching results than in the Profile
Shape Matching results.
To more fully compare the ability of these two algorithms to perform on resource
limited systems, one of the Tsukuba images was modified to simulate mismatched image
sensors. A value of 5 was added to the intensity value of every pixel in the right Tsukuba
image, giving the two images a slight difference in brightness. Figure 5.5(d) shows the
negative effects of this difference in brightness on the SAD block matching algorithm. The
altered input image did not affect the Profile Shape Matching at all, and it produced the
same disparity map as before (Figure 5.5(c)). Applying additional techniques or different
cost functions might be able to address these types of radiometric issues, but this would
increase the computational complexity of the block matching.
After comparing disparity map results of the Tsukuba image pair, both SAD block
matching and Profile Shape Matching algorithms were executed on the human pose image
pairs. Figure 5.6(c) shows that the SAD block matching algorithm struggled on the human
pose image pairs just as it did on the brightness modified Tsukuba images. The Profile Shape
Matching, on the other hand, produced accurate disparity maps for the human pose image
pairs (Figures 5.6(a) and 5.6(b)). It should be noted that the high edge fidelity around the
human in these images is due to effects of the background subtraction.
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(a)

(b)

(c)

Figure 5.6: Real human pose images were captured by two simple web cameras, which have
slight differences in brightness settings. (a) and (b) show Profile Shape Matching results of two
slightly different human poses. The 3D information provided by these disparity maps allows
them to be distinguished from each other easily. (c) Block matching disparity map results for
real human pose images.

5.5.5

Human Pose Classification
As can be seen in Figure 5.4, many human poses are difficult to identify without three-

dimensional information. Figures 5.6(a) and 5.6(b) show how clear the distinction between
two of these poses is when using the disparity maps produced by the Profile Shape Matching
algorithm. The accuracy of the Profile Shape Matching algorithm is sufficient to correctly
identify 30 different single arm poses that in combination with one of the same 30 poses of
the other arm result in a total of 900 different possible upper human body poses. Real-time
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Figure 5.7: Intensity Profile Shape Matching disparity results of the Cones, Venus, and Teddy
stereo image pairs from the Middlebury stereo datasets. The same algorithm parameters used
on the Tsukuba image pair were used to obtain these results as well.

results were achieved as the ninja avatar correctly mimicked each of the classified poses. The
discrete nature of these human poses still allows for some ambiguity and misclassification of
certain poses not included in the set of possible poses, but resolving these issues lies outside
the scope of this work.
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Chapter 6
Algorithm Adaptations for Resource Limited Systems
In order to better understand the intricacies of trading off accuracy for runtime performance in a stereo vision algorithm, one of the most accurate algorithms submitted to the
Middlebury website [6] is modified and presented here for comparison. At this writing, the
Reliable Disparity Propagation (RDP) algorithm by Sun et al. [14] was ranked the fifth most
accurate stereo vision algorithm on the Middlebury website. This factor along with the fact
that each of the algorithm steps are fairly independent, made it an ideal candidate to modify
to obtain complete dense disparity maps with varying accuracy.
6.1

Original Reliable Disparity Propagation Algorithm
The RDP algorithm by Sun et al. consists of five steps as shown in Figure 6.1. In the

first step, a line segment is found for each pixel in the image. Each line segment is used as a
support region along which no depth discontinuities should exist. The line segment is grown
out from each pixel until the color difference is greater than a threshold, or the segment has
reached a fixed max size.

C1 (p, d) = min(CAD (p, d), λAD ) + min(Ccensus (p, d), λcensus ).

CAD (p, d) =

X

|IiLef t (p − IiRight (pd)|.

(6.1)

(6.2)

i=R,G,B

P
C2 (p, d) =

q∈Line(p)

C1 (q, d)

|Line(p)|

DL (p) = arg max C2 (p, d).
d
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.

(6.3)

(6.4)

The second step is to compute an initial disparity map. A cost is created for each
pixel and possible disparity (Equation 6.3). The disparity that minimizes the cost for a
given pixel is selected as the disparity value for that pixel (Equation 6.4). The cost is an
aggregate of the color difference between the two images and the Hamming distance of a 9×7
census transform (Equation 6.1). This cost is averaged over the corresponding line segment
(Equation 6.3) and then a second pass is made over each pixel, averaging the costs over the
pixel’s line segment again. The averaging over a line segment provides an adaptive support
region based on color similarity and the census transform introduces structural information
about a 2D window around each pixel.

Figure 6.1: The five main steps of the RDP algorithm developed by Sun et al.
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The third step is to find seed pixels, which are essentially pixels whose disparities are
more likely to be correct. Seed pixels are used to correct the disparities of neighboring pixels.
In order for a pixel to qualify as a seed pixel it must pass a left-right consistency check and
its matching cost must be significantly smaller than other pixels around it. Once a seed pixel
is found within a line segment the rest of the pixels are skipped in the line segment and the
search continues to the next line segment. Not all line segments will have seed pixels.
The fourth step is to adjust the “unseeded” pixels according to the seed pixels. For
each unseeded pixel the nearest seed pixels to the left and the right are found. If only one
seed pixel is found within the line segment of the pixel than the pixel’s disparity is set to
the disparity of the seed pixel. If there are two seed pixels then one of three things happen:
If the pixel is an occluded pixel (defined as failing a left-right consistency check) then it is
set to the minimum disparity of the left and right seed pixels. If the difference between seed
pixel disparities is above a threshold, then it is determined to be a depth discontinuity and
the pixel is again assigned the minimum disparity of the left and right seed pixels. If the
pixel is neither occluded or at a depth discontinuity, then the disparity of the pixel is the
linearly interpolated results of the left and right seed pixels.
The fifth and final step is a disparity refinement step. First a vertical smoothing
is applied to minimize the horizontal streaking artifacts that occur by performing stereo
matching on scanlines alone. The vertical smoothing is done by taking a vertical line segment
around each pixel and setting the pixel to the disparity value that occurs most frequently
in the vertical line segment. Next each pixels disparity is updated by a bilateral filter of the
four pixels around it.
6.2

Modified Reliable Disparity Propagation Algorithm
The goal of modifying the RDP algorithm by Sun et al. was to achieve as much runtime

performance as possible while still maintaining the same or better accuracy than our own
Profile Shape Matching algorithm. The intent was to help understand the challenges in an
accuracy-speed tradeoff and to better evaluate the efficiency of the Profile Shape Matching
algorithm.
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(a)

(b)

(c)

Figure 6.2: Accuracy results of modified RDP algorithm with varying degrees of accuracy on
the Tsukuba dataset. (a) Original RDP algorithm, (b) modified RDP with sparse census and
median filter, and (c) Profile Shape Matching.

The first step was to implement the original RDP algorithm and verify accuracy and
runtime performance. Using the Teddy image from the Middlebury dataset as a benchmark,
Sun et al. report the runtime at 8.7 seconds on a Core 2 Duo 3.0GHz processor. Using the
PassMark values, as described in Section 3.1, to estimate the runtime on the platform used
for this work resulted in a runtime measurement of 7.61 seconds. After implementing their
algorithm, the actual runtime on the AMD Phenom II 2.8 GHz processor used for this work
was found to be 7.5 seconds. Sun et al. state that approximately 50% of the time is spent on
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refinements after the initial disparity calculation, which were verified on our platform with
a runtime of 3.73 seconds to compute an initial disparity map.

(a)

(b)

(c)

Figure 6.3: Accuracy results while modifying the RDP algorithm with varying degrees of
accuracy on the Tsukuba dataset. (a) Initial disparity calculation only, (b) initial disparity
using sparse census, (c) using grayscale input images.

Eliminating the refinement steps was the first speedup modification made. By removing the refinement process, which included a left-right consistency check, the time consuming
process of finding disparities in both the left and right images could also be removed. Additionally, the second cost averaging pass was found to change the disparity results very little
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and so a single pass was used. Removing the computation of the disparity in one image and
computing cost in a single pass brought the time to process the Teddy image to 1.8 seconds.
Several stereo vision algorithms have adopted a sparse or mini census transform to
reduce computations with little loss in accuracy [13, 59, 75]. A sparse census transform still
maintains the structural information of the full sized 2D window around the pixel but can
remove more than half the computations. This brought the processing time on the Teddy
images to approximately 1.3 seconds. Because the smoothing of the disparity refinement
process was removed, a median filter was added at a cost of less than 100 milliseconds to
give a better disparity map. This resulted in a total runtime of 1.4 seconds.
Other modifications that were applied, but that produced very little runtime improvement for drastic loss of accuracy include: using grayscale images instead of color images, and
removing the variable support of the line segments.
Figures 6.2(a) to 6.3(c) compare the varying accuracy achieved through the modification process. Figure 6.2(a) shows the Tsukuba disparity map produced by the original
RDP algorithm. Figure 6.3(a) shows results from just the initial disparity calculation, while
Figure 6.3(b) shows the results after implementing a sparse census transform. Figure 6.2(b)
shows the results of the final modified algorithm with a median filter. Figure 6.3(c) shows
the results of removing the dependency on color. The Middlebury error measurements and
runtime performance from the final modified RDP algorithm, the original RDP algorithm
and the Profile Shape Matching algorithm are given in Table 6.1.
As can be seen in Table 6.1, although close to an 8X speedup was achieved, while still
maintaining slightly better overall accuracy than Profile Shape Matching, the modified RDP
algorithm still falls well short of achieving runtime performance similar to that of Profile
Shape Matching. The Profile Shape Matching algorithm is 100X faster than the original
RDP, and still more than 12X faster than the modified RDP. The cost of this 12X speedup
over modified RDP is only 3.3% more incorrect pixels. These observations help support the
claim that Profile Shape Matching is an efficient algorithm in terms of the accuracy vs. speed
tradeoff and although some algorithms might be quite amenable for such a consideration, an
efficient tradeoff can be difficult to achieve.
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Table 6.1: Accuracy and runtime performance of the original RDP algorithm, the modified
RDP algorithm, and the Profile Shape Matching Algorithm.

Algorithm
orig RDP

mod RDP

Profile
Shape
Matching

6.3

nonocc
Tsukuba
0.97
Venus
0.21
Teddy
4.84
Cones
2.53
Tsukuba
7.74
Venus
10.8
Teddy
19.7
Cones
15.2
Tsukuba
7.78
Venus
10.5
Teddy
34.0
Cones
16.2

all
disc avg bad %correct Mde/s
1.39
5
0.38 1.89
4.85
95.2
1.16
9.94 12.6
7.69 7.38
9.85 16.3
12.3 33.8
18.7
81.3
8.68
28.0 30.2
24.7 25.0
9.54 31.10
12.0 34.7
25.7
78.0
110.5
40.8 51.6
25.5 35.2

Profile Shape Matching Hardware Design
Many publications on stereo vision focus on the achievement of real-time performance

through hardware implementations. As discussed in Chapter 2, reprogrammable hardware
such as FPGAs are able to meet many of the constraints of resource limited systems while still
providing significant computational power. A hardware design of the Profile Shape Matching
algorithm was produced to show its feasibility for such platforms, (e.g. Helio-copter [52]).
This design was synthesized for the Xilinx Virtex 4 FX60 FPGA used on the Helio-copter
platform.
Figure 6.4 shows a top level block diagram of the Profile Shape Matching algorithm.
The algorithm was partitioned into three main steps: a Gaussian Blur step, the actual Profile
Shape Matching step, and a vertical smoothing step, with a finite state machine (FSM) to
handle the flow of data through these blocks. The design was intended to be an inline
processing design where the pixel data is processed in a pipelined manner. This allows the
output disparity data to be available at the same clock rate as the input pixel data coming
out of the camera with the delay of a fixed latency. At the outset of the design process,
the goal was to use only as much parallelization as was necessary to maintain this inline
processing characteristic. Although more parallelization would allow for faster frame rates,
as has been mentioned, the goal was to provide a design suitable for low-resource systems.
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Figure 6.4: Profile Shape Matching top-level hardware block diagram.

This resulted in efforts to reduce the required FPGA resources as much as possible while
still maintaining real-time performance of 30fps. The step of the design was verified to allow
the system to run at a clock frequency of 50 MHz, which allows images of up to 640 by 480
pixels to be processed.
6.3.1

Gaussian Blur Block
The only modification made to the original algorithm to reduce resources and process-

ing latency was to reduce the Gaussian Blur from two dimensions to just one. In the software
version, the Gaussian Blur was already separated and implemented in two 1D passes, but
this modification removes the second pass. This reduced the amount of buffers required to
store eleven rows of the image for a vertical pass to just eleven registers for the horizontal
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pass. It also reduces the latency from eleven times the width of the image to just eleven pixel
clock cycles total. This modification has minimal negative effects on the algorithm due to
the 1D single row processing nature of the Profile Shape Matching algorithm. The amount
of hardware saved through this modification is actually double that mentioned because a
Gaussian Blur block is instantiated for each of the left and right images. The Gaussian Blur
block uses eleven built-in multipliers on the FPGA, which are then summed to obtain the
result. These calculations are performed in two clocks cycles. These two cycles plus those
required to receive five pixels of image data for the left half of the Gaussian kernel, contribute
12 clock cycles of latency. This block includes a counter that accounts for this latency and
outputs the correct column index of the data being output.
6.3.2

Profile Shape Matching Block
After Gaussian blurring the pixel data, it is then available for the Profile Shape

Matching block. Figure 6.5 shows the individual elements of this block. The incoming pixel
data for the left and right image is written into the Row Buffer using the column address
from the Gaussan Blur block. The Row Buffer has two write ports so that the left and
right Gaussian blurred image data can be written simultaneously, and six read ports so
each of the three Row Processing Elements (RPEs) can read both left and right image data
simultaneously as well. This does not actually require implementation of a single RAM with
so many ports because the writing of data from the Gaussian and the reading of data by
each of the RPEs are all happening on separate image rows of data at any given moment.
At the same time that the left image data is being read into the Row Buffer, it is also
clocked into three registers that are used to find max points, or shape vertices (Block A in
Figure 6.5). Another three registers and a subtracter are used to store the address of the
vertices and calculate the distance to the previous vertex (Block B). When a vertex is found,
its address and the distance from the previous vertex are concatenated and enqueued as one
value into the Shift Sort block. The Shift Sort block, which will be described in more detail
in the Section 6.3.2, sorts the values based on the distance between vertices. As discussed in
Section 5.1, the distance between vertices correlates to the prominence of a shape, allowing
the most prominent shapes to be matched and grown first.
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Figure 6.5: Profile Shape Matching hardware block diagram

At the beginning of each row a value of all ones is enqueued into the Shift Sort block
to separate the sorted data of one row from the next. While the data for the new row are
being sorted, the data from the previous row are enqueued into a FIFO in one of the three
RPEs. The FSM controls which of the three RPEs are active at any given time. The RPE
does not read the data of a given row until it has been completely written into the Row
Buffer. When a row has been completely written, the FSM enables the next available RPE
to start processing the sorted vertices, and also increments the write row address in the
Row Buffer. Due to this structure, each row in the Row Buffer can be implemented with a
separate BRAM in the FPGA.
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Row Processing Element
The Row Processing Element (RPE) is where the majority of the algorithm is implemented. Figure 6.6 shows the details of this block. Once all the vertex indices have been
found and sorted for a given image row, the master FSM enables the next available RPE.
The enabled RPE enqueues just the index portion of the sorted vertex data into its own
Vertex Indices FIFO (Block A in Figure 6.6). Each RPE then has its own internal FSM
(Block B) that controls the left (Block C) and right (Block D) column read addresses that
access the Row Buffer. These addresses start at the same value, and the right address (Block

Figure 6.6: Row Processing Element (RPE) hardware block diagram

D) is decremented on each clock cycle until a vertex is detected (Block E). The FSM then
decrements both left and right addresses until the difference of gradients (Block F) is above
the first threshold (Block G). The left address is temporarily stored in a register as the left
index of the shape (Block H). The addresses (Block C and D) are then reset and incremented,
growing to the right now, on each clock cycle until the difference of the gradients is above
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the first threshold also. The stored left address and right address are then subtracted to find
how much of the shapes match and allowing the Max Match Size registers (Block I) to be
updated accordingly. By the end of the process, the Max Match Size registers (Block I) will
have the starting and ending addresses of the shapes that have the largest matching area.
After comparing the first right image vertex, the FSM then resets both addresses (Blocks
C and D) and decrements the right read address until the next vertex is found, at which
point the process is repeated. This continues until all vertices within the disparity range
have been compared to the current vertex in the left image row and the best match is in the
Max Match Size registers.
Using the addresses stored in the Max Match Size registers, the disparity between
the address of the left image vertex and the best matching right image vertex is found. This
value (6 bits) is then concatenated with the left image vertex address (10 bits) and the
starting (10 bits) and ending (10 bits) addresses of the matching shape region (Block H) and
enqueued in the 36-bit Matched Vertices FIFO. This is the maximum word size of which the
built-in FIFOs on the Virtex 4 FPGAs are capable. This matching process is repeated for
each of the vertices in the Vertex Indices FIFO. Once matches have been found for each of
the vertices, then the FSM increments to the next threshold value and grows the shapes in
the Matched Vertices FIFO. As each shape is grown, the FSM (Block B) sends an enable
signal along with the disparity value and address of each pixel to the buffers in the Vertical
Smoothing block. The FSM also uses the starting and ending addresses of each shape to set
the read address of the disparity buffers in the Vertical Smoothing block to indicate when a
pixel has been assigned a disparity. While the current shape is being grown, as soon as the
thresholds are met in both directions, the entry is dequeued and enqueued again into the
FIFO, and the next shape is then grown. When any given shape in the Matched Vertices
FIFO cannot be grown any more it is permanently dequeued from the FIFO. The FSM
continues this process until the FIFO is empty, at which point it sends a done signal to the
master FSM, and is ready to process a new row.
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Shift Sort Block
Figure 6.7 shows the details of the Shift Sort block used by each RPE. This design
consists of essentially two loadable shift registers, referred to as the main shift register and
the pass shift register. The main shift register is the top row of registers in Figure 6.7 and
the pass shift register is the bottom row. Conceptually, the new value to be enqueued can
either be added to the first (leftmost registers in Figure 6.7) main register or pass register.
The registers are all initialized to ones, or the maximum unsigned value, and the new value
is enqueued into the first main register only if it is less than the current first value in the
main register. When this is the case, the control logic causes the pass register to “freeze”
or maintain its current state, while the main registers all shift to the right. On all clock
cycles where a new value is not being enqueued, the pass shift register values at each stage
are compared to the value in the main shift register of the following stage. If the pass
register value is less, then it needs to be inserted at the current location in the main register,
otherwise it will be shifted to the right in the pass shift register, so it can be compared at
the next stage. If a value needs to be loaded into a given stage of the main shift register, all
greater values (those to the right of the current stage in Figure 6.7) are shifted up, and the
value in the pass shift register is loaded into the main register. If more than one value in

Figure 6.7: Shift Sort hardware block diagram
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the pass shift register is at the appropriate stage to be inserted into the main shift register,
only the greater one is inserted, while the lower stages of the main and pass shift registers
are disabled.
6.3.3

Vertical Smoothing Block
The Vertical Smoothing block, shown in Figure 6.8, implements the histogram vertical

smoothing method described in Section 5.1. Eleven BRAMs are used to implement the row
buffers where disparity data from the Profile Shape Matching block is written. The main
FSM controls the read column address after eleven rows have been processed by the RPEs. As
Figure 6.8 shows, there are eleven registers for each disparity value in the disparity range and
the eleven disparity values are used to determine whether or not to set the corresponding
bit for each disparity value. Each of these eleven bits are summed to give the total bin
count for each disparity value. Each bin count is then passed through a tree structure of
comparators to determine the bin with the maximum value which determines the smoothed

Figure 6.8: Vertical Smoothing hardware block diagram
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disparity value. This tree contains n − 1 comparators, where n is the size of the disparity
range, which for this design has been limited to 64, based on the Middlebury datasets Teddy
and Cones. This tree structure helps maintain the latency of this block to three clock cycles.
6.4

Hardware Timing Analysis
The design met timing constraints for a minimum clock period of 19.797ns, allowing

a clock frequency of 50 MHz. Given this system clock frequency, a common value of half
that was assumed for the pixel clock frequency in determining the latency of the system.
The first block, containing hardware for the Gaussian Blur, has a latency of twelve clock
cycles. There are two for the multiplication and addition of the Gaussian kernel and an
additional ten cycles to receive the five pixels for the first half of the kernel. The max point
registers at the beginning of the Profile Shape Matching phase add three more cycles before
enqueueing data into the Shift Sort block. The latency of the Shift Sort block depends on
the image content. The worst case would be an image row where every other pixel is a
max point and the second to last max point found in a row is the most prominent shape,
which would result in added latency of

IM AGE W IDT H
2

clock cycles. The best case would

be as follows: given the set of unsorted max points xun (i) ∈ Xun each located at index
i, and the set of sorted max points that are less prominent than the unsorted max points
xso (j) ∈ Xso , s.t. ∀j : xso (j) < xun (i), if |Xso | < 2 × (IM AGE W IDT H − i) then there is
no added latency. In other words, when all the max points have been sorted by the time
the last pixels of a row are read into the block, there is no added latency. The average case
is much closer to the best case than the worst because the average number of max points
per row is about 30 for the Teddy and Cones images and few of them are closer than 15
pixels to the end of the row. Once the vertices have been sorted, they are matched, the
latency of which is determined by the number of vertices found in the right image within the
disparity range of the left image vertex. For the Teddy and Cones images that have a larger
disparity range, there is an average of 4 vertices that are processed. Extra clock cycles are
needed to repeatedly compare the vertex from the left image with each of these vertices, but
a low initial threshold keeps this in the tens of cycles. To grow each shape until all pixels
in the row are included in a shape requires IM AGE W IDT H clock cycles, which must be
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Table 6.2: FPGA logic utilized by the Profile Shape Matching hardware design capable of
processing images as large as the Teddy and Cones images (450x375 60 disp)
on a Xilinx Virtex 4 FX60.

Logic
Total Number Slice Registers
Number of 4 input LUTs
Number of RAMB 16s
Number of DSP 48s

Used
6,314
9,637
30
20

Available Utilization
50,560
12.5%
50,560
19%
232
13%
128
16%

added to cycles used to compare the vertices that ended up not being matches, to get a
total latency for the RPE block. The last step, like the Profile Shape Matching phase, also
has considerable latency due to the need to buffer five of the eleven rows before producing
a disparity value. Together with the histogram addition and comparator operations, this
creates a latency of 10 × IM AGE W IDT H + 3 clock cycles. Even in the extreme cases,
it is unlikely that the total latency would exceed 22 × IM AGE W IDT H clock cycles, but
even for small images like Tsukuba thirty rows is less than a tenth of the image size, which
should be an acceptable latency for most applications.

Figure 6.9: Approximate FPGA resource usage breakdown by block for the Profile Shape
Matching hardware design.
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6.4.1

FPGA Resource Utilization
As seen in Table 6.2, the Profile Shape Matching Hardware design uses less than a

fifth of the resources on a Virtex 4 FX60 FPGA. The distribution of resources among the
various blocks of the design are shown in Figure 6.9. The Vertical Smoothing block with its
comparator tree and histogram summing arrays, and the Shift Sort block with its large shift
registers account for the bulk of the resource usage.
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Chapter 7
Conclusion
The need was presented for fast, simple, yet robust stereo vision algorithms that
can provide dense disparity maps without requiring physically large, high power processing
hardware. Examples of resource limited applications were given. A review of available stereo
vision algorithms was also given, categorizing them according to their suitability for real-time
implementation on resource limited platforms. Questions of what options exist in real-time
algorithms for resource limited systems have been addressed.
The Tiny-GA Spline algorithm was described and its performance on unrectified
stereo images was presented. This quick, robust algorithm lends itself to being implemented
in small, low-power, reconfigurable hardware, taking advantage of the parallelism inherent
there. Although the resulting disparity maps are not as accurate as some algorithms, the
algorithm’s simplicity and speed performance give it an advantage over other methods while
providing results of sufficient quality for the targeted applications. This algorithm is likely
to achieve real-time performance when implemented on small, low-power hardware, making
it a prime candidate for stereo vision applications such as micro unmanned ground and aerial
vehicles, as well as other potential applications such as visual-aiding devices.
The simple intensity Profile Shape Matching stereo vision algorithm is valuable for
low-resource systems that require 3D information, providing fairly accurate, smooth, dense
disparity maps. Computational complexity results have been given to show that this is an
efficient dense disparity stereo vision algorithm when compared to other algorithms capable
of running on a standard microprocessor. Results are given to show the robustness of the
proposed algorithm under some image challenges; for example, basic image sensors, such
as those found in web cameras, commonly produce differences of brightness between stereo
images. Results were also given to show the negative effects of these types of differences on
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algorithms based on SAD and SSD cost functions. Computational analysis aids in hardwareindependent performance comparisons. Although the accuracy of results for the Tsukuba,
Cones, Teddy, and Venus image pairs are lower than top-rated algorithms as scored by Middlebury Stereo Evaluation, they are sufficient for certain tasks that require three-dimensional
information. A human pose classification is performed as an example of such an application. Future work will focus on demonstrating that this level of accuracy is also sufficient
for real-time tasks such as obstacle avoidance for micro unmanned aerial vehicles and other
computational resource limited platforms.
Discussion was given of the tradeoff in accuracy that is made in various cases to
achieve real-time performance, including a specific example of an accurate algorithm that
was modified to increase runtime performance. These efforts resulted in an 8X speedup,
but they also illustrated the difficulty in achieving the same efficiency as the Profile Shape
Matching algorithm.
In most circumstances, determining an acceptable tradeoff between speed and accuracy is dependent upon the target application. Various applications require different refresh
rates, image size, and sensor accuracy [2–4]. An attempt has been made to include all
available data for the current state of stereo vision so that the different criteria for a wide
range of applications can be evaluated. Several algorithms have been presented that can
obtain useful disparity results and achieve real-time performance, even when implemented
on resource limited systems.
A hardware design of the Profile Shape Matching algorithm was presented. Hardware
resource usage was presented for the targeted Helios platform that uses the Xilinx Virtex
4 FX60 FPGA. Less than one fifth of the resources on this FGPA were used. A Census
transform-based stereo vision FPGA implementation by Jin et al. uses more than 10X as
many logic resources. These observations show that the Profile Shape Matching algorithm
is an efficient stereo vision algorithm for both software and hardware implementations.
Although the Profile Shape Matching algorithm offers real-time stereo vision on resource limited systems, future work will include research to make it more efficient through
increased accuracy while maintaining similar runtime performance. This will include considerations such as using color gradients instead of grayscale for matching shapes, and/or
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adding techniques to better handle disparity discontinuities. In a broader scope than these
few improvements, the author hopes that this work will be a valuable resource for reference, but more importantly, that it will act as an impetus for researchers to develop better
real-time stereo vision algorithms suitable for resource limited systems.
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vision: Making more out of dynamic programming,” in Computer Analysis of Images
and Patterns, ser. Lecture Notes in Computer Science, vol. 5702. Springer Berlin /
Heidelberg, 2009, pp. 1096–1103. 14

99

[155] O. Stankiewicz and K. Wegner, “Depth map estimation software version 2,” ISO/IEC
MPEG meeting M15338, Tech. Rep., 2008. 14
[156] ——, “Depth map estimation software version 3,” ISO/IEC MPEG meeting M15540,
Tech. Rep., 2009. 14
[157] L. D. Stefano, M. Marchionni, and S. Mattoccia, “A fast area-based stereo matching
algorithm,” Image and Vision Computing, vol. 22, no. 12, pp. 983–1005, 2004. 14
[158] C. Strecha, R. Fransens, and L. V. Gool, “Combined depth and outlier estimation in
multi-view stereo,” in Computer Vision and Pattern Recognition, 2006 IEEE Computer
Society Conference on, vol. 2, 2006, pp. 2394–2401. 14
[159] J. Sun, Y. Li, S. Kang, and H. Shum, “Symmetric stereo matching for occlusion handling,” in Computer Vision and Pattern Recognition, 2005. CVPR 2005. IEEE Computer Society Conference on, vol. 2, 2005, pp. 399–406 vol. 2. 14
[160] C. Sun, “Fast stereo matching using rectangular subregioning and 3D maximumsurface techniques,” International Journal of Computer Vision, vol. 47, pp. 99–117,
2002, 10.1023/A:1014585622703. 14
[161] Y. Taguchi, B. Wilburn, and C. Zitnick, “Stereo reconstruction with mixed pixels
using adaptive over-segmentation,” in Computer Vision and Pattern Recognition, 2008.
CVPR 2008. IEEE Conference on, 2008, pp. 1–8. 14
[162] B. J. Tippetts, D. Lee, J. K. Archibald, and K. D. Lillywhite, “Dense disparity realtime stereo vision algorithm for resource-limited systems,” IEEE Transactions on Circuits and Systems for Video Technology, vol. 21, no. 10, pp. 1547–1555, October 2011.
14
[163] F. Tombari, S. Mattoccia, L. D. Stefano, and E. Addimanda, “Near real-time stereo
based on effective cost aggregation,” in Pattern Recognition, 2008. ICPR 2008. 19th
International Conference on, 2008, pp. 1–4. 14
[164] F. Tombari, S. Mattoccia, and L. D. Stefano, “Segmentation-based adaptive support
for accurate stereo correspondence,” in Proceedings of the 2nd Pacific Rim conference on Advances in image and video technology, ser. PSIVT’07. Berlin, Heidelberg:
Springer-Verlag, 2007, pp. 427–438. 14
[165] H. Trinh and D. McAllester, “Unsupervised learning of stereo vision with monocular
cues,” in British Machine Vision Conference, 2009. 14
[166] W. van der Mark and D. M. Gavrila, “Real-time dense stereo for intelligent vehicles,”
IEEE Transactions on Intelligent Transportation Systems, vol. 7, no. 1, pp. 38–50,
2006. 14, 15
[167] M. Vanetti, I. Gallo, and E. Binaghi, “Dense two-frame stereo correspondence by selforganizing neural network,” in Proceedings of the 15th International Conference on
Image Analysis and Processing, ser. ICIAP ’09. Berlin, Heidelberg: Springer-Verlag,
2009, pp. 1035–1042, aCM ID: 1618209. 15
100

[168] O. Veksler, “Stereo correspondence by dynamic programming on a tree,” in Computer
Vision and Pattern Recognition, 2005. CVPR 2005. IEEE Computer Society Conference on, vol. 2, 2005, pp. 384–390 vol. 2. 15
[169] Y. V. Venkatesh, S. K. Raja, and A. J. Kumar, “On the application of a modified selforganizing neural network to estimate stereo disparity,” IEEE Transactions on Image
Processing, vol. 16, no. 11, pp. 2822–2829, 2007. 15
[170] O. Veksler, “Fast variable window for stereo correspondence using integral images,” in
Proc. IEEE Computer Society Conf. Computer Vision and Pattern Recognition, vol. 1,
2003. 15
[171] L. Wang, M. Liao, M. Gong, R. Yang, and D. Nister, “High-quality real-time stereo
using adaptive cost aggregation and dynamic programming,” in Proceedings of the
Third International Symposium on 3D Data Processing, Visualization, and Transmission (3DPVT’06), ser. 3DPVT ’06. Washington, DC, USA: IEEE Computer Society,
2006, pp. 798–805, aCM ID: 1249375. 15
[172] Z. Wang and Z. Zheng, “A region based stereo matching algorithm using cooperative
optimization,” Computer Vision and Pattern Recognition, IEEE Computer Society
Conference on, vol. 0, pp. 1–8, 2008. 15
[173] L. Wang and R. Yang, “Global stereo matching leveraged by sparse ground control
points,” in IEEE Computer Vision and Pattern Recognition (CVPR), 2011. 15
[174] W. Yu, T. Chen, F. Franchetti, and J. Hoe, “High performance stereo vision designed
for massively data parallel platforms,” Circuits and Systems for Video Technology,
IEEE Transactions on, vol. 20, no. 11, pp. 1509–1519, 2010. 15
[175] J. Woodfill and B. Von Herzen, “Real-time stereo vision on the PARTS reconfigurable
computer,” in Proc. 5th Annual IEEE Symp FPGAs for Custom Computing Machines,
1997, pp. 201–210. 15
[176] J. I. Woodfill, G. Gordon, D. Jurasek, T. Brown, and R. Buck, “The Tyzx DeepSea G2
vision system, a taskable, embedded stereo camera,” in Proc. Conf. Computer Vision
and Pattern Recognition Workshop CVPRW ’06, 2006. 15
[177] O. Woodford, P. Torr, I. Reid, and A. Fitzgibbon, “Global stereo reconstruction under
second-order smoothness priors,” IEEE Transactions on Pattern Analysis and Machine
Intelligence, vol. 31, no. 12, pp. 2115–2128, 2009. 15
[178] L. Xu and J. Jia, “Stereo matching: An outlier confidence approach,” in Computer
Vision - ECCV 2008, ser. Lecture Notes in Computer Science, vol. 5305. Springer
Berlin / Heidelberg, 2008, pp. 775–787. 15
[179] Y. Xu, D. Wang, T. Feng, and H. Shum, “Stereo computation using radial adaptive
windows,” in Proc. 16th Int Pattern Recognition Conf, vol. 3, 2002, pp. 595–598. 15

101

[180] Q. Yang, C. Engels, and A. Akbarzadeh, “Near real-time stereo for weakly-textured
scenes,” in British Machine Vision Conference, 2008. 15
[181] Q. Yang, L. Wang, R. Yang, S. Wang, M. Liao, and D. Nister, “Real-time global
stereo matching using hierarchical belief propagation,” in The British Machine Vision
Conference, 2006, pp. 989–998. 15
[182] Q. Yang, R. Yang, J. Davis, and D. Nister, “Spatial-depth super resolution for range
images,” in Computer Vision and Pattern Recognition, 2007. CVPR ’07. IEEE Conference on, 2007, pp. 1–8. 15
[183] Q. Yang, L. Wang, R. Yang, H. Stewenius, and D. Nister, “Stereo matching with colorweighted correlation, hierarchical belief propagation, and occlusion handling,” Pattern
Analysis and Machine Intelligence, IEEE Transactions on, vol. 31, no. 3, pp. 492–504,
2009. 15
[184] R. Yang and M. Pollefeys, “Multi-resolution real-time stereo on commodity graphics hardware,” in Proc. IEEE Computer Society Conf. Computer Vision and Pattern
Recognition, vol. 1, 2003. 15
[185] R. Yang, M. Pollefeys, and S. Li, “Improved real-time stereo on commodity graphics hardware,” in Proc. Conf. Computer Vision and Pattern Recognition Workshop
CVPRW ’04, 2004. 15
[186] Q. Yang, L. Wang, and N. Ahuja, “A constant-space belief propagation algorithm
for stereo matching,” in Proc. IEEE Conf. Computer Vision and Pattern Recognition
(CVPR), 2010, pp. 1458–1465. 15
[187] K. Yoon and I. Kweon, “Adaptive support-weight approach for correspondence search,”
Pattern Analysis and Machine Intelligence, IEEE Transactions on, vol. 28, no. 4, pp.
650–656, 2006. 15
[188] ——, “Stereo matching with the distinctive similarity measure,” in Computer Vision,
2007. ICCV 2007. IEEE 11th International Conference on, 2007, pp. 1–7. 15
[189] ——, “Locally adaptive support-weight approach for visual correspondence search,” in
In Computer Vision and Pattern Recognition, 2005, pp. 924–931. 15
[190] S. Yoon, S. Park, S. Kang, and Y. K. Kwak, “Fast correlation-based stereo matching
with the reduction of systematic errors,” Pattern Recognition Letters, vol. 26, no. 14,
pp. 2221 – 2231, 2005. 15
[191] T. Yu, R. Lin, B. Super, and B. Tang, “Efficient message representations for belief
propagation,” in Computer Vision, IEEE International Conference on, vol. 0. Los
Alamitos, CA, USA: IEEE Computer Society, 2007, pp. 1–8. 15
[192] K. Zhang, J. Lu, and G. Lafruit, “Cross-based local stereo matching using orthogonal
integral images,” Circuits and Systems for Video Technology, IEEE Transactions on,
vol. 19, no. 7, pp. 1073–1079, 2009. 15
102

[193] K. Zhang, J. Lu, G. Lafruit, R. Lauwereins, and L. V. Gool, “Real-time accurate
stereo with bitwise fast voting on CUDA,” in Computer Vision Workshops (ICCV
Workshops), 2009 IEEE 12th International Conference on, 2009, pp. 794–800. 15
[194] L. Zhang, K. Zhang, T. S. Chang, G. Lafruit, G. K. Kuzmanov, and D. Verkest,
“Real-time high-definition stereo matching on FPGA,” in Proceedings of the 19th
ACM/SIGDA international symposium on Field programmable gate arrays, ser. FPGA
’11. New York, NY, USA: ACM, 2011, pp. 55–64. 15
[195] Y. Zhao and G. Taubin, “Real-time stereo on GPGPU using progressive multiresolution adaptive windows,” Image and Vision Computing, vol. 29, no. 6, pp. 420 –
432, 2011. 15, 28, 29
[196] C. Zinner and M. Humenberger, “Distributed real-time stereo matching on smart
cameras,” in Proceedings of the Fourth ACM/IEEE International Conference on Distributed Smart Cameras, ser. ICDSC ’10. New York, NY, USA: ACM, 2010, pp.
182–189. 15
[197] C. L. Zitnick, S. B. Kang, M. Uyttendaele, S. Winder, and R. Szeliski, “High-quality
video view interpolation using a layered representation,” in ACM Transactions on
Graphics (TOG), ser. SIGGRAPH ’04. New York, NY, USA: ACM, 2004, pp. 600–
608, aCM ID: 1015766. 15
[198] C. L. Zitnick and T. Kanade, “A cooperative algorithm for stereo matching and occlusion detection,” IEEE Transactions on Pattern Analysis and Machine Intelligence,
vol. 22, no. 7, pp. 675–684, 2000. 15
[199] PassMark Software, “CPU benchmarks.” [Online]. Available:
cpubenchmark.net/cpu list.php 17

http://www.

[200] R. Szeliski and R. Zabih, “An experimental comparison of stereo algorithms,” Vision
Algorithms: Theory and Practice, pp. 1–19, 2000. 21
[201] J. Kim, M. Hwangbo, and T. Kanade, “Parallel algorithms to a parallel hardware:
Designing vision algorithms for a GPU,” in Workshop on Embedded Computer Vision
(ECV), 2009 (held in conjunction with ICCV)., October 2009. 27
[202] M. G. Samarawickrama, “Performance evaluation of vision algorithms on FPGA,”
Master’s thesis, University of Moratuwa, Sri Lanka, 2010. 31
[203] OpenCV
Library.
[Online].
Available:
http://opencv.willowgarage.com/
documentation/cpp/camera calibration and 3d reconstruction.html 34, 39
[204] IST Austria, “Maxflow.” [Online]. Available: http://pub.ist.ac.at/∼vnk/software.html
39
[205] V. Vineet and P. J. Narayanan, “CUDA cuts: Fast graph cuts on the GPU,” in Proc.
IEEE Computer Society Conf. Computer Vision and Pattern Recognition Workshops
CVPRW ’08, 2008, pp. 1–8. 39
103

[206] Center for Visual Information Technology, “CUDA Cuts.” [Online]. Available:
http://cvit.iiit.ac.in/index.php?page=resources 39
[207] P. Zhan, D. Lee, and R. Beard, “Solving correspondence problems with 1D signal
matching,” in Proc. SPIE Intelligent Robots and Computer Vision XXII, vol. 5608.
SPIE, November 2004, p. 207. 41
[208] R. Szeliski and J. Coughlan, “Hierarchical spline-based image registration,” in Proc.
CVPR ’94. IEEE Computer Society Conference on Computer Vision and Pattern
Recognition, 1994, pp. 194–201. 41, 44
[209] M. Koppen, K. Franke, and R. Vicente-Garcia, “Tiny GAs for image processing applications,” IEEE Computational Intelligence Magazine, vol. 1, no. 2, pp. 17–26, 2006.
41
[210] B. K. Horn and B. G. Schunck, “Determining optical flow,” Artificial Intelligence,
vol. 17, pp. 185–203, 1981. 43
[211] A. Chipperfield, P. Fleming, H. Pohlheim, and C. Fonseca. (1995, Jan) The MATLAB
genetic algorithm toolbox v1.2 user’s guide. University of Sheffield. [Online]. Available:
http://www.sheffield.ac.uk/acse/research/ecrg/gat.html 45
[212] L. Wang, W. Hu, and T. Tan, “Recent developments in human motion analysis,”
Pattern Recognition, vol. 36, no. 3, pp. 585 – 601, 2003. 56
[213] P. Turaga, R. Chellappa, V. S. Subrahmanian, and O. Udrea, “Machine recognition of
human activities: A survey,” IEEE Transactions on Circuits and Systems for Video
Technology, vol. 18, no. 11, pp. 1473–1488, 2008. 56
[214] R. Y. Da Xu and M. Kemp, “Multiple curvature based approach to human upper
body parts detection with connected ellipse model fine-tuning,” in Proc. 16th IEEE
Int Image Processing (ICIP) Conf, 2009, pp. 2577–2580. 56
[215] L. Breiman, J. H. Friedman, R. Olshen, and C. J. Stone, Classification and Regression
Trees. Belmont, California: Wadsworth, 1984. 58

104

