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ABSTRACT
Enabling Successful Human-Robot Interaction Through Human-Human Co-Manipulation
Analysis, Soft Robot Modeling, and Reliable Model Evolutionary
Gain-Based Predictive Control (MEGa-PC)
Spencer W. Jensen
Department of Mechanical Engineering, BYU
Master of Science
Soft robots are inherently safer than traditional robots due to their compliance and high
power density ratio resulting in lower accidental impact forces. Thus they are a natural option for
human-robot interaction. This thesis specifically looked at human-robot co-manipulation which
is defined as a human and a robot working together to move an object too large or awkward to
be safely maneuvered by a single agent. To better understand how humans communicate while
co-manipulating an object, this work looked at haptic interaction of human-human dyadic comanipulation trials and studied some of the trends found in that interaction. These trends point to
ways robots can effectively work with human partners in the future.
Before successful human-robot co-manipulation with large-scale soft robots can be achieved,
low-level joint angle control is needed. Low-level model predictive control of soft robot joints requires a sufficiently accurate model of the system. This thesis introduces a recursive Newton-Euler
method for deriving the dynamics that is sufficiently accurate and accounts for flexible joints in an
intuitive way. This model has been shown to be accurate to a median absolute error of 3.15 degrees
for a three-link three-joint six degree of freedom soft robot arm.
Once a sufficiently accurate model was developed, a gain-based evolutionary model predictive control (MPC) technique was formulated based on a previous evolutionary MPC technique.
This new method is referred to as model evolutionary gain-based predictive control or MEGa-PC.
This control law is compared to nonlinear evolutionary model predictive control (NEMPC). The
new technique allows intentionally decreasing the control frequency to 10 Hz while maintaining
control of the system. This is proven to help MPC solve more difficult problems by having the
ability to extend the control horizon. This new controller is also demonstrated to work well on a
three-joint three-link soft robot arm. Although complete physical human-robot co-manipulation is
outside the scope of this thesis, this thesis covers three main building blocks for physical human
and soft robot co-manipulation: human-human haptic communication, soft robot modeling, and
model evolutionary gain-based predictive control.

Keywords: model predictive control, physical human-robot interaction, multi-agent control, soft
robot modeling
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CHAPTER 1.

1.1

INTRODUCTION

Problem Background and Motivation
From their conception, robots have been envisioned working side-by-side with humans.

The field of study where humans and robots physically interact is designated as physical humanrobot interaction (pHRI) and has many applications. One of the straight-forward applications for
physical Human-Robot Interaction (pHRI) is in dangerous search and rescue scenarios where a
robot could help carry one side of a stretcher or help remove rubble, thus multiplying the effect
of search and rescue teams. Advancements in pHRI could also help relieve the physical strain
required from factory workers or even help complete common household tasks which would enable
more independence for the disabled and elderly.
One of the common and straight-forward pathways for pHRI co-manipulation (multiple
agents moving an object together) is to use high-rate feedback control with extremely precise
sensors. This approach has a significant drawback, which is that the safety of the human or humans
interacting with the robot is dependent on the sensors working reliably. If one sensor fails, this
scenario could have catastrophic outcomes. Soft robots are a natural alternative to precise feedback
control of traditional rigid robots for interaction with humans because of their inherent compliance
and thus safety over traditional robots. Soft robots also have higher power density than traditional
robots which may enable them to complete tasks such as search and rescue operations. However,
soft robots have not seen widespread use in pHRI because the same compliance of soft robots that
makes them excellent candidates for human interaction also makes them difficult to model and
control.
One option for solving this problem is to use model predictive control (MPC). This control
method relies on a model of the system to generate optimal inputs. Because this control method relies on evaluating a model and solving a complex optimization at every time step, it is traditionally
used in chemical processes where the system response is on the order of minutes or longer. MPC
1

has recently seen renewed interest in the field of robotics, where system response times are on the
order of seconds to milliseconds, because of accelerated computing hardware like the graphics processing unit (GPU) and deep neural networks (DNN) which have enabled rapid parallelized model
evaluation. A new gain-based MPC method is shown in this thesis which extends the method
presented by Hyatt and Killpack in [1].
Although model predictive control (MPC) is widely known to be robust to model uncertainties, high performance of the controller requires the model to accurately predict the motion of
the physical robot hardware. Previous models such as the one used in [1] have neglected accurate
inertial effects because of the difficulty of accurately describing the inertia of flexible bodies. A
possible fix was proposed by Hyatt et al. in [2], where they used an Euler-Lagrange approach to
find the analytical equations of motion for a single flexible joint. This approach, although novel,
became too complex to generate the symbolic equations of motion on a standard desktop computer
for a three-joint, three-link, six-DoF robot arm. This thesis presents a tractable method for deriving
equations of motion with accurate inertial effects for the number of continuum joints we expect to
use in our human-robot tests and future applications using the recursive Newton-Euler method.
In parallel to the effort for better soft robot models to enable optimal physical human-robot
interaction (pHRI) for co-manipulation, there is also a need to better understand how humans interact with other agents during a co-manipulation task. A study done by Mielke et al. [3], investigated
physical human-human interaction (pHHI) in order to understand how humans interacted with each
other. This data was further analyzed in this thesis to better understand haptic trends in pHHI that
may extend to pHRI.
There are three main topics of this thesis that are intended to lay an important foundation
for effective pHRI with soft robots: analysis of physical human-human co-manipulation for application to human-robot co-manipulation (Chapter 2), soft robot dynamic modeling (Chapter 3), and
high-performing reliable model predictive control of soft robots (Chapter 4). Because the three
topics are sufficiently different from each other in terms of detailed background and related work,
each chapter in this thesis contains its own specific background and related work section.

1.2

Contributions
The three main contributions of this thesis are:
2

1. An investigation into haptic trends in physical human-human interaction (pHHI) that we
expect to enable successful physical human-robot interaction (pHRI).
2. The development of a real-time, intuitive, and tractable model for serial soft robot arms
consisting of continuum joints and rigid links which accurately represents rotational inertial
effects.
3. The creation of a high-performing model-based joint angle controller that can enable future
safe human-robot interaction.
Although these are the main contributions of this thesis work it should be noted that each
of these main contributions include specific and/or non-obvious contributions such as:
1. Investigation into Human-human interaction:
• Exposing gaps in previous physical human-human co-manipulation experiments.
• Cleaning, rigorously checking, and disseminating physical human-human co-manipulation
data in a concise and usable manner.
• Discovering key metrics for future human-human and human-robot co-manipulation
such as the importance of interaction torque over interaction force in determining the
synchrony of a dyad.
• Establishing a baseline of physical human-human interaction for comparison to physical human-robot interaction during co-manipulation.
• Evaluating physical human-robot co-manipulation based on human-human studies.
• Exploring the Pareto front for the relationship between velocity and completion time
for a co-manipulation task.
2. Soft robot modeling:
• Creating a functional simulation of our specific soft robot arm which mimics the behavior of our physical soft robot arm. This gives the user the ability to:
(a) visualize unintuitive joint angles.
3

(b) visually detect collisions or dangerous joint angles.
(c) simulate the communication protocols between the physical robot hardware and
the control scripts.
3. Gain-Based Model Predictive Control for Soft Robots:
• Migrating and updating machine learning training scripts into a functional Robot Operating System (ROS) package.
• Investigating the performance of recurrent neural network architectures when learning
a dynamic model of the soft robot.
• Accelerating the performance of NEMPC by rewriting the code to use the GPU for
model and cost evaluation.
• Investigating the importance of hyperparameters and algorithm variations in the evolutionary optimization.

1.3

Thesis Outline
The body of this thesis consists of three main chapters that each contain a paper either pre-

viously published or in submission. Chapter 2 contains a journal paper published in Frontiers in
Neurorobotics entitled “Trends in Haptic Communication of Human-Human Dyads: Towards Natural Human-Robot Co-manipulation” [4]. This chapter outlines several trends found in physical
human-human interaction (pHHI) that we expect to extend towards physical human-robot interaction (pHRI) for co-manipulation.
Chapter 3 is a published conference paper entitled “Tractable and Intuitive Dynamic Model
for Soft Robots via the Recursive Newton-Euler Algorithm” [5]. This paper was presented at
the IEEE international conference on soft robotics (RoboSoft) 2022 in Edinburgh, Scotland. This
chapter details the method of deriving the equations of motion for a serial soft robot arm consisting
of flexible and rigid segments. It is based on the recursive Newton-Euler algorithm, but includes
specific changes when applied to flexible bodies. It is presented as an intuitive introduction to
modeling soft robots for those coming from traditional rigid robotics.

4

Chapter 4 is a paper entitled “Gain-Based Evolutionary Model Predictive Control.” This
paper will be submitted for review to a journal publication. This paper details a control method
that we expect to be the basis for optimal human and soft robot co-manipulation. This control
method can be run at much lower control rates because the optimization returns gains instead of
direct inputs. This enables the solution of more complex problems. The gains produced by the
optimization can also be checked to ensure stability. In addition the previous benefits, this method
enables the robot to maintain task execution even if the optimization method fails.
This thesis concludes with Chapter 5 which gives a brief summary of the work in this thesis,
including a section about future work.
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CHAPTER 2.

HUMAN-HUMAN INTERACTION

This chapter is a paper entitled “Trends in Haptic Communication of Human-Human
Dyads: Towards Natural Human-Robot Co-manipulation” and was published in the journal Frontiers in Neurorobotics in 2021. Thus all references in this chapter to “this paper” or “this work”
refer only to this chapter. See reference:
Jensen, S. W., Salmon, J. L., and Killpack, M. D. (2021). Trends in Haptic Communication of Human-Human Dyads: Toward Natural Human-Robot Co-manipulation.
Front. Neurorobot. 15, 626074. doi:10.3389/fnbot.2021.626074
Appendix A is a possible excerpt from a journal paper in revision and is an extension of this
work where the methods and trends in this chapter are evaluated against human-robot interaction.

2.1
2.1.1

Introduction
Background
Basic principles of human-human haptic communication are largely still a mystery to re-

searchers even though humans communicate through haptics every day with activities such as
holding hands on a walk, dancing, or moving an object too large or heavy for one person to carry.
The language of haptic communication is complicated and can convey many simple intentions
such as a desired speed or direction as well as emotional or physiological states such as fatigue or
stress. Throughout this work, important preliminary principles are developed about haptic communication and how they specifically relate to carrying an object of significant mass and length in
six degrees of freedom (DoF).
The development of robots that are capable of physical Human-Robot Interaction (pHRI) is
becoming more of a focus as industries seek to combine the intelligence and adaptability of humans
with the precision and potential reliability of robots. We refer to collaborative manipulation of a
6

single object between multiple agents (robots, humans, or a mixture of both) as “co-manipulation.”
One major and straightforward application for co-manipulation is a search-and-rescue robot that
could help with carrying a stretcher or removal of rubble. Search-and-rescue operations are often
performed in harsh or unfriendly environments and a robot could decrease the number of people
in harm’s way as well as provide a level of care to the patient that would otherwise be impossible.
Understanding human-human interaction (HHI) will be an integral part of that process if we expect humans to intuitively interact with robots in these scenarios. Robots are currently able to do
extraordinary things from creating millions of cars in a manufacturing plant to performing delicate
surgeries. In most of these tasks, humans are not allowed in the same space as the robots and
the robots are pre-programmed or teleoperated. We propose that for pHRI to become ubiquitous,
robots need to 1) move in ways that are predictable for human partners, 2) be able to communicate
naturally with humans, and 3) be able to work with novice users. We seek to fulfill these needs by
studying human-human interaction.
While haptic feedback has often been implemented as the only means of communication
in pHRI co-manipulation tasks ( [6], [7], [8]), the effect of limiting communication to only haptic
feedback for six DoF tasks has not been investigated in depth. Because of advances in computer
vision, eye gaze detection, and voice-to-text abilities, these methods of communication are now
possible to include inside the programming loop in future work. In this study, we quantify to what
extent removing both visual and auditory cues will hamper human-human co-manipulation. The
next several paragraphs illustrate the current state of pHRI controllers, previous research in humanhuman co-manipulation, and important achievements in research relating to haptic and non-haptic
human-human communication.

2.1.2

Related Work
For many years impedance control has been the dominant control algorithm for pHRI. [9]

implemented variable impedance control for lifting an object and proved that it was effective in
completing the task. Several researchers have continued similar development using algorithms related to impedance control, such as [10], who found that adaptive stiffness control increased performance over fixed stiffness and gravity compensated control. One of the problems with impedance
control is that it usually requires off-line tuning. [11] built a cascading loop controller that did not
7

require prior off-line tuning. They changed the impedance of the robot according to the prediction of motion of the human. The controller worked well, however, the experiments were only
carried out with basic linear arm movements. [8] took variable impedance control and extended
it to four degrees of freedom. This work showed that humans can successfully indicate their desired direction with only haptics. [12] built a controller based on the human’s input force on the
robot’s end-effector and game theory and showed that it was functional. [7] developed a successful
controller for six DoF pHRI. However, their research only involved small arm movements and the
controller essentially held four DoF stable while allowing the human to change two DoF at a time
dependent on how much force was applied. [6] developed a novel pHRI controller that combined
fuzzy logic and proportional-integral control. This controller achieved its functional goal, however,
to our knowledge there was no qualitative data presented that related the legibility and predictability of the robot for the human in this study, where legibility and predictability are defined in [13].
One large problem in pHRI is the difficulty for a follower to haptically discern if the leader
wants the follower to move an object in a lateral collaborative motion (translation) or if the leader
wants to cause the object to pivot about the follower (rotation). [14] investigated this problem and
found that haptic communication for rotation about the follower and for lateral translation (leader
and follower move sideways together) was not significantly different. [15] implemented a virtual
nonholonomic constraint to overcome this problem. However, it required the human to perform
extra actions similar to using a wheelbarrow.
Minimum jerk (MJ) trajectories have been introduced as a desirable metric for movement
[16]. In our own prior work, we found that humans exhibit behaviour similar to a minimum jerk
trajectory while moving laterally [3]. However, [17] found that humans did not respond well to MJ
movements faster than 0.5 Hz. Later, [18], in studying a lifting task, found that humans reacted
better to a second-order trajectory than a minimum jerk trajectory. In a role exchange pHRI study
performed by [19] more than half of the participants interacting with the robot verbally stated that
the robot was too smooth to be a human. [20] studied HHI to predict parameters for impedance
control for a one degree of freedom task. In their study, they instituted a leader and follower setup
where only the leader knew where the goal location was defined. [21] hypothesized that the leader
was responsible for the external force and the follower was responsible for internal forces and built
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a successful impedance controller based on this assumption. A significant drawback of this study
was the low dimensionality of the task.
While studying HHI, [22] found that when two people co-manipulate a single object they
are significantly faster than a single person. Additionally, a dyad exerts twice as much force as a
single person with most of their effort being canceled out by the other person. They also found that
a significant portion of the dyads in their study ended up in a specialized relationship where one
person was responsible for acceleration and the other deceleration. They hypothesized that this
allowed for the dyad to come closer to an optimal bang-bang control approach. [23] cited [24] who
found a similar result when a single person moved a pencil with two hands. Finally, in [25] they
developed a robot controller that took over the role of accelerating the object as seen in humanhuman studies. However, this controller lost the performance gain of a dyad and ended up being
quite similar in time to an individual performing the task alone.
While exploring dominance and haptic decision-making in HHI, [26] defined interaction
force as the counteracted applied forces that did not create movement of the object. In a study of
several dyads performing forward and backward dance movements, [27] found that expert dyads
applied significantly greater interaction forces than novice dyads, suggesting that the extra force
increased communication levels in the partnership. [28] found that dyads walking side-by-side
also exhibited significant interaction forces and hypothesized that this interaction force helped
communicate synchrony. [29] performed a human-human experiment where a human dyad carried
a stretcher-like object forward and backward and found that the human dyad would often fall into
synchronous steps. They assumed that interaction forces between the carriers enabled them to stay
in synchrony.
While haptic feedback is indeed important, the importance of other communication pathways is also investigated in this paper. [30] proved that important intention communication can
come from eye gaze by asking participants to communicate a task through gaze intention. Implementing an SVM classifier they were able to accurately predict the communicated task. [31]
found that visual cues significantly improved the performance of a dyad in a whole-body balancing task. [31], however, did not provide a direct extension to six DoF co-manipulation tasks. [32]
performed a study on visual and haptic communication between a dyad with a simple arm movement task and found that visual feedback was not significantly important. It is worth noting that
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they found that the number of trials or repetitions was the second highest factor in determining
the dyads’ performance. [17] ran a lifting and holding experiment with a human and robot with
the human alternately blind-folded and not blind-folded. They found that when the human was
blind-folded they could not accurately level the load, however the participants’ reaction time and
stability remained constant. They also found that a tension load was applied to the object by the
human and that the tension increased on average when the blindfold was applied from 4.8 N to 8.8
N. They hypothesized that the increased tension helped the human partner follow the motion of the
robot.

2.1.3

Study Purpose
Altogether the works presented above represent huge leaps in the understanding of HHI

and in the development of successful pHRI controllers. However, relatively little research has
gone into building robot controllers for pHRI from HHI. This becomes a problem since the design
of the controller predominantly dictates the interaction with the human partner and although successful pHRI controllers exist, the success may be a product of the adaptability of humans instead
of reacting as they would nominally [33]. This leads to a large gap in the literature that haptic interactions are inadequately understood in HHI to allow development of robot controllers to mimic
that interaction.
There are two significant gaps in current pHRI and HHI literature: 1) Most of the research
was conducted with humans interacting with the end effector of the robot instead of communicating
through an object of significant mass and length, and 2) the potential lack of extensibility to six
DoF tasks. We hypothesize that a six DoF co-manipulation task with an object of considerable
weight and length may significantly change the behaviour of previously studied human dyads and
therefore change the requirements for a robotic controller that would attempt such a task in humanrobot interaction. We also hypothesize that interaction forces will be a necessary part of a good
pHRI controller because of its presence in previous HHI studies. Furthermore, we propose that
our findings could also apply to tasks where the dyad naturally suffers from visual or auditory
impairments such as: carrying a large object or moving around in a smoky or noisy environment.
By studying human-human interaction (HHI), we provide empirical data to help design a robot
controller that will feel legible and predictable to humans. In the rest of this paper, we lay out our
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methods and procedures for experimentation, the analysis and results of our findings and discuss
the implications and limitations of our current study.

2.2
2.2.1

Materials and Methods
Experiment Design
To better understand human-human haptic communication, we devised an experiment where

a dyad completed a six DoF set of whole-body co-manipulation trials with an object of significant
length and mass. The experiment was performed after obtaining the approval of the Institutional
Review Board at Brigham Young University and audio/video consent release was given from all
participants. One person in the dyad was randomly chosen to take on the role of the leader and
the other participant as the follower. The leader/follower relationship will have direct applications
to pHRI as knowledge of the task or dangers might not be known by the robot or the human. The
leader was given knowledge of the task and the follower was only told to help accomplish the goal
of the leader.
The object was oriented as shown in Figure 2.1 with the X, Y, and Z axes matching the
anterior, lateral, and superior directions, respectively. Figure 2.2 describes each of the tasks. The
pure translation and rotation tasks, seen in Figures 2.2(c) and 2.2(d), were the most basic of the
tasks and only required a translation in the lateral direction and rotation about the superior direction
respectively. The rotation and translation task, seen in Figure 2.2(b), required the team to turn a
corner as if in a tight hallway. This task was split into two separate tasks, one with the leader
facing forward and one backward. The direction of all the tasks was randomized so that half of
the time they translated/rotated left and half of the time they translated/rotated right. The pick
and place task, shown in Figure 2.2(a), was similar to the rotation and translation task, but more
emphasis was put on the placement of the object and there was more room for them to turn the
corner. Lastly, the 3D complex task, seen in Figure 2.2(e), forced the participants to walk in a
rectangular shape while avoiding two obstacles: one hanging from the ceiling, the other placed on
the floor. This required the dyad to raise and lower the object while angling the object about the
anterior direction.
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Figure 2.1: The orientation of the board with red being the X or anterior direction, green being the
Y or lateral direction, and blue representing the Z or superior direction. The leader takes the side
with the blue handles and the follower takes the opposite side with no handles. The force/torque
sensors are attached between the handles and the table.
To find the importance of haptic communication compared to other channels, the dyad performed half of the trials without visual and auditory communication. For these restricted communication trials, the follower was blindfolded and the dyad was told that no verbal communication
was allowed for the duration of the trial. The motion and forces applied to the object were recorded
and analyzed in post-processing. After the set of trials was complete, the dyad was given a brief
survey to qualitatively define their experience. The survey contained a list of statements which
they were asked to rate on a 5-point Likert scale [34] according to how much they agreed with the
statement. The statements and distributions of the answers can be found in Table 2.2.1.

2.2.2

Experiment Protocol and Participants
Our experiment tested 21 human dyad groups. In total, our study consisted of 26 men and

16 women with ages between 18-38 with an average age of 22. The majority of the participants
were right-handed (38 to 4). Each person signed up for a one-hour time slot with another participant. The one-hour time frame allowed for the dyad to complete six different tasks three times
blindfolded with no verbal communication, referred to as haptic-only communication (HC), and
three times with no restriction on verbal or visual communication, referred to as unrestricted communication (UC). This resulted in 36 total trials which were randomly arranged so the probability
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(a) Pick and Place Task

(b) Rotation and Translation

(c) Translation Task

(d) Rotation Task

(e) 3D Complex Task

Figure 2.2: A time-lapse of each task in the study. Colored boxes represent the position of the board
at each time step with the colors ranging from green for start to red for the finishing position. The
dyad at the start and end positions are also shown for clarity. The tasks are referred to as follows:
(A) pick and place task, (B) rotation and translation, (C) pure translation, (D) pure rotation, and
(E) the 3D complex task. The 3D complex task is split into two panels for clarity. The first half
of the 3D Complex task required the dyad to walk across the room. The second part of the task
required them to lift the board up and over the first obstacle, lower the board underneath the second
obstacle and return to the starting position. The second half of the 3D complex task has the trailing
and leading edge labeled and colored black and white for clarity.
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Table 2.1: Participants were asked to rate the applicability of each statement from 1-Strongly
Disagree to 5-Strongly Agree for the entire duration of all 36 trials. The second
column shows the average for all 42 participants and the third column
shows the standard deviation of the answers.
Questions
My partner was helpful in accomplishing the defined task
My partner helped me do the task quickly
My partner went slower than I wanted to
I felt there was confusion between my partner and me while moving the object
I trusted my partner to do the task correctly
I felt safe completing the task
I trusted my partner to move at appropriate speeds
My partner did not push or pull too hard
My partner moved in a predictable way
I felt like I could complete the task as effectively when they were blindfolded
My partner helped me do the task better than I could by myself
My partner equally shared the task
I consider myself to be assertive

Avg.
4.6
4.5
2.0
2.2
4.6
4.8
4.5
4.6
4.3
4.0
4.3
4.2
3.7

Std.
0.5
0.6
0.9
1.0
0.6
0.4
0.6
0.6
0.8
0.9
0.8
1.0
0.9

of beginning with any task combined with the probability of UC or HC was equal, being 1/12. One
individual from each pair was randomly selected as the leader, by a coin flip, and the other was
designated as the follower for the duration of all 36 trials. The leader was assigned to hold the side
of the object with the handles and was given instructions on how to complete each task through a
tablet mounted on the object. The tablet showed both starting and ending positions of the object
and was color-coordinated with lines on the floor and posters on the wall to help orient the leader.
The follower was not given any instructions on how to accomplish the task although it should be
noted that some participants reported knowledge of the goals based on previous repetitions, the
obstacles, and lines on the floor.

2.2.3

Materials
A 59x122x2 cm wooden board was used to simulate an object of considerable length and

mass for the experiment. The board was equipped with two ATI Mini45 force/torque (FT) sensors
that were placed between the board and two 3D printed ABS plastic handles. The sensors were
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attached to ATI NET Force/Torque (FT) Boxes which sent the data to the computer at a rate of
100 Hz. In total, the wooden board and components had a mass of 10.3 kg. The position data
was recorded with Cortex Motion Capture software with a Motion Analysis Kestrel Digital Realtime System. Eight Kestral cameras tracked eight infrared markers on the board and eight infrared
markers on each participant’s arms at 200 Hz. Although participant arm data was not investigated in this paper, it may prove valuable in further studies. The Robot Operating System (ROS)
was used to aggregate the data so that it was synced, and time-stamped. In post-processing, the
force/torque data was interpolated between each time step because of the time sampling difference.
This resulted in access to all of the synced data at a rate of 200 Hz.

2.2.4

Post-Processing Algorithms

Motion Data
After all of the experiments were completed the position data of the center of the board was
differentiated to obtain velocity and filtered with a low-pass FFT filter at 10 Hz to remove excessive
noise due to differentiation. The velocity was then differentiated to calculate acceleration which
was also low-pass filtered at 10 Hz.

Interaction Force and Torque
A wrench is defined as a column vector R6 (6x1) of forces applied at a point “P” and the
torque acting about that point (e.g. [ fx,p , fy,p , fz,p , τx,p , τy,p , τz,p ]T ). The wrench at each point of
interest was calculated either directly from the FT sensor data or from the FT sensor data and the
motion of the board. Since the technique for obtaining these wrenches from a combination of one
set of FT sensors and motion data has not been discussed in HHI or pHRI literature (to the authors’
knowledge) a detailed description is provided herein. In order to determine the wrench at the
follower end of the board, we used a free body diagram to isolate the table from the handles. The FT
sensors were placed between the board and the handles which allowed us to know the exact wrench
between the handles and the board. The wrench at this point was calculated by combining the FT
sensor data from both sensors to obtain an equivalent wrench in the middle of the lateral direction
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as shown in the leftmost bottom panel in Figure 2.3. The dynamic analysis was then performed by
drawing the wrenches as shown in the middle and right bottom panels in Figure 2.3. Inertial terms
were found from the application of Newton’s Second Law [35]. The follower, inertia, and sensor
each applied a wrench to the system. The inertial wrench was combined with the gravitational
force to represent all of the forces and torques acting on the board. Summing the forces in each
direction and taking the moment about the center of the board resulted in six equations with one
unknown in each equation. The summation of forces in the X-direction (Eqn. (2.1)) is shown and
was the same for both the Y and Z-directions. Because the wrenches were coincident in the Xdirection, the moment equation about the X-direction resulted in the inertial torque equaling the
summation of the follower and sensor torques. Eqn. (2.2) shows the summation of the torques
about the Y-direction and was similar about the Z-direction.
A dynamic analysis of forces in the X-direction gives the following
Fx,s + Fx, f + Fx,g = max

(2.1)

where F represents force, m denotes mass, a denotes acceleration, the first letter in the subscript
(x,y,z) denotes the direction of the variable and the second letter (s, f , l, g, i) in the subscript corresponds to the source of the wrench where the source can be the sensor, follower, leader, gravitational, or inertial wrench respectively. Summing torques about the Y-direction at the center of
mass resulted in
L
L
τy,s + τy, f + (Fz, f ) − (Fz,s ) = τy,i
2
2

(2.2)

where τ denotes torque and L denotes the length of the board and the torque due to inertia was
calculated by Euler’s equations of motion [36] where
τy,i = Iyy αy − (Izz − Ixx )ωx ωz

(2.3)

where α denotes angular acceleration, ω denotes angular velocity, and Ixx , Iyy , and Izz are the
principle components of inertia.
The same process was implemented to find the leader wrench but by using the length of the
board plus the handles for the solution. The wrenches acting on the rigid body were characterized
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by applied wrenches by the follower, inertia, and leader. The gravitational forces were lumped
in with the inertial wrench as shown in Figure 2.3. The weight of the handles was assumed to
be negligible when compared to the board and components therefore the center of mass and total
mass remained unchanged. Just like the previous derivation, summation of the forces and torques
in each direction about the center of the board resulted in six equations with one unknown each.
The summation of forces in the X-direction is provided in Eqn. (2.4) and extends to both the Y and
Z-directions. As the handles introduced a slight offset in the Z-direction of the leader wrench, the
moment equations are provided for each direction. The X-direction equation was calculated as
Fx, f + Fx,g + Fx,l = max .

(2.4)

Summing the torques about the X-direction at the center of mass resulted in
τx, f + τx,l + dFy,l = τx,i

(2.5)

where d denotes the length from the board to the handles in the Z-direction. Summing the torques
about the Y-direction at the center of mass resulted in



 
L
L
τy, f + τy,l − dFx,l −
+ Lh Fz,l +
Fz, f = τy,i
2
2

(2.6)

where Lh denotes the length of the handles. Summing the torques about the Z-direction at the
center of mass resulted in



 
L
L
τz, f + τz,l +
+ Lh Fy,l −
Fy, f = τz,i .
2
2

(2.7)

Using this method we found the complete wrenches for the leader and follower. The process for obtaining the interaction FT data is shown in Figure 2.3.
As several researchers have pointed out the importance of interaction forces (forces internal to the dyad; i.e., forces not contributing to the motion of the object), these were also calculated
and analyzed. The definition of interaction forces was based on [26] (see Algorithm 1 lines 13-17)
and was extended to include interaction torque and gravitational effects by using algorithm 1. The
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Figure 2.3: The process of transforming the raw force/torque (FT) data from each sensor into the
individual leader and follower FT. The top of the figure explains the process of obtaining the data
and the bottom row represents a free-body diagram of the board for each set of calculations. The
raw FT sensor data was taken from both the FT sensors (the right and left sides of the leader’s end
of the board) and was represented equivalently into a single equivalent wrench called the equivalent
sensor wrench. The equivalent sensor wrench combined with the inertia and known acceleration of
the board allowed for the solution of the individual forces and torques of the follower and leader.
This calculation was only valid while the board does not experience any external contact forces
(i.e., the calculations were invalid when the board was touching the floor, so the data was cropped
to only include data where the board was completely off the floor).

algorithm takes in the follower and leader force and torque (FT) and checks for gravitational effects. Since gravity can make the definition of interaction FT ambiguous, this algorithm essentially
subtracts the effect of the gravitational force from the force with the opposite sign. The algorithm
then takes the smaller of the leader or follower FT magnitudes, as long as they are opposite signs.
If the two FT have the same sign then the interaction force is set to zero. As an example of the
algorithm, consider the possibility that the board is slightly tilted about the Y axis, i.e., the board is
slanted downwards towards the follower. This means that in the coordinate frame of the FT sensors
there is a small force due to gravity in the negative X direction. Let us say that the X direction
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forces are as follows: follower force is -5 N, the leader force is 10 N, and the force of gravity is -1
N. Because we are dealing with forces lines 4-12 in Algorithm 1 apply. Because the signs of the
follower and leader forces do not match (line 5) and the sign of the follower force and gravity does
match (line 6), the force of gravity is added to the leader force, thus the force of the leader is now
9 N. Because the leader and follower forces have opposite signs, there exists an interaction force
and its magnitude is set at 5 N.

Algorithm 1: Interaction Force/Torque
Result: Interaction Force/Torque Calculation
1 α = follower force/torque;
2 β = leader force/torque;
3 Fgravity = force of gravity;
4 if α is force then
5
if sign(α) != sign(β ) then
6
if sign(α) != sign(Fgravity ) then
7
α = α+Fgravity ;
8
else
9
β = β +Fgravity ;
10
end
11
end
12 end
13 if sign(α) != sign(β ) then
14
FTInteraction = min(abs(α),abs(β ))) ;
15 else
16
FTInteraction = 0;
17 end

To simplify the analysis, the magnitude for each of the metrics was calculated using the
two-norm. For example, assume that at a single timestep the interaction force is 3, 4, and 5 N
respectively for the X, Y, and Z-directions, this would be simplified to 7.07 N. The median and
95th percentile values of each trial were compared to find trends in the data. The 95th percentile
value was used instead of the maximum value to remove any uncharacteristic spikes in the data.
For the interaction force and torque (FT) specifically, the 95th percentile value was also preferred over the median value because we hypothesize that the leader most likely employs smaller
bursts of large forces to communicate. This was confirmed by the data because the 95th percentile
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of interaction FT was usually more correlated with the other metrics than median values except
where noted in our results. For velocity, only the median values were included in the analysis as
numerical integration can be very susceptible to noise and median values had stronger correlations
to completion time specifically. The raw completion times were retained and used in subsequent
analyses without any summary statistics.

2.3

Results
Overall, we investigated four different aspects of human-human dyad co-manipulation. In

the first section, the overall performance and group dynamics are considered. The term group dynamics denotes that there were some dyads who performed in a significantly different manner from
other dyads in terms of the metrics we use to quantify performance. Secondly, we consider interaction force and torque (FT) and their correlation to other metrics described in Section 2.3.1. Thirdly,
spectral analysis revealed that there were two peak frequency ranges which humans tend to exhibit
while carrying an object. Finally, in the fourth section, the effects of restricting communication to
haptic-only feedback is explored.

2.3.1

Performance and Group Dynamics
The performance metrics selected were based on what can be measured by a robot and

are commonly implemented for control in pHRI. We compared interaction force and torque (FT),
linear and angular velocity, repetitions, and completion time. While we recognize that this is
far from a complete set of all relevant metrics, we maintain that these metrics will allow us to
develop novel legible and predictable controllers as well as compare current controllers established
in the literature to actual human-human performance. The distributions of these metrics represent
nominal human-human dyad performance. This is classified as nominal performance because the
participants were at least age 18, so they have most likely had several experiences moving an object
with another human, and no qualitative instructions that would change their nominal behaviour,
such as “move quickly,” were given to the dyads before the trials.
Table 2.3.1 shows our findings for the distributions of motion and haptic feedback. To
better understand the interaction force and torque (FT) distribution, the data points with no haptic
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Table 2.2: Distribution of Interaction FT and velocity data for all 36 trials of all 19 groups. All
values of zero are removed for the interaction FT to better understand the distribution
when interactions are happening. The last column shows the percent of time
that interaction FT were being applied. Interaction Torque in the
Y-direction may have been limited because of
the design of the handles.
Data
Linear Velocity in X (m/s)
Linear Velocity in Y (m/s)
Linear Velocity in Z (m/s)
Angular Velocity in X (rad/s)
Angular Velocity in Y (rad/s)
Angular Velocity in Z (rad/s)
Interaction Force in X (N)
Interaction Force in Y (N)
Interaction Torque in X (Nm)
Interaction Torque in Y (Nm)
Interaction Torque in Z (Nm)

Median

Q1

Q3

Max

0.12
0.11
0.04
0.07
0.05
0.10
8.38
2.90
2.74
0.17
2.89

0.04
0.04
0.02
0.03
0.02
0.04
3.92
1.36
1.26
0.07
1.31

0.28
0.29
0.11
0.13
0.10
0.25
14.00
5.24
4.86
0.32
5.53

1.10
1.39
1.46
2.48
1.82
3.63
64.64
38.39
28.74
7.29
34.63

% of Time
Interaction
Occurred
N/A
N/A
N/A
N/A
N/A
N/A
76.09
70.58
94.26
38.10
81.08

interaction, i.e., interaction FT equal to zero, (see algorithm 1) were excluded from the distribution
for FT. The last column in Table 2.3.1 shows how often there was an interaction force/torque between the dyad as a percentage of time. As can be seen, there were haptic interactions applied more
than 70% of the time excluding interaction torque in the Y-direction. Due to the high percentage
of time that haptic interaction was occurring, haptic interaction should not always be minimized in
a pHRI controller as would be the case if the controller were designed to minimize wasted energy.
The relatively low values for interaction torque in Y can most likely be linked to the fact that the
leader was holding cylindrical handles which would make it difficult for the leader to apply a torque
about the Y-direction. The Y-direction interaction torque distribution is still potentially valuable
data because pHRI controllers should know the distribution of interaction torques to expect/apply
when the human is holding cylindrical handles. Because of the way in which interaction force was
calculated, interaction force in the Z-direction rarely occurred as the board was usually oriented
normal to the superior direction.
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In terms of group dynamics, we found that some groups varied significantly from each other
in terms of completion time, linear and angular velocity, and interaction FT, as shown in Figure
2.4. Figure 2.4 has a subfigure for each metric with 19 boxplots that show the distribution of the
stated metric for each dyad. Note that the boxplots show the distribution of the selected statistic
and not the entire distribution of all data. The red plus symbols represent outliers determined by
data points greater than 1.5 times the interquartile range plus the third quartile or less than -1.5
times the interquartile range plus the first quartile. The notches in the boxplots (i.e., areas where
the box plot narrows to a minimum width) represent the 95% confidence interval for the median
of the statistic of the metric for each dyad. Thus, as can be seen from Figure 2.4, there were
several groups that rejected the null hypothesis for the same median at the 0.05 significance level.
For example, using a two-sample t-test for equal means on completion time data, the extreme
groups of 4 and 13 had a p-value of 0.00005. The p-value for the same test using groups 15 and
16 reported a value of 0.9744 which means that we cannot assume that groups 15 and 16 would
have different mean completion times if allowed to continue performing trials. The null hypothesis
(that the groups have equal means) was also rejected for the rest of the metrics for groups 4 and 13,
except for interaction forces which were quite similar. However multiple other groups could not be
assumed to have the same overall mean interaction forces, for example see groups 19 and 12. This
shows that although some dyads can be similar, some dyads will most likely perform significantly
different, and thus an adaptive element or a training period will be required in pHRI controllers.
The groups within each graph in Figure 2.4 were ordered by increasing median completion time. An interesting note is that 95 percentile interaction force and torque are not strongly
correlated with completion time although an inverse correlation between completion time and velocity can be observed. The Kendall’s Tau correlation value between median linear velocity and
completion time averaged to -0.66 across all tasks which suggests that median linear velocity and
completion time had a strong negative correlation. Replacing linear velocity with angular velocity
yielded a Kendall’s Tau mean of -0.42 across all tasks. Looking at the relationship more closely in
Figure 2.5, completion time and linear velocity were strongly correlated, but the relationship was
not linear in nature. A Pareto frontier can be seen in Figure 2.5 and thus an optimal median speed
for a given task could be selected based on this curve and the desired cost function. In other words,
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Figure 2.4: Boxplots showing the distribution of the proposed metrics according to each group.
No data exists for groups 1 and 2. (A) and (B) depict the 95th percentile interaction force and
torque (FT), respectively, between the dyads. (C) and (D) show the distribution of median linear
and angular velocity for each dyad. (E) illustrates the difference in completion times for all of the
dyads. The groups were sorted by increasing completion times and so it should be noted that the
trend for median linear and angular velocity were opposite of the trend for completion time.
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Figure 2.5: A scatter plot of the median linear velocity, (A), and median angular velocity, (B), as a
function of time. The tasks are all delineated by different shapes and colors. A strong correlation
between linear velocity and completion time should be noted.

trying to always move faster will give diminishing results in terms of completion times. The same
can be said for angular velocity although the correlation was not as strong.
Robots co-manipulating with a human could pick velocities from a range of values on
this curve. The robot will also be able to weigh the cost of the expended work to move at a
certain velocity given the urgency of completing the task in a timely manner. A robot designer
will also want to know that angular velocity for some tasks is not necessarily strongly correlated
with completion time. For the pure translation task specifically, completion time was relatively
weakly correlated with angular velocity (Kendall’s Tau of -0.22 for translation task versus -0.62
for rotation task) and thus the best thing for the robot to do may be to slow down to correct for
rotation due to the angular motion and then speed up in the linear direction.
Figure 2.6(a) shows the correlation between the number of repetitions and the completion
time. The six boxplots represent the distribution of all completion times for each repetition and
are also divided out by haptic-only (HC) and unrestricted communication (UC). Figure 2.6(c) and
2.6(d) are very similar but show the distribution for median linear and angular velocity instead
of completion time. As seen in Figure 2.6(a), the completion time dropped significantly as the
number of repetitions increased for both HC and UC. The overall median of the completion times
for each repetition dropped from 9.9 seconds to 7.9 seconds and lastly to 7.0 seconds. This curve
appears to quickly approach a constant value as the number of repetitions increases. Indeed a
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t-test for equal means when comparing repetitions at the 0.05 significance level rejected the null
hypothesis for completion time between repetitions 1 and 2 but failed to reject the null hypothesis
between repetitions 2 and 3 (p-values were 0.00004 and 0.0531 respectively). It should be noted
that the decrease in completion times was matched with an increase in velocity. The drop in
completion times and the increase in velocity was most likely a function of the dyad becoming
familiar with each other and the tasks. A video of a dyad showing learning for the pure translation
task can be found here: Rep 1 https://youtu.be/Zt47CZNcDuU, Rep 2 https://youtu.be/
Q_vOwpJM27A, and Rep 3 https://youtu.be/5KlqhBIyOg8. On each repetition, there was less
confusion in the dyad as inferred in the amount of time it took to complete the task and in the
amount of deviation from a static orientation.
Most of the very wide distribution of completion times for each group can be explained by
the difficulty of the tasks themselves, as shown in Figure 2.6(b). This figure shows 12 boxplots
of the distribution of completion times, one for each task required in the experiment, and further
divided by haptic-only (HC) and unrestricted (UC) communication. The complex task involved
the longest distance from start to end position and thus claimed the top spot as the longest task
with a median completion time of 20.3 seconds for HC trials. At the other end of the spectrum, the
translation task was the quickest with a median time of 3.2 seconds for the UC trials. As discussed
later, the HC tasks had significantly longer completion times than UC. Also of note was that the
distribution of completion times for the rotation and translation task, when the leader went first
around the corner versus when the follower went first, were very similar and failed to reject the
null hypothesis of a two-sample t-test for equal means with a p-value of 0.08 and 0.64 for UC and
HC respectively.

2.3.2

Interaction Force and Torque
As shown in Table 2.3.1, interaction forces and torques (FT) occurred during a majority

of each task, occurring at least 70 percent of the time except in the case of torques about the Ydirection and forces in the Z-direction as discussed in section 2.3.1. Interaction FT are especially
interesting because the dyad was exerting extra effort that was not serving to directly facilitate the
mechanics of completing the task.
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Figure 2.6: Boxplots showing the distribution of completion times divided by repetition, (A), and
task, (B). It should be noted that the haptic-only communication (HC) complex task was significantly longer in completion time than the other tasks. The translation task with unrestricted communication (UC) also was significantly shorter than the other tasks. (C) and (D) show boxplots
of the distribution of median linear and angular velocity for each repetition. In (A), (C), and (D)
a significant amount of learning can be perceived between the dyad in terms of the reduction in
completion time and the increase in speed.

The pure translation and rotation tasks are particularly useful in trying to understand the
interaction force and torque (FT) because of their simplicity. The pure translation task would
essentially be perfect in terms of efficiency or wasted effort if the dyad were to keep the board
orientation as close to constant as possible. Variations in the orientation of the board, especially
about the superior direction, would indicate some amount of disagreement either for the direction,
or speed. Thus, we propose that the variance of the orientation about the Z-direction for the pure
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Figure 2.7: Scatter plots of the 95th percentile interaction force, (A), and torque, (B), as a function
of variance of the orientation about the Z-direction. This is only shown for the pure translation
HC tasks. (C) and (D) show scatter plots for the 95th percentile interaction force and torque (FT),
respectively, as a function of area of over-rotation of the orientation about the Z-direction. This is
shown only for the pure rotation tasks. Of special note in these figures is the positive correlation
for interaction torque and the lack of correlation for interaction force with the proposed measures
of synchrony.
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translation task could be transformed into a measure of synchrony. Figure 2.7(a) and 2.7(b) show
the total magnitude of the 95th percentile interaction FT as a function of the variance of rotation
about the Z-direction respectively. This behavior is only plotted for the HC pure translation tasks
as there was almost no variation for UC tasks. Sight seemed to help the dyad maintain static orientation which confirmed the finding in [17]. Figure 2.7(a) shows that the R-squared value between
interaction force and variance of orientation about Z was almost zero, however the R-squared value
for the 95th percentile interaction torque, Figure 2.7(b), indicates a positive linear correlation with
a R-squared value of 0.1264. Although it is relatively small, it still exceeds a threshold (0.1) suggesting an explanation for some of the given variance found in human-generated data [37]. This
would indicate that the 95th percentile interaction torque could indicate disagreement for a pure
translation task.
Exploring the pure rotation task, over-rotation of the board may also be a sign of disagreement or at least a lack of synchrony. To get an estimate of the amount of disagreement, we
calculated the time integral of overshoot of the final goal orientation. Figure 2.7(c) and 2.7(d)
show that the pure rotation tasks have similar results as the pure translation tasks but with weaker
conclusions. Since both HC and UC have significant over-rotation both are included in the graphs
and the blue line of best fit describes both sets of data. Although more studies will be required to
absolutely verify these correlations, given the small R-squared values and variance in the data, high
interaction torques as opposed to high interaction forces between the dyad seems to communicate
that they were not in sync with each other.
After the dyad was finished with the study they were asked to rate the statement, “I felt
there was confusion between my partner and me while moving the object,” using the Likert scale
from 1-strongly disagree to 5-strongly agree. Figure 2.8(a) and 2.8(b) show the survey response
of the followers matched with the 95th percentile interaction force and torque (FT), respectively,
of each trial the dyad performed. Boxplots are shown to capture the distribution of group/trials
for each survey answer. This was done to preserve the spread of the trials and the extreme values
that may have influenced the survey data. The followers’ responses were specifically interesting
because the followers had no foreknowledge of the end goal and had to infer all of their actions
based on the leaders’ communication. As seen in Figure 2.8, the high interaction forces and torques
were correlated with less confusion, and a smaller range of high interaction FT was correlated with
28

30

45

95 %tile Interaction Torque (Nm)

95 %tile Interaction Force (N)

40
35
30
25
20
15
10
5
0

Strongly Disagree Neutral
Disagree

Agree

25
20
15
10
5
0

Strongly
Agree

Strongly Disagree Neutral
Disagree

Agree

Strongly
Agree

I felt there was confusion between my partner and me

I felt there was confusion between my partner and me

(a) 95th %tile Interaction Force

(b) 95th %tile Interaction Torque

Figure 2.8: Boxplots showing the distribution of haptic interactions for each possible survey answer. (A) shows the 95th percentile interaction force and (B) shows the 95th percentile interaction
torque of each trial compared with the post-experiment survey answer of the follower. Because
each dyad completed only one survey, the follower rating for that dyad was paired with the 95th
percentile interaction force and torque values, giving 36 different points for each dyad. After the
95th percentile values and survey responses were paired, the boxplots were created to better visualize the distribution. The follower was asked to rate the statement “I felt there was confusion
between my partner and me while moving the object” using the 5-point Likert scale. As can be
noted from the graphs, the followers who strongly disagreed with the statement tended to have
trials that were higher in interaction force and torque (FT) in contrast to those who agreed with the
statement.
higher confusion. Based on this correlation, higher interaction FT should be exerted to some extent
to reduce confusion. This is consistent with previous research by [27], where they found that expert
dancing dyads exerted higher interaction forces than novice dyads. While we do not yet understand
why the dyads who were less confused had higher forces and torques, one answer could be that
high interaction forces and torques help the dyad be more sensitive to the leaders’ communication.
Figure 2.9(a) shows the median interaction force as a function of median angular velocity
for the rotation only tasks. The blue circles represent the UC tasks and the red squares represent the
HC tasks. The size of the markers is based on the completion time, the larger a marker the longer
the completion time. The graph shows a significant negative correlation with a Kendall’s Tau of
-0.249 and -0.336 for UC and HC respectively. This shows that, at least for tasks with rotation
about the Z-axis, a smaller interaction force correlated with a faster angular velocity. Figure 2.5(b)
shows that angular velocity was negatively correlated with completion time and this was confirmed
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Figure 2.9: (A) shows a scatter plot of the median interaction force as a function of median angular
velocity. This graph shows only trials that were part of the pure rotation tasks. A strong linear
negative trend is shown and thus median angular velocity generally increases as the median interaction force decreases for the pure rotation task. The size of the markers was also based on the
relative completion time. Therefore a larger marker will have a longer completion time. (B) shows
a scatter plot with the 95th percentile interaction torque as a function of median angular velocity.
This graph shows only trials for the pure translation task. The data shows a positive correlation
between the two metrics. A line of best fit was also included on the plot for both the haptic-only
(HC) and unrestricted (UC) communication tasks. The positive trend was especially interesting
since the pure translation task required no angular movement.

by the size of the markers in Figure 2.9(a) diminishing when moving from the top left to the bottom
right.
Figure 2.9(b) shows the 95th percentile interaction torque as a function of median angular
velocity for only the translation tasks. This was interesting because in this task angular velocity
was relatively weakly correlated with completion time (Kendall’s Tau of -0.22 for translation only
versus -0.62 for rotation only) and angular velocity was not required at all for the task. The data
in Figure 2.9(b), received a Kendall’s Tau of 0.03 and 0.42 for UC and HC respectively. The
Kendall’s Tau correlation value was low for UC because it discounted the higher values which
may be considered outliers. By applying a linear regression to the data an R-squared value of
0.23 was found which validates the positive correlation. This trend suggests that higher interaction
torques correlate with higher median angular velocities.
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2.3.3

Spectral Analysis
The motion of the board (or object being carried) is of particular interest to robotics re-

searchers since control is usually linked to the motion of the board as an objective. We observed
that there was measurable oscillatory motion in the superior direction of the board. Figure 2.10(a)
shows the velocity in the Z-direction as a function of time from a single trial of the pick and place
task and is an example of the oscillatory motion observed. A Fast Fourier Transform (FFT) analysis was performed on the motion of all trials to find if there was a specific frequency at which the
board oscillates (essentially up and down). Figure 2.10(b) shows a graphical representation of the
FFT with the magnitude and frequency of the FFT for the velocity of the object in the Z-direction
shown in Figure 2.10(a). Because an FFT filter was applied to remove all noise above 10 Hz, the
graphs do not include any data above 10 Hz.
To make sure that the sampling did not introduce problems in the FFT, only samples that
were longer than three seconds were included in the spectral analysis. This corresponds to a
discretization of at least 0.33 Hz and smaller. To further protect the data, the position and thus
velocity data from the complex task was cropped so that the portion of data coming from the dyad
lifting the board above and below the two obstacles was removed. This provided a combined set
of trials from all tasks in which no motion in the Z-direction was required.
The peak frequency was gathered from each trial to find the most common or natural frequency exhibited by human dyads. As shown in Figure 2.10(b), the peak frequency of this specific
trial was 1.49 Hz which was then represented as a single data point for Figure 2.10(c). Figure
2.10(c) shows the distribution of peak frequencies for all trials longer than three seconds. The
FFT analysis shows two distinct bumps, one from 0 to 0.33 Hz and the second between 1.33 and
1.66 Hz. The first bump most likely corresponded to intentional motion. When considering the
lifting of the board, a similar peak around 0.4 to 0.5 Hz was found. These findings were consistent
with [17] who found that humans struggled to respond well to MJ movements above 0.5 Hz. The
second bump may then correspond to the natural gait of humans and may be a natural part of any
human-human interaction.
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Figure 2.10: Line graph, (A), shows the velocity in the Z-direction as a function of time for a single
trial of the pick and place task and (B) shows the Fast Fourier Transform (FFT) of that same signal.
A peak frequency of 1.49 can be seen in the graph. (C) shows a histogram of the peak frequencies
of velocity in the Z-direction for all trials. Two Peaks can be seen in the graph above: one peak
below 0.33 Hz, and the other between 1.33 and 1.66 Hz.
2.3.4

Haptic-only vs. Unrestricted Communication
A significant change was observed in most of the performance metrics when the dyad

was limited to haptic-only communication (HC). Most notable was completion time which was
significantly reduced when only haptic feedback was allowed as seen in Figure 2.11. Figure 2.11
shows a scatter plot with the difference between HC and UC in each of the metrics. For each point,
the X value was the dyads performance for the task with unrestricted communication (UC) and the
Y value was the same task and repetition but restricted to haptic-only feedback (HC). The diagonal
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line represents y=x and therefore any points above the line indicate that the dyad performed higher
in that metric when restricted to HC compared with the UC tasks. The markers are colored blue
and red for those above and below the diagonal line, respectively, for ease of interpretation.
As can be inferred from Figure 2.11, the 95th percentile interaction force was the only metric that did not reject the null hypothesis for a two-sampled t-test between the two communication
modes for equal means with a significance level of 0.01. The p-value for the 95th percentile interaction force was 0.39. However, on average, dyads exerted a higher 95th percentile interaction
force and torque (FT) on each other when restricted to HC. Not surprisingly, the average median
linear and angular velocity was lower when restricted to HC. It also follows that dyads also took a
longer time to complete each task when limited to HC. In fact, the completion time increased by
47%, on average, when the dyad completed the same task with HC.
Figure 2.12 shows the same type of scatter plots as Figure 2.11 but for variance of orientation in Z for the pure translation tasks and area of over-rotation for the pure rotation tasks.
As can be seen from Figure 2.12(a), the variance for the HC tasks was usually much higher than
their UC counterparts except for four outliers. The “x”s, diamonds, and triangles of the scatter
plots represent the 1st, 2nd, and 3rd repetition of the task respectively. As can be seen from the
figure, three of the four large variances for UC were from the third repetition. The large variances seen could then be explained simply by knowing that the dyad had done several repetitions
of the task and the leader assumed that the follower knew what they were doing and the leader
skipped essential signals. The largest of the three variances can be seen in video format here:
https://youtu.be/r96NwCbWDNA. If all of the third repetitions are removed, a t-test for equal
means between HC and UC variance rejects the null hypothesis at the 0.01 level with a p-value of
0.0013.
Figure 2.12(b) shows the same type of scatter plot but for the area of over-rotation in the
orientation about the Z-direction. This was an interesting result in that there was not a large difference between HC and UC feedback. Indeed, a t-test for equal means returned a p-value of
0.55. This surprising result could possibly mean that the stopping signal for rotation is primarily haptic in nature and auditory and visual clues are not common communications in stopping a
movement. The videos for two of the largest areas of over-rotation for UC and HC respectively can
be found here: https://youtu.be/FvOrp3KF4U4, https://youtu.be/X-r9wNEnk7A. This is
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Figure 2.11: Scatter plots for 95th percentile interaction force, (A), 95th percentile interaction
torque, (B), median linear velocity, (C), median angular velocity, (D), and completion time, (E).
The X value of each point corresponds to the metric value when the dyad attempted the task with
unrestricted communication (UC) and the Y value corresponds to when the dyad performed the
task with haptic-only communication (HC). Thus there were half as many points as there were
trials. Blue and red markers represent an increase and decrease, respectively, in the metric when
the dyad performed the same task with HC. All of the metrics had significantly different means
from HC to UC at the 0.01 level except for 95th percentile interaction force.
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Figure 2.12: Scatter plots of variance of orientation about Z for the pure translation task, (A), and
over-rotation about Z for the pure rotation task, (B). The X value corresponds to the unrestricted
communication (UC) and the Y value corresponds to the haptic-only communication (HC) trials.
The blue and red markers indicate an increase and decrease, respectively, in the metric when the
dyad completed the task from UC compared to HC. It should be noted in (A) that three of the four
prominent red markers with high variance were all from the third repetition. If the third repetition
is removed, a two-sample t-test for equal means rejects the null hypothesis at the 0.01 significance
level. In (B), it should be noted that the two groups were not significantly different given the t-test
above.
good news for pHRI researchers as current control algorithms already implement haptic feedback
for all motions.

2.4

Discussion
From this study, valuable insights into the nature of human-human co-manipulation were

discovered. Trends were analyzed with respect to completion time, linear velocity, angular velocity, interaction force, and interaction torque. Studying haptic communication was the main focus of
this analysis but we also attempted to understand how the quality of the interaction changed when
the human dyad was allowed unrestricted (UC) versus haptic-only (HC) communication, i.e., what
happens when the dyad loses visual and auditory communication. The main goal in doing this
research is to enable more legible and predictable human-robot co-manipulation.
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2.4.1

Insights
We specifically looked at haptic interaction since it is one of the most readily available

and widely implemented inputs for pHRI control. We found the following interesting trends and
insights with regards to haptic interaction:
• Interaction force and torque (FT), by themselves, are sufficient to complete six DoF comanipulation tasks, however, there is some loss in the quality of the co-manipulation task
(completion time, speed, object placement) if a human-human dyad is restricted to hapticonly communication (HC).
• If the dyad is restricted to HC the dyad suffers from decreased speeds and increased completion time as well as difficulty in maintaining the desired orientation.
• High interaction torque increases when sight and auditory signals disappear, but high interaction force remains largely unchanged.
• High interaction FT values can signal disagreement in speed or proposed path.
• Higher interaction FT values can lead to less confusion in a dyad.
• Interaction torque is more correlated than interaction force to proposed measures of synchrony for lateral translation and superior rotation.
• Acceptable ranges of interaction FT will vary between dyads.
Along with these insights about haptic interaction, we found several more general insights:
• Objects, around the same size and weight as our object, being carried by human-human
dyads exhibit an oscillation of approximately 1.33 to 1.66 Hz. This is most likely a result of
human gait and the resulting dynamic motion of the dyad and object together.
• Intentional movement of the carried object usually occurs below 0.66 Hz and mostly below
0.33 Hz which is consistent with current research.
• Median velocity and completion time have a strong, negative, and nonlinear relationship.
• Human-human dyads were able to perform faster and had shorter completion times as they
became familiar with the tasks.
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2.4.2

Possible Applications to pHRI
We propose that these insights could be applied to pHRI in many ways. As shown in

section 2.3.1, the learning process experienced by the dyads will definitely need to carry over to
pHRI. Engineers that design robot hardware and controllers must be aware that humans will need
time to adapt to a robot controller even if it is programmed to behave exactly like an average or
nominal human. Changes to the range of interaction forces and torques, and average speeds will
most likely be necessary as the human continues to work with the robot. We expect that humans
will generally be willing to perform a task faster if they have already completed a similar task with
the robot.
As seen in section 2.3.2, pHRI controllers could transform high interaction torque to a measure of a lack of synchrony for translational movements and possibly for rotational movements as
well. Robots could monitor interaction torque to signal a change in speed or direction parameters.
Human-robot co-manipulation control algorithms could be successful at improving synchrony by
seeking to control interaction torque, perhaps requiring only haptic sensors as opposed to more
complicated visual and auditory sensing and semantic interpretation.
We also found that interaction force seemed to correlate with angular velocity. This trend
could apply to pHRI in many different ways. For example, if the interaction force begins to drop,
the robot could begin a rotation movement. Also this trend could be applied by the robot intentionally dropping the interaction force to try and speed up the rotational movement or increasing
interaction force to decrease rotational movement. Additionally, a pHRI control law designed for
translation tasks could therefore maintain low interaction torques to keep angular velocity down.
In section 2.3.3, we found that the object being carried by human-human dyads tends to
exhibit a periodic motion. Humans may prefer this type of oscillatory motion because of previous experience and thus this motion may need to be included in a human-robot co-manipulation
controller if the objective is legible and predictable motion. This could be included by making the
robot aware of this motion and recognizing that it may not be a form of communication or it could
be included by the robot looking to match that same oscillatory motion. The latter option may help
the interaction to feel more natural to the human and help the human feel better about the interaction as a whole. [28] found that people walking side by side often synchronized their footsteps and
hypothesized that interaction forces may have helped them come into synchrony. Similarly, this
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oscillatory motion may have helped the dyad come into sync with each other which would then
improve the overall quality of the interaction.
Lastly, in section 2.3.4, we found that there is a significant difference in interaction torque
and speed when restricted to haptic feedback only. These trends are important to pHRI since
all communication between humans and robots in physical tasks is happening haptically as of the
current literature. The applicability of this to pHRI might be suspect due to the difference in human
and robot capabilities. However, a successful controller may need to change control strategies if
visual or auditory feedback to the human is being hampered by such things as lifting a large item
or working in a noisy environment. The robot could be programmed such that it can recognize that
these obstructions are occurring and then slow down and increase interaction torques for acceptable
co-manipulation. The robot might also change its estimation of completion time if that becomes
important for path-planning or other control operations. Additionally, the robot must recognize
that the human will not be very good at maintaining a static orientation and the robot may have to
compensate for this effect.
We assume that these trends and insights will help robotics researchers program better
partner robots. However, that is not the only goal with these insights. In the future, robots could
be tasked with trying to persuade the human into moving faster or taking a different route. This is
especially true for several reasons: 1) given that robots can be equipped with many different kinds
of sensors that are at times superior to human eyesight, 2) given their ability to gather and process
information from outside sources such as GPS data, and 3) the ability to monitor vital signs of a
patient in a search and rescue scenario. If a robot were tasked with leading a human follower then
these trends in the data may be even more important to exploit and develop.

2.4.3

Limitations of the Scope of This Research and Future Work
The scope of this paper does not include proof of pHRI application but only observations

of HHI and speculations as to the applicability in pHRI. Thus the most natural next step from this
work is to create and evaluate a human-robot co-manipulation controller that incorporates some of
the insights found. Many of the insights can be implemented as general guidelines for developing
pHRI controllers although some of the insights we found could also evaluate the similarity of
human-robot interaction and human-human interaction.
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We studied what we deem as nominal behaviour for a human-human dyad and future research will need to focus on how human-human dyad behaviour changes when external modifiers
are added to the environment. This could be done by studying what happens to the behaviour of the
dyad when the task must be done quickly or quietly. We assume that some of the insights we found
are solely based on nominal human performance and do not carry over to specified objectives.
However, we still expect some insights to generalize to all human behaviour.

2.4.4

Conclusion
In conclusion, we suggest that the insights contained within this paper will help pHRI

researchers to develop and evaluate human-robot co-manipulation controllers with specific regard
to the legibility and predictability of those controllers. We suggest that interaction torque will
be a large part of future pHRI co-manipulation studies and may be a readily available metric for
evaluating the quality of the dyadic relationship involving robots. I would like to thank Erich A.
Mielke and Eric C. Townsend for their help in designing this experiment and collecting the data.
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CHAPTER 3.

TRACTABLE AND INTUITIVE DYNAMIC MODEL

This chapter is a paper entitled “Tractable and Intuitive Dynamic Model for Soft Robots via
the Recursive Newton-Euler Algorithm” and was presented at the IEEE International Conference
on Soft Robotics (RoboSoft) in Edinburgh, Scotland in April 2022. Thus all references in this
chapter to “this paper” or “this work” refer only to this chapter. See reference:
S. W. Jensen, C. C. Johnson, A. M. Lindberg and M. D. Killpack, “Tractable and
Intuitive Dynamic Model for Soft Robots via the Recursive Newton-Euler Algorithm,”
2022 IEEE 5th International Conference on Soft Robotics (RoboSoft), 2022, pp. 416422, doi: 10.1109/RoboSoft54090.2022.9762215.
Appendix C shows some extensions of this work that could not be included in this work
due to the length requirements for this conference.

3.1

Introduction
Rigid-body equations of motion derived for rigid robots are well defined because of rigid-

body assumptions that lead to simple lumped-parameter equations. Additionally, most rigid-body
robot joints are modeled as having only one degree of freedom. These models are also relatively
easy to evaluate when formulated as second-order ordinary differential equations. Soft-body dynamics on the other hand require understanding how the distribution of differential masses affects
the overall movement and rotational acceleration of the body. To further complicate things, a continuum joint is often represented using two to three kinematic degrees of freedom. This leads to
large and complex partial differential equations that can be difficult or computationally expensive
to solve.
This paper presents a method of applying traditional rigid-body techniques to continuum
or “soft” segments. We apply the derivation of the recursive Newton-Euler method for rigidbody forward and inverse dynamics, found in [38], to a robot with soft continuum joints that are
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pneumatically actuated and have rigid links. This model is not intended to replace more accurate
and complex methods, but represents a way to formulate the dynamics that results in an intuitive,
tractable, and sufficiently accurate method for simulation and control of serial hybrid (soft plus
rigid-body) robot chains.
We expect this paper to provide the following contributions to the soft robot community:
1. extend the continuum joint modeling from [2] to a serial chain of continuum joints and rigid
links
2. derive a sufficiently accurate yet simple lumped parameter dynamic model that remains
tractable for real-time simulation
3. combine dynamic derivations and approaches from rigid and soft-body disciplines into a
single straightforward method and presentation

3.2

Related Work
Modeling a robot (whether for control or simulation) has two main components: kinematics

and dynamics. A common assumption used to derive the kinematics of soft robots is to model the
continuum joints as constant-curvature (CC) segments [39,40]. This assumption is usually valid in
the absence of large masses or external forces. There are many parameterizations of the kinematic
space in the literature. Our paper uses the singularity free representation as defined in [41] which
is equivalent to the form described in [42]. Once a valid parameterization to represent the position
of the CC segment is found the velocities and accelerations with respect to each joint become a
straightforward problem of taking derivatives.
Because of the wide variation in soft robot designs, the formulations for generating dynamic equations for soft robots also varies widely. In [43], the authors claim that the main concern
while modeling soft robots is the trade-off between computational expense, model complexity, and
accuracy. Several different methods have been introduced that explore these trade-offs. NewtonEuler (see [44–50]) and Euler-Lagrange (see [2, 51–53]) methods are the most traditionally implemented algorithms and depending on the implementation can vary widely in their computational
expense, complexity, and accuracy. Because of the difficulty of modeling every single aspect of
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Figure 3.1: The pneumatically driven soft robot arm used in this paper. Each orange segment is a
continuum joint which is controlled by four independently actuated pressure chambers. The joints
are interconnected with rigid aluminum links where the pneumatic valve assembly is mounted. At
the end of each joint is a black HTC Vive Tracker used for ground truth joint angle estimation.

a soft robot accurately (hysteresis, friction, nonlinear material properties, etc.), several machine
learning algorithms have also emerged to improve modeling soft robot motion [54–56]. Another
widely used set of methods are finite-element methods which generally trade-off computational
expense and model complexity for accuracy, although some researchers have proposed methods to
reduce the computational burden [57–60].
This conference paper is a natural extension of the modeling work in [2] where the dynamic
model of a single joint was analytically derived with the Euler-Lagrange method. This approach
used the Sympy Python library (a symbolic mathematical manipulation tool) to analytically solve
for the equations of motion and to then generate efficient code in the C language [61]. Unfortunately, this approach to generating entire equations of motion analytically became intractable to
generate on a standard desktop computer for three continuum joints. This paper extends some of
the main modeling ideas of [2] to a recursive Newton-Euler algorithm to efficiently compute the
dynamics for a full hybrid multi-body robot arm with three continuum joints using six modeled
kinematic degrees of freedom.
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In this paper, we specifically use the recursive Newton-Euler (RNE) method as first introduced for rigid-body robots by [62]. The authors in [63] developed an RNE method for rigid robots
that had elasticity in their joints, but did not include dynamics of continuum joints. In [64] they
applied continuum body dynamics to rigid hyper-redundant robots and derived the momentumbalance equations that are the core of the Newton-Euler algorithm. In [45] and [46] the authors
approximate a soft-body as a hyper-redundant rigid robot and use RNE to solve for the dynamics. However these methods require sufficient discretization to get accurate results. Khalil et al.
showed an RNE derivation for soft and rigid-body systems, but the derivation includes the need to
do three recursions because they assume a floating base with unknown acceleration [47], whereas
our method only requires the traditional two recursions. Renda et al. have shown RNE methods
combined with Cosserat/Kirchoff rod theory to model soft robots such as in [48]. However, the
joints we are modeling violate a primary assumption of Cosserat rods in that they would not be
classified as slender rods because the joints have approximately the same diameter as length (see
Figure 3.1). This is a necessary feature of the type of soft robots in which we are interested where
the larger scale (in terms of diameter of the joints) allows for higher payloads and force output.

3.3

Dynamic Formulation
This section outlines the formulation of the dynamic equations for a hybrid (soft plus rigid

segments) robot arm. First, the Jacobian and relevant kinematic parameters are detailed. Second, we show the equations for the forward pass of the recursive Newton-Euler algorithm. Third,
we derive the Newton-Euler equations for a soft-body joint or rigid-body link that can be solved
starting with the last link and working back to the base. Lastly, a special feature of the recursive
Newton-Euler algorithm is that by running the algorithm several times with different conditions
the standard form of (M, Cq̇, G) can be found. This form is desirable because it can be used for
direct dynamics as well as in many control applications.

3.3.1

Kinematics
This derivation conforms to the frame convention described in [38]. The frames are placed

in between the rigid and continuum segments such that the ith frame is placed at the distal end of
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the ith segment as shown in Figure 3.2. The authors, in [41], derive the kinematics for a single
continuum joint. In the paper, they define u and v as the angle of the distal end of the joint about
the x and y axes respectively with respect to the base of the joint. In this paper, we use the same
notation. The following variables which are defined in [41] are repeated here for clarity:

Figure 3.2: Diagram of a continuum joint i to show the frame placement and position vectors from
the base of the joint to the center of mass and distal end of the joint.

p
u2 + v2
u
ũ =
φ

σ = cos(φ ) − 1
v
ṽ =
φ

φ=

(3.1)

Given some minor discrepancies in the equations from [41], we explicitly redefine the
relevant equations in this paper. The 3x3 rotation matrix Ri−1
i , denoted as the rotation from frame
i − 1 to frame i, for the continuum joints is calculated through


2
σ ṽ + 1 −σ ũṽ
ṽSφ



2 + 1 −ũS 
Ri−1
=

−σ
ũ
ṽ
σ
ũ
i
φ


−ṽSφ
ũSφ
Cφ

(3.2)

where Sφ and Cφ are the sine and cosine functions of φ . It should be noted that the forward pass
implements Rii−1 which is the transpose of (3.2). The 3x1 vector from the base of the joint to the
center of rotation, ρ, is calculated as:
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v

h 
 
ρ = 2 −u
φ  
0

(3.3)

where h is defined as the height or total length of the joint. For vectors, we use the following
notation: superscripts refer to the frame that the vector is expressed in and the subscript represents
the measured quantity. Additionally, the position vector from frame i − 1, which is located at the
center of the base of joint i, to the distal end of the same joint, denoted with a subscript e, expressed
in the i − 1 frame is defined as




−ρ σ
 x 


i−1
ri−1e,i
=  −ρy σ 


||ρ||Sφ

(3.4)

where the notation ρx and ρy is defined as the x and y components of ρ respectively. This vector is
graphically defined in Figure 3.2. The previous equations can be found in [41].
Furthermore, the spatial Jacobian is defined as


σ h/φ 2

0







2


−σ h/φ
0




2
2
 hũ(φ − Sφ )/φ
hṽ(φ − Sφ )/φ 
s

J =


(φ u2 + Sφ v2 )/φ 3 ũṽ(φ − Sφ )/φ 




2
2
3
 ũṽ(φ − Sφ )/φ
(φ v + Sφ u )/φ 


σ ṽ/φ
−σ ũ/φ

(3.5)

The derivation of which can be found in [41] or more generally in [65]. The spatial Jacobian is
used because it can be calculated from simpler mathematical operations. For our purposes, we
calculate the more common geometric Jacobian by using a shifting operation (sometimes called
the adjoint in robotics literature, see [65]):

h
i
i−1
1 − ri−1e,i
x Js
J=
0
1
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(3.6)

where 1 and 0 represent a 3x3 identity and null matrix respectively.
By the definition of the geometric Jacobian, for a continuum joint, i, the linear and angular
i−1
i−1
i−1
velocity, νe,rel
and ωe,rel
, as well as the linear and angular acceleration, ai−1
e,rel and αe,rel , of the distal

end of the link relative to and in the base frame of the joint, i − 1, is calculated by




ν i−1
 e,rel  = J q̇
i−1
ωe,rel


(3.7)



ai−1
 e,rel  = J q̈ + J˙q̇
i−1
αe,rel
where q and q̇ are the vector of joint rotations and velocities of joint, i, respectively. The Jacobian
derivative is found via the chain rule with
∂J
∂J
u̇ + v̇
J˙ =
∂u
∂v

(3.8)

The velocity and acceleration vectors of the center of mass of the joint can be found by
replacing the vector to the distal end of the joint with the vector to the center of mass in both
the transformation matrix and the Jacobian as defined in [65], and [41]. The position vector from
frame i − 1 to the center of mass, denoted as a subscript c, of link i relative to frame i − 1, denoted
i−1
as ri−1c,i
, is calculated as follows:



i−1
ri−1c,i
=



(φ − Sφ ) φv


h 

−u
(φ − Sφ ) φ 
2
φ 


(3.9)

(1 −Cφ )

which is taken from [2] and shown graphically in Figure 3.2.
The relative velocity and acceleration of the distal point is with respect to and described in
the rotating frame at the base of the link. This means that for a rigid link, i, the relative velocity
and acceleration vectors for both the distal end and center of mass are set to a 3x1 zero vector such
that
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a
 rel  = 0
αrel

ν
 rel  = 0
ωrel

3.3.2



(3.10)

Forward Recursion
The forward pass iteratively calculates the linear and angular accelerations of the joint. The

following five equations are calculated for each joint or rigid link going from the base link/joint
up to the nth link/joint for an n-link/joint serial robot. The recursion is started by setting the
velocities and accelerations at the base of the serial robot arm to a previously known velocity and
acceleration, usually zero.
For the ith link:

i−1
i−1
+ Rii−1 ωi,rel
ωii = Rii−1 ωi−1

(3.11)

i
i
i−1
i−1
+ Rii−1 ai−1
αii = Rii−1 αi−1
i,rel + ωi × Ri−1 ωi,rel

(3.12)

i
i−1
i−1
i−1
i−1
νe,i
= Rii−1 (νe,i−1
+ νe,rel
+ ωi−1
× ri−1e,i
)


i−1
i−1
i−1
aic,i =Rii−1 (ai−1
+
a
+
α
×
r
e,i−1
i−1
i−1c,i
c,rel
h
i

i−1
i−1
i−1
i−1
i−1
+ ωi−1
+ 2ωi−1
× ωi−1
× ri−1c,i
× νc,rel
)


i−1
i−1
i−1
aie,i =Rii−1 (ai−1
e,i−1 + ae,rel + αi−1 × ri−1e,i
h

i
i−1
i−1
i−1
i−1
i−1
+ ωi−1
× ωi−1
× ri−1e,i
+ 2ωi−1
× νe,rel
)

(3.13)
(3.14)

(3.15)

where the variables are defined in section 3.3.1. Equations 3.11-3.15 are taken from [66] for the
velocity and acceleration of a point in a rotating frame.

3.3.3

Backward Recursion
Once the accelerations at the center of mass of each link are known, the forces and torques

can be calculated backwards recursively from the nth link down to the base of the 1st link. The
equations to find the forces and torques at the beginning of the ith link are
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i+1
fii = Rii+1 fi+1
− mi Ri0 g0 + mi aic,i


i+1
i−1
τii = Rii+1 τi+1
− fii × Rii−1 ri−1c,i
i
h

i+1
i−1
i−1
+ Ḣ
+ Rii+1 fi+1
× Rii−1 ri−1c,i
− ri−1e,i

(3.16)
(3.17)

where f , τ, and g are 3x1 Cartesian force, torque, and gravitational acceleration vectors. mi is the
mass of the ith segment and Ḣ is the time derivative of angular momentum. Equivalent equations
can be found in [66] or [38] and are based on Newton-Euler methods. It should be noted that there
is an important assumption in these equations. These equations govern the average motion of a
system or body of particles [66]. More accurate results could be found by including the interaction
forces between all particles in the joint however this would significantly complicate the model.
We assume that the average motion of the particles enables sufficiently accurate simulation. We
propose that rapid evaluation of these equations makes this a justifiable assumption.
For the calculation of Ḣ, we assume that at each time step the continuum joint can be
approximated as a rigid link. This is calculated simply as

i
i
Ḣ = Ii,c
αii + ωii × Ii,c
ωii



(3.18)

which can be found in [66]. The 3x3 inertia tensor of the ith link about the center of mass and in
i , is updated at each time step and is defined as
the ith frame, Ii,c

i
Ii,c

Z h

disk
i−1 T i T
(Rii−1 Ri−1
disk Idisk,c Rdisk Ri−1
0
h
i h
i
i
i
−µ ri,cdisk,c ri,cdisk,c ) dl

=

x

(3.19)

x

which uses the infinitely thin disk assumption and uniform linear density, µ = m/h, as in [2], with
the parallel axis theorem to move the moments of inertia of each disk to the center of the joint.
Additionally, [ ]x represents the skew symmetric operator which forms a skew symmetric matrix
from a 3x1 vector. The integration is performed from zero to h over l which is defined as the length
along the central arc of the joint. The inertia tensor of an infinitely thin disk about the center of
disk , is defined in [2] as
mass of the disk, Idisk,c
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(3.20)

where D is the diameter of the disk. The vector of positions from the center of the joint to the
i
, is calculated by
center of each disk, ri,cdisk



i
i−1
i−1
− ri−1i,c
ri,cdisk
= Rii−1 ri−1disk,c

(3.21)

i−1
and the position vector from the base of the joint to the center of mass of each disk , ri−1disk,c
, is

defined as




−ρ σ
 x l


i−1
ri−1disk,c
=  −ρy σl 


||ρ||Sφl

(3.22)

where φl is defined in [2] as l/||ρ|| and σl is defined the same as σ in (3.1) except with φl instead
of φ . In practice, the algorithm is written in C code for rapid execution, however (3.6), (3.8), and
(3.19) are computed symbolically in Sympy and then written to C code [61].

3.3.4

Lagrangian Form
The inverse dynamic problem, useful in feed-forward control applications, of getting input

torques given joint angles, velocities, and accelerations is as simple as doing one pass forward
and backward. In order to do direct dynamics, for simulation, and for some model-based control
methods we would like to get the equations of motion in a form like the following:

q̈ = M −1 (−Cq̇ − G + K prs p − Kspring q − Kd q̇)

(3.23)

where q is a vector of the joint angles (or generalized coordinates) and q̇ and q̈ are its time derivatives. Following the convention in [67], M is the mass or inertial matrix, C is the Coriolis matrix,
G is the vector of torques due to gravitational loads and all of these arrays can be calculated via the
recursive Newton-Euler algorithm explained above. As defined in [2], K prs , Kspring , and Kd are ma49

trices describing the torque-to-pressure mapping, the parasitic spring coefficients, and the damping
parameters of a soft-body joint respectively. These matrices are a function of the construction of
the soft robot and are found via system identification.
M, Cq̇, and G can be calculated by setting different initial conditions and running the recursive Newton-Euler algorithm multiple times. Once for each of the following vectors. To calculate:
• G, we set q̇ = q̈ = 0.
• Cq̇, we set q̈ = g = 0.
• for the ith column of M, we set q̈i = 1, all other q̈−i = 0, and q̇ = g = 0.
The resulting torques at each of the defined frames calculated by the recursive NewtonEuler algorithm with the conditions specified above correspond to the n × 1 vectors of G, Cq̇, and
the ith column of M where n refers to the number of torque inputs.

3.4
3.4.1

Experimental Setup
Hardware Description

Figure 3.3: Diagram of pneumatic joint and blow-molded pressure chambers. This joint is shown
sliced along the y-z plane, where z points upwards, y points to the right, and x points out of the
page.
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We validate our dynamic model formulation using data from the hybrid continuum robotic
arm shown in Figure 3.1. The robot is composed of three pneumatically-actuated continuum joints
connected serially by rigid links. Each joint uses four blow-molded pressure chambers which
surround an inextensible steel cable as is shown in Figure 3.3. Pressure differentials between
opposing chambers create a net torque which bends the joint about its x and y axes (as described
in Figure 3.3) with constant curvature.
Figure 3.3 shows the pressure-to-torque mapping for a single joint of the three continuum joint soft robot. The straight blue arrows represent the forces being applied by the pressure
chambers and the curved red arrow represents the equivalent torque about the x axis. Because
the equivalent forces would be acting along the inextensible steel cable these forces are neglected.
Applying this derivation to calculate the torque about the y axis and putting the result in matrix
form gives the following equations for the torque of a single joint:
 
p
  
  0
 
τx
dA −dA 0
0  p1 
   = K prs p
τ = =
 
τy
0
0
dA −dA  p2 
 
p3

(3.24)

where the meaning of the variables is shown in Figure 3.3. d is the distance from the center of the
joint to the center of the pressure chamber, and p is the pressure inside the pressure chamber. A
is the cross-sectional area of a single pressure chamber where A = πδ 2 and δ is the radius of the
pressure chamber.

3.4.2

Data Collection
We collected data on the pneumatic robot arm shown in Figure 3.1 by sending 5 randomized

2 second pressure step commands between 0 and 150 KPa. A representative input trajectory can
be seen in the top graph in Figure 3.4, which shows the actual pressures for joint 1. HTC Vive
Trackers, as seen in Figure 3.1, provide the resulting rotation matrix from the base to the distal
end of each continuum joint. The elements of this matrix are used to solve for the joint angles,
u and v using equation 3.2. We refer to this dataset as the training dataset. We then used Optuna
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[68], a parameter optimization software package, to estimate joint spring (Kspring ) and damping
coefficients (Kd ) as seen in (4.5).

Figure 3.4: Graphs of the pressure trajectory for the first joint. Top graph shows the step trajectory
which is used to get the training dataset. Bottom graph shows the smoothed input trajectory for the
test dataset. Joint 2 and 3, not shown, have similar trajectories.

In order to test the ability of the presented modeling approach to generalize beyond step
commands, we simulated the model using a set of test data (i.e., data which was not used for system
identification). This data consisted of smooth pressure trajectories over random areas of the robot’s
workspace.

3.5

Results
The previously outlined algorithm in section 3.3 was written and compiled in the C/C++

language to form the equations of motion and wrapped in python code in order to perform numerical integration using the scipy.integrate.solve ivp function [69] with the backward differentiation
formulas BDF method [70]. The simulation uses multiple cores on an AMD Ryzen 9 5900 12Core Processor. The actual pressure trajectories from the training and the test datasets were applied
to the simulation. Starting with the training dataset, Figure 3.5 shows the simulation joint angle
trajectories (solid lines) over time, u (bending about the x-axis) in red and v (bending about the
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Figure 3.5: Graph of the joint angles of the three pneumatically actuated joints with six kinematic
degrees of freedom in our model. The predicted joint angles from the simulation are plotted in
solid lines and the results from the hardware training data are plotted as dotted lines. The hardware
results were used to optimize the joint stiffness (Kspring ) and damping (Kd ) matrices.

Table 3.1: Error statistics between simulation and hardware on training data
Joint Angles

Mean (rad)

Median (rad)

Max (rad)

u1
v1
u2
v2
u3
v3

0.035
0.041
0.043
0.036
0.047
0.019

0.035
0.036
0.040
0.025
0.044
0.012

0.102
0.106
0.127
0.137
0.120
0.071

Total

0.037

0.031

0.137
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y-axis) in blue, plotted against the hardware training data shown with dotted lines. This dataset was
used for optimizing joint spring (Kspring ) and damping coefficients (Kd ) as mentioned in Section
3.4.2. Table 3.1 shows the mean, median and maximum absolute error between the simulation and
the hardware for the training dataset. As shown in Table 3.1, the total error between the simulation
and the hardware has a median of 0.031 radians or approximately 1.8 degrees. The simulation
runnning on the training dataset had a mean completion time of 9.77 seconds or 74.6 percent of
real-time with a sample of 30 runs.

Figure 3.6: Graph of the joint angles from the three actuated joints. The predicted joint angles from
the simulation are plotted in solid lines and the results from the hardware data are plotted as dotted
lines. As can be seen in the graph, the simulation matches the trends of the physical hardware. The
simulation’s constant stiffness and damping matrix have been optimized using data from Figure
3.5. However it should be noted that Figure 3.5 has a much smaller overall displacement than the
above graph.

For the test dataset, Figure 3.6 shows the results of the simulation versus the hardware.
Table 3.2 shows the average, median and maximum absolute error between the simulation and the
physical robot arm for the test dataset. The total median absolute error was 0.055 radians or 3.15
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Table 3.2: Error statistics between entire simulated joint trajectory and
actual joint trajectory on test data.
Joint Angles

Mean (rad)

Median (rad)

Max (rad)

u1
v1
u2
v2
u3
v3

0.207
0.165
0.181
0.166
0.033
0.012

0.121
0.131
0.105
0.107
0.026
0.012

0.587
0.425
0.663
0.451
0.114
0.041

Total

0.127

0.055

0.663

degrees. The simulation had a mean completion time of 12.02 seconds or 85.2 percent of real-time
with a sample of 30 runs.

3.6

Discussion and Conclusion
Figures 3.5 and 3.6 indicate that the dynamic model presented in this paper captures overall

trends reasonably well. This is supported by the statistics reported in Tables 3.1 and 3.2 where the
worst case median absolute error for any single joint angle across all six joint angles for the test
data was 0.131 radians (approximately 7.5 degrees on joint angle v1 ).
On the other hand, it is clear that the model does not capture some higher order dynamic
modes of the system and occasionally struggles to reach the correct steady-state values. This is
most clearly seen in the Joint 1 and Joint 2 subplots in Figures 3.5 and 3.6 where the maximum
absolute errors are significantly higher.
We hypothesize that this error is likely due to unmodeled dynamics in the terms most
related to our actuator model. These terms include K prs , Kspring , and Kd which are a part of (4.5).
These three terms are not part of the recursive algorithm presented in this paper but are instead
linear approximations of actuator dynamics that we expect could more accurately be represented
with nonlinear or higher-order terms (including phenomenon like pressures waves in the large
pneumatic chambers).
The effects of these terms are most noticeable in the dynamic response of Joint 1 and Joint
2. We hypothesize that the linear pressure-to-torque mapping term K prs p is actually a function
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of q and possibly q̇ as well. That is, the joint dynamics are coupled with the pressure dynamics.
To explain this dynamic coupling, consider a pressure chamber which compresses as q changes.
This compresses the air inside of it briefly before the valves are able to vent the extra pressure.
But as the arm continues to oscillate, the same chamber that was compressed stretches out causing
a drop in pressure. The valves would subsequently open to maintain the commanded pressure,
potentially causing the small oscillation in joint angle that is evident in the data. In addition,
from prior data we expect that the linear spring and viscous damping terms (Kspring q and Kd q̇)
are nonlinear–especially near joint limits as pressure chambers reach their maximum or minimum
deformations.
This explanation is supported by the fact that in both input trajectory cases, the maximum
absolute error for Joint 3 is less than 0.07 radians (or 4 degrees), showing that our proposed model
captures the dynamics well. Joint 3 is the most distal joint on the arm, where we expect the
proposed joint-pressure dynamic coupling to be least influential because this joint carries the least
mass. This also means that the joint is less likely to reach joint limits where the nonlinearity in
stiffness and damping are most pronounced. Because these actuator dynamics are not the main
contribution of this paper, we leave their modeling and identification for future work.
In conclusion, in this paper, we have presented a recursive dynamic soft robot model that
is tractable with faster than real-time execution. In addition, the model accurately represents the
effect of distributed mass (e.g., rotational inertia) on large-scale soft continuum joints with rigid
links. Minor errors (in terms of amplitude) in the model deserve additional attention in future work.
However, the current results show that this model is scalable to complex soft robot manipulators
and may be used in future applications for both simulation and model-based control given the level
of accuracy that we have already demonstrated.
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CHAPTER 4.
CONTROL

RELIABLE MODEL EVOLUTIONARY GAIN-BASED PREDICTIVE

This chapter is a paper entitled “Model Evolutionary Gain-Based Predictive Control
(MEGa-PC) with Application to Soft Robots” and is in preparation for submission to a journal
publication. Thus all references in this chapter to “this paper” or “this work” refer only to this
chapter.

4.1

Introduction
Model predictive control is a class of optimal control algorithms that use a dynamic model

to forward predict how different inputs will affect the system’s state over time. Using a dynamic
predictive model of the system, the controller optimizes the inputs to the system based on a desired
cost function. The method presented in this paper will be referred to as model evolutionary gainbased predictive control (MEGa-PC) and is a direct improvement upon nonlinear evolutionary
model predictive control (NEMPC) which was presented by Hyatt and Killpack in [1]. This work
extends the controller detailed in [1] to output low-level controller gains instead of direct actuation
inputs as follows:
Generating a gain matrix instead of direct inputs results in several benefits.
• Model evaluation for sampling-based controllers is computationally intensive and, for most
systems of significant complexity, needs to be evaluated on a GPU or other hardware accelerated device. This means that there is often the potential for failure in the system between the
output of the optimal controller running on the GPU and the hardware directly controlling
the system. If the high-level optimization controller stops for any reason, e.g. a communication malfunction, using a gain matrix allows the low-level controller to ensure that the
system stays stable and performs the desired task. This can be critical for applications such
as the task suggested in [71] where a search and rescue robot helps carry a stretcher with
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Figure 4.1: The three-link three-joint “soft” continuum robot arm used to test the control method
introduced in this work. The robot arm has six degrees of freedom that are controllable due to each
joint being able to bend about two different axes. The joint angles are estimated using HTC Vive
trackers placed at top and bottom of each joint.

a human. If the high-level controller stops, we would like to ensure a stable controller to
minimize harm to both the patient and the co-manipulation partner.
• MEGa-PC acts like a parameterization of the input space and thus no extra parameterization
of the input across the predicted time horizon is required as seen in [1].
• The control method can be tailored to different low-level control laws. For example, in
this work, we implement two different low-level control laws u = −Kx and u = K(xgoal −
x) + u prev to adapt to different scenarios and overcome different problems such as model
inaccuracies.
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• The high-level optimization portion of MEGa-PC can maintain stable control over the system
while running at lower control frequencies than NEMPC because the low-level portion of the
controller can run at a much higher rate.
• Because MEGa-PC is able to maintain control at lower frequencies, MEGa-PC also has the
ability to have a longer time horizon for prediction, evaluate a more complicated model, or
have more time to find a more optimal trajectory.
In this paper we show that our new method (MEGa-PC) gives similar performance in simulation scenarios when compared to NEMPC. However, we also show that MEGa-PC outpeforms
NEMPC when real-world effects are added such as latency and model inaccuracies for three different systems. The three systems are: 1) a simulation of a simple one-link, torque-limited inverted
pendulum, 2) a simulation of a three-link, torque-limited inverted pendulum, and finally 3) a three
continuum joint three-link soft robot arm on real hardware as seen in Figure 4.1. These systems
are chosen because they all have nonlinear dynamics, each present a challenging control problem,
and they are the same systems as those analyzed in [1].
As a brief overview of this paper, in Section 4.2, the prior related work is discussed. Afterwards we present the MEGa-PC algorithm in Section 4.3. Section 4.4 shows the results of this
new control method compared to NEMPC in normal simulation environments and while varying
a number of other factors that might be seen in real-world environments. These results show the
robustness of this new method. We conclude in Section 4.5 by discussing the implications and
future work related to MEGa-PC.

4.2

Related Works
This work builds directly on another sampling-based evolutionary model predictive con-

troller as described in [1]. In that paper, Hyatt and Killpack showed that nonlinear evolutionary model predictive control (NEMPC) performed better than other comparable state-of-the-art
optimal control methods, namely Model Predictive Path Integral (MPPI) control and Dynamic
Programming (DP) on a single-link and triple-link inverted pendulum. In this paper, we directly
compare model evolutionary gain-based predictive control (MEGa-PC) to NEMPC.
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Hyatt and Killpack’s work is similar to [72], [73], and [55]. These works focus on different
machine-learned models but all use the same evolutionary model predictive control format where
the optimization produces an optimal trajectory input. Abughalieh and Alawneh, [74], give an
overview of the then current parallelized MPC techniques.
Iterative linear quadratric regulator (iLQR) [75], a variant of Differential Dynamic Programming (DDP), is similar to this work in that it uses the model to output a gain instead of
specific inputs in a receding horizon fashion. Many papers use this method as a baseline state-ofthe-art controller in addition to extending the usefulness of this controller by adding elements of
machine learning [76], [77], [78]. In contrast to iLQR, MEGa-PC does not require a linear model
with a quadratic cost. For nonlinear systems, iLQR is only able to find a local optimum whereas
MEGa-PC has the ability to do a global search over the entire input space.
Besides NEMPC, Karim Roni and Rana [79] developed a method which is the most similar
to MEGa-PC because they use a genetic algorithm to optimize the cost function weightings for
a linear quadratic regulator (LQR) and a linear quadratic regulator augmented with an integrator.
The linear quadratic regulator has an analytical solution based on a linear system with a quadratic
cost. In contrast to this controller, MEGa-PC does not require a linearized model or a quadratic
cost. By enforcing the constraints of a linearized model and quadratic cost function on a nonlinear
model, the solution provided by LQR will likely be sub-optimal.
NEMPC, and by inheritance MEGa-PC, has three specific strengths over other commonly
used optimal control methods such as LQR, iLQR or linear MPC. 1) NEMPC is able to handle
completely nonlinear models. 2) NEMPC is able to use complex cost functions that would cause
significant issues for other gradient optimization methods such as “if” statements and discontinuous functions. And 3) NEMPC is able to do a global search over the entire input space of the
system whereas iLQR and linear MPC may only find locally optimal solutions unless seeded with
an already nearly optimal solution.
MEGa-PC is also similar to the concept of gain-scheduling where gains are selected for
different areas of the workspace, using interpolation between these areas to achieve acceptable
performance. Building on the idea of gain-scheduling, MEGa-PC could be compared to gainscheduled model predictive control where different model predictive controllers are selected for
different parts of the workspace. One of the significant drawbacks of a gain-scheduling algorithm
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is the tedious process of tuning a controller for each part of the workspace. MEGa-PC removes the
problem of re-tuning a gain in each area of the workspace, because MEGa-PC only has a single
cost function to tune, but can output different gains depending on the current state and goal state.
Colombo and Da Silva in [80], compare gain-scheduled LQR with model predictive control
(MPC). They specifically look at the performance and stability of the algorithms and find that it
is relatively straight forward to ensure the stability of LQR. However, the best way to ensure the
stability of MPC was to have a “sufficiently large prediction horizon.” Although it was more
difficult to definitively quantify stability for MPC, they found that MPC had higher performance
in terms of RMS error. One of the main ideas of MEGa-PC is to combine the high performance of
MPC with the straightforward stability verification of a state feedback control law.

4.3
4.3.1

Methods
Model Evolutionary Gain-Based Predictive Control
The essence of Model Evolutionary Gain-Based Predictive Control (MEGa-PC) is a genetic

algorithm working to optimize a set of gains for a low-level controller by sampling the future states
of the system. Figure 4.2 shows a process flow diagram for NEMPC and MEGa-PC. Because
Hyatt and Killpack provide an in depth description of the genetic algorithm, the interested reader
is referred to [1] for more information on the genetic algorithm. The optimization problem can be
expressed in equation form as:
minimize J(x, u)
K

subject to ~xi+1 = f (~xi ,~ui )
~ui = −K~xi

(4.1)

umin <= ~ui <= umax
where i = t,t + 1,t + 2, ...,t + T
Here, standard notation is used where x and u are the states and inputs of the system respectively, K is a Rmxn gain matrix, and J is a general cost function (not necessarily linear, or convex).
Additionally, t is the current discrete time step being evaluated and T is the length of the time
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(a) NEMPC

(b) MEGa-PC

Figure 4.2: Flow diagrams for NEMPC, (a), and MEGa-PC, (b). MEGa-PC outputs a gain matrix
for a low-level controller whereas NEMPC outputs a direct actuation input. i refers to the current
time step. At each new time step, the previous time step’s xi+1 becomes the new xi .
horizon (for both state prediction and control). Although we assume a state feedback control law
where u = −Kx, any low-level control law that is gain-based would work for this algorithm. For
example, on the soft robot arm we instead use the cost function u = K(xgoal − x) + u prev which is
essentially an integral control law. For the cost function in this paper, we use a standard quadratic
cost function as follows:
T −1

J(x, u) =

∑

"

N−1

x̃iT Qx̃i +

i=t

∑ R j ũi, j

#
+ x̃TT Q f x̃T

j=0

where x̃ = xgoal − x

(4.2)

ũ = ugoal − u
where, Q, Q f , and R are diagonal weighting matrices specific to each system. Although we use
a standard quadratic cost function in this paper for the purpose of familiarity and a defining a
simple benchmark, this control technique is not constrained to quadratic or even differentiable cost
functions.
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One of the significant ways that MEGa-PC improves upon NEMPC is there is no need to
parameterize the outputs of the controller such as in [1] where they pick several “knot points”
between which they linearly interpolate over the time horizon. Although some parameterization
may be beneficial for extremely complex or dramatically changing systems, the work in this paper
has no time horizon parameterization of the gain matrix inside the controller. Expressed in another
way, the controller has the task of finding the single optimal gain matrix for the time horizon it is
currently evaluating. However, because we are using model predictive control, or receding horizon
control, we can also find a new gain matrix at every time step to adapt to changing situations or
state estimation.
Coming up with a complete gain matrix, K ∈ Rmxn , increases the required memory storage
of the optimization script. However, this can be significantly reduced by only optimizing a small
subset of the matrix elements. In this paper, this is done by optimizing only the diagonal elements
of the matrix that correspond directly to the state to input relationship. We qualitatively found that
this also helped the optimization by reducing the number of parameters.
It should be noted that NEMPC and MEGa-PC, as part of their common optimization
method, rely on a large population (or sample) size that can be evaluated in parallel to produce
optimal control trajectories that are similar in performance to other methods. This means that
NEMPC is almost always run on a hardware accelerated platform. The results detailed in this paper use Pytorch [81] for easy, rapid, parallelized execution on the graphics processing unit (GPU)
although any hardware accelerated linear algebra package would work.

4.3.2

Simulated and Hardware Test Systems
The three systems used to compare and evaluate MEGa-PC in this paper are: 1) the single

and 2) triple-link inverted pendulum, and 3) a soft continuum robot arm.
The single-link inverted pendulum is modeled with standard dynamics of the form
I θ̈ + bθ̇ − mgsin(θ ) = τ

(4.3)

where the moment of inertia, I, is calculated as ml 2 and θ , θ̇ , θ̈ are the angular position, velocity
and acceleration respectively. The variables l, b, m, g, and τ are the length, viscous friction coef63

ficient, mass, gravity constant, and applied torque, respectively which have the following values
m
Nm
, 0.2 kg, 9.81 2 and a maximum allowable torque of 1 Nm. These
for our test cases: 1 m, 0.1
s
s
values will result in a controller that has to drive energy into the system by swinging back and
forth to be able to get to the upright position. Because the single-link inverted pendulum is dynamically simple and can be integrated with a straight forward Runge-Kutta 4th order method with an
integration step size of 0.01 seconds, we use the analytical model for both simulation and control
without hardware acceleration.
The three-link inverted pendulum has significantly higher computational complexity than
the inverted pendulum and thus we use the deep neural network (DNN) architecture as shown
in [1] to approximate the dynamics. This architecture works very well for the three-link system.
The DNN model outputs the next state of the system at a time step of 0.01 seconds. The original
continuous-time dynamics for this system are of the form
M(q)q̈ +C(q, q̇)q̇ + G(q) = τ

(4.4)

where the mass matrix, M, Coriolis matrix, C, and gravity vector, G, are calculated according
to standard formulas and q, q̇, and q̈ are a vector of each links’ angular position, velocity, and
acceleration. Each link in the three-link system is parameterized by a mass of 0.5 kg, a length of
0.5 m, a simplified moment of inertia of 0.1 kg m2 and a maximum allowable torque of 10 Nm. The
maximum allowable torque is such that the three-link system cannot swing or move directly to an
upright configuration (similar to the single-link system).
The last system used to test and analyze MEGa-PC in this paper is the soft robot arm as
seen in Figure 4.1. This arm has three inextensible, compliant, continuum joints that can each
bend about the plane at the base of the joint defined by two orthogonal axes. This gives each
joint two controllable degrees of freedom. This means that we model the soft robot arm as having
six kinematic degrees of freedom. Each joint in the soft robot arm is actuated by either four or
eight antagonistic pneumatic chambers. The pressure in each chamber can be controlled to change
the differential pressure between each pair of antagonistic chambers. This gives the system an
18-dimensional state space and six dimensional input space (two differential pressures for each
joint). The controller is tested on the soft robot hardware to show that this control method works
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in the physical world as well as in simulation. Soft robot arms such as the one used in this paper
exhibit extremely complex dynamic effects such as hysteresis, nonlinear friction and stiffness,
fluid dynamics, and coupling effects. There are many ways to model these robots, but none are as
simple and accurate as models for traditional rigid robots. The analytical model we use to predict
the motion of this robot arm for control is equivalent to the dynamic analysis given in [5]. The
model takes the standard form

M q̈ +Cq̇ + G = K prs p − Kspring q − Kd q̇

(4.5)

where q, q̇, and q̈ are the joint angles, velocities, and accelerations of the arm. M, C, and G
are the mass matrix, Coriolis matrix, and gravity vector. K prs is the pressure to torque mapping.
Kspring q accounts for the parasitic spring-like force that causes the joint to settle at an equilibrium
position, and Kd q̇ is the damping force for modeling frictional effects. This model is complicated
enough that the same DNN architecture used to model the three-link system struggles to capture
the correct dynamic effects for this soft robot arm. In this paper, to enable controller comparison
with this model, we use the Tustin or bilinear discretization to get a discrete-time affine model at
each time step. This model is then used to approximate the system for the duration of the control
horizon and is evaluated on the GPU for rapid parallelized computation.

4.4
4.4.1

Results
Inverted Pendulum
As a beginning step, the new model evolutionary gain-based predictive controller (MEGa-

PC) is compared to its predecessor NEMPC on the inverted pendulum system. Because the pendulum system is relatively simple, the cost function is also simple with


0 0
,
Q=
0 1



0 0
,
Qf = 
0 5

h i
R= 0 .

(4.6)

Figure 4.3 shows the pendulum being controlled to the vertical position, using NEMPC
and MEGa-PC with the exact same parameters. NEMPC and the high and low-level controllers
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Figure 4.3: From top to bottom, graphs of the positions, velocities, and applied torques of the
inverted pendulum system controlled by NEMPC and MEGa-PC with identical parameters. The
controllers visually perform almost identically. NEMPC is shown in blue and MEGa-PC is shown
in orange. One difference of note is that MEGa-PC has smooth input transitions at steady state in
comparison with NEMPC.

in MEGa-PC are run at 100 Hz. Both controllers have a population of 1000 model prediction
samples (for each predictive horizon), and have a horizon length of 50 time steps. As can be
seen from the graphs the two methods yield very similar results. This is confirmed in their almost
identical integral of time-weighted absolute error (ITAE) values of 16.40 and 16.35 for NEMPC
and MEGa-PC respectively, which is a difference of 0.3 percent in ITAE.
Figure 4.4 shows the same inverted pendulum system as Figure 4.3. However, in contrast
to Figure 4.3, Figure 4.4 shows the systems when the optimization controller is stopped after four
seconds. The inverted pendulum being controlled by NEMPC begins to spin continuously in an
uncontrolled manner, however MEGa-PC maintains its performance and this is supported by the
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Figure 4.4: From top to bottom, graphs of the angular positions, velocities, and applied torques
of the inverted pendulum system controlled by NEMPC and MEGa-PC with identical parameters.
Both optimization controllers are stopped at 4 seconds and are unable to change. It should be noted
that the linear low-level controller for MEGa-PC (which uses the last K matrix generated by the
controller) is still running at every time step.

ITAE values of 49.01 and 16.39 for NEMPC and MEGa-PC respectively. This is possible because
a single gain matrix is able to maintain performance over a larger range of angles as the pendulum
approaches the goal state. Indeed, the ITAE performance confirms that the gain matrix towards
the end of the trajectory when the optimization stops is already very close to being optimal. The
modified trajectory has an ITAE value of 16.39 versus the original ITAE value of 16.35, a difference
of 0.2 percent, where MEGa-PC comes up with a new gain matrix at every step. It should be noted
that if MEGa-PC is stopped much sooner than four seconds, it also cannot reach the goal orientation
since the pendulum is not close enough to its final goal state. However, the system does not tend
to go unstable with a fixed gain matrix (unlike in the case of NEMPC). To encourage the system to
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Table 4.1: A comparison of the total accumulated cost of NEMPC, MEGa-PC, and MPPI
for 500 trials. Each trial is performed the same except for a different
initial random seed. SD stands for standard deviation.
Controller Costs

Median

Mean

Min

Max

SD

966
1031
1059

968
1031
1060

947
937
1019

1069
1244
1149

12.35
33.08
18.44

NEMPC
MEGa-PC
MPPI

remain stable at all times, a cost on any real part of the eigenvalues of the matrix A − BK if it was
positive at the final horizon position was added to the cost function. This means that MPC should
avoid introducing instability.

4.4.2

Three-link Inverted Pendulum
To further compare NEMPC and MEGa-PC, we evaluated the two controllers on the three-

link pendulum which triples the dimension of the state space. The cost function for NEMPC and
MEGa-PC was again identical and the weights for the weighting matrix, Q, were set at 3, 2, and
1 for position. These same weights were retained for the final weighting matrix, Q f , and a cost
in R is also set on each of the three inputs equal to 0.0001. The high-level MPC controllers are
nominally run at 100 Hz with a horizon length of 50 time steps.
For the three-link inverted pendulum, the seed of the random number generator which
dictates the initial population of input trajectories, additional strangers, and mutation noise during
the solution method in both of the controllers was seen to have a noticeable effect on the cost of the
final trajectory. The effect of this randomness is quantified in Table 4.1 which shows the median,
mean, minimum, maximum and standard deviation for the accumulated cost over 500 different
trials. NEMPC performed slightly better on average than MEGa-PC.
In addition, statistics for model predictive path integral (MPPI) control were added to Table
4.1 to give a better idea of the relative performance difference between NEMPC and MEGa-PC.
MPPI was specifically selected as Hyatt and Killpack [1] found that NEMPC performed better
than MPPI and both MPPI and NEMPC performed better than differential dynamic programming
(DDP). We use the same MPPI controller used in [1] which is based on the method presented in
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Figure 4.5: A Histogram of 500 different trials of the three-link inverted pendulum under MPPI,
MEGa-PC and NEMPC. NEMPC is shown in blue, MEGa-PC is shown in green, and MPPI is
shown in pink. MEGa-PC is slightly less optimal than NEMPC but slightly more optimal than
MPPI on average for this problem. Each run is exactly the same except the seed of the random
number generator used in the controller optimization.

Williams et al. [82]. MPPI was given the same horizon length, control rate, number of samples,
and cost function as NEMPC and MEGa-PC. The trials are only varied by changing the seed of
the random number generator. Figure 4.5 shows a histogram of the accumulated cost over the
entire trajectory for the three controllers for the same 500 different random initial seeds. Overall,
NEMPC performs the best with a mean percentage difference between NEMPC and MEGa-PC
of 6.5 percent and a mean percentage difference between NEMPC and MPPI of 9.5 percent. On
average, MEGa-PC performs slightly better than MPPI, but slightly worse than NEMPC. We expect that with a better initialization algorithm such as latin hypercube sampling or a better matrix
parameterization, the MEGa-PC samples would move to the left side of Figure 4.5. Sampling
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more intelligently in future work is especially important because MEGa-PC does find the overall
minimum cost of the three controllers at 937.

Figure 4.6: Graphs of the joint angles of the three-link inverted pendulum. These plots show a
comparison between the lowest cost trajectories from NEMPC and MEGa-PC with the same cost
functions. NEMPC is shown in blue and MEGa-PC is shown in orange. The controllers perform
similarly in terms of rise and settling time, as well as in terms of accumulated cost.

The random seeds for NEMPC and MEGa-PC that gave the best accumulated cost were selected for the rest of the comparisons in this paper. We assume that a better initialization algorithm
or matrix parameterization would result in the average accumulated cost being close to the current top costs and thus this would be a fair comparison. Figure 4.6 shows graphs of the three-link
inverted pendulum under control by the NEMPC algorithm and the new MEGa-PC method. For
these trajectories, the accumulated cost is 947 and 937 for NEMPC and MEGa-PC respectively.
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Visually the two algorithms perform similarly, despite generating different trajectories in the global
search space to reach the goal state.

Figure 4.7: Graphs of the joint angles of the three-link inverted pendulum under the control of
NEMPC and MEGa-PC with the same cost functions. Both optimization controllers are stopped
at a half-second and are no longer able to change their output. It should be noted that the linear
low-level controller for MEGa-PC is still running at every time step.

Figure 4.7 shows the same three-link pendulum under control of NEMPC and MEGa-PC.
The optimization portion of both controllers is stopped at a half-second into the trial, although
MEGa-PC’s low-level controller continues to run. NEMPC’s past output is not sufficient to give
good performance, resulting in a total accumulated cost of 4461. The low-level portion of the
MEGa-PC controller still works well and achieves a total accumulated cost of 955 versus the
optimal accumulated cost of 937 based on the controller running continuously. MEGa-PC is still
able to control the pendulum despite the optimization script being stopped. This again shows
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that MEGa-PC finds gains that are optimal for a significantly wide range of the state space. We
should note that if the optimization script is stopped much sooner than a half-second MEGa-PC is
also unable to perform the desired task, however, the gain matrix could be checked to ensure the
stability of the system.

Figure 4.8: Graphs of the joint angles of the three-link inverted pendulum under the control of
NEMPC and MEGa-PC with the same cost functions. NEMPC is shown in blue and MEGa-PC
is shown in orange. Both controllers run at a significantly reduced rate of 10 Hz from 100 Hz.
It should be noted that the linear low-level controller for MEGa-PC (u = −Kx) is still running at
every time step.

To validate the hypothesis that a single gain matrix works well for a sufficiently wide range
of the state space, Figure 4.8 shows the three-link inverted pendulum system running at a control
frequency of 10 Hz, an order of magnitude lower than its previous rate of 100 Hz. To be clear,
MEGa-PC is updating the gain matrix at 10 Hz although the low-level controller is still running at
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100 Hz. MEGa-PC is able to perform the task successfully despite the drastically reduced highlevel control frequency, especially when compared to the resulting performance from NEMPC.
MEGa-PC achieves an accumulated cost of 1572 versus the cost for NEMPC which was 5849.
This is in part due to the fact that MEGa-PC is able to keep running low-level control at 100 Hz
and only needs to output a gain matrix every 10 Hz to keep the system performing well.

Figure 4.9: Graphs of the joint angles of the three-link inverted pendulum under the control of
NEMPC and MEGa-PC with the same cost functions. For this experiment the maximum allowable
applied torque was cut by one-fourth. NEMPC is shown in blue and MEGa-PC is shown in orange.
Both controllers are run at 25 Hz instead of 100 Hz which allows the optimizations to predict states
four times as far into the future. MEGa-PC is still able to successfully perform the task, as opposed
to NEMPC. It should be noted that the linear low-level controller for MEGa-PC is still running at
every time step, which is one of the main benefits of this type of control.

This is an interesting result because this means that MEGa-PC could intentionally take
longer solving the optimal control problem in order to extend the control time horizon, evaluate
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a better model of the plant, calculate a more computationally expensive cost function, or increase
the number of generations or population size in the genetic algorithm to achieve a more optimal
control input trajectory. All of which would be possible without sacrificing performance because
we have a low-level controller running at a high rate.
To further test the hypothesis that MEGa-PC can extend its control horizon to solve more
challenging problems than NEMPC, we made the problem more complex by further reducing the
maximum allowable torque in the three-link system by one-fourth to 2.5 Nm. This significantly
extends the required horizon length to be able to successfully predict and perform the swing-up
task. If we reduce the control frequency from 100 Hz to 25 Hz, we can quadruple the horizon
length to 200 time steps without increasing the latency of the controller. Figure 4.9 shows the
behavior of the two control methods under these conditions. It should be noted that the random
number generator seed again had a significant effect on the cost and we selected the best seed we
found out of 10 random seeds. As shown MEGa-PC is able to complete the task while it can be seen
that NEMPC attempts something that looks like it might work, but in fact cannot make the proper
adjustments in time to perform the task. For this task, MEGa-PC received an accumulated cost of
4336 compared to the cost of NEMPC which was 10 301. A video showing both the three-link and
single-link inverted pendulum can be seen here: https://youtu.be/TvptLL6eHtE.

4.4.3

Three-link, Six-DoF, Continuum, Soft Robot Arm
We also validate MEGa-PC on a physical soft robot arm. Besides showing that this method

works for real-world applications, this increases the difficulty of the problem by increasing the
dimensionality of the system, and by dealing with the inherent model inaccuracies present in our
current soft robot model. Figure 4.10 shows NEMPC controlling the three-DoF continuum-joint
robot arm. Each row of plots show the joint angles of each joint from joint zero to joint two
in top to bottom order. The prediction model does not match the real system and thus suffers
from significant steady state error. The middle joint, referred to as joint one, specifically has
unacceptable steady state error with a maximum error of approximately 65 percent of the step size.
To overcome the steady state error problem, MEGa-PC uses the control law u = K(xdes −
x) + u prev instead of u = −Kx which allows MEGa-PC to act like an intelligent integration scheme.
Figure 4.11 shows the arm under the control of MEGa-PC with the updated control law. The
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Figure 4.10: Graphs showing the performance of NEMPC on the orange soft robot arm. The plots
show the rotation about the X and Y axis, denoted as U and V respectively, for each of the joints.
The model of the arm that NEMPC uses to predict behavior does not match the physical hardware
and thus has significant steady state error.

system has zero steady state error. MEGa-PC is specifically tuned to get smooth non-oscillatory
performance. A video showing the arm under the control of MEGa-PC can be found at the following link: https://youtu.be/AwVW288Czoo. During the tuning process, it was experimentally
found that multiplying the weighting of R by the squared inverse of the position error drastically
reduced the number of oscillations at steady state and improved the transient behavior of the system. This is in part because we set ugoal in the cost function for the soft robot arm problem to be
u prev .
The gains produced by MEGa-PC can be seen in Figure 4.12. As shown, MEGa-PC is
varying the gains in a seemingly intelligent manner by raising the values of the gains when the
system is far away from the goal and lowering them to a specific steady state value when it gets
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Figure 4.11: Graphs showing the performance of MEGa-PC on the orange robot arm. The plots
show the rotation about the X and Y axis, denoted as U and V respectively, for each of the joints.
Because the model of the arm that MEGa-PC uses has significant steady state error, we used the
control law u = K(xdes − x) + u prev instead of u = −Kx as with the other systems. This allows the
controller to perform well even with a suboptimal model of the system.

close to the goal state. In [1] an integrator is added to NEMPC to be able to overcome the steady
state error. This is a valid option, but results in less optimal behavior because it adds the need for an
anti-windup scheme. The gains on the integrator also have to be carefully tuned after parameters
for NEMPC have been tuned. MEGa-PC significantly speeds up the tuning process by having only
one algorithm (namely the weights in the cost function) to tune. Additionally, MPC is in general
more intuitive to tune than an integrator as the parameters in the cost function have a predictable
effect on the performance of the system.
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Figure 4.12: Graphs showing the gain values output by MEGa-PC. Along each graph row is the
gains for each joint. The first column shows the gains on the joint angles and the second column
shows the gains on the angular velocity of each joint.

4.5

Conclusion and Future Work
Model evolutionary gain-based predictive control (MEGa-PC) has several benefits over

NEMPC however, these benefits are slightly offset by the fact that MEGa-PC presents a more
difficult optimization problem however MEGa-PC still performed better than MPPI on average for
the three-link system. In section 4.4, we found that the initial random seed had a non-negligible
effect on the performance of all three algorithms, but had a larger effect on MEGa-PC. We assume
that this effect could be mitigated by starting with a better initial population method such as Latin
hypercube sampling or by a better parameterization of the gain-matrix.
In conclusion, MEGa-PC is shown to
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• be more adaptable than NEMPC to model failures by having the ability to switch to different
low-level control laws such as u = k(xgoal − x) + u prev .
• perform well on complex control problems because the high-level controller can be run at
intentionally lower control frequencies using the generated gain matrices to maintain performance over a larger range of angles than direct actuation inputs.
• allow for the checking of stability within the system if the high-level controller malfunctions
in a specific linearized region of the system.
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CHAPTER 5.

CONCLUSION

This thesis makes progress in three fundamental areas that are necessary for successful
physical human-robot interaction (pHRI) for co-manipulation. Chapter 2 covered some analysis
of physical human-human interaction (pHHI) in co-manipulation tasks. The goal of this analysis
was to develop metrics to measure the effectiveness of pHRI and discover important trends that
future pHRI control designers will need for safe and effective co-manipulation. Chapter 3 derived
a dynamic model for soft robots which are a natural choice for pHRI and co-manipulation due
to their inherent safety. The model developed in this thesis is sufficiently accurate and tractable
in real-time for the number of degrees of freedom we expect to use in our human-robot tests and
future applications. Additionally, the method developed in this thesis has been tested with up to
10,000 joints and, with that many joints, is still tractable although it is not real-time. Finally,
Chapter 4 presents an optimal control algorithm which has specific safety characteristics as would
be needed for any pHRI controller. The optimization part of this controller is shown to maintain
stable performance at intentionally slow control rates in part because the low-level control can still
be run at higher control rates. We expect low-control rates may be necessary when controlling
systems using complicated models for soft robots with a human-in-the-loop. This controller is also
shown to successfully handle significant model inaccuracies as is common in soft robotics.

5.1

Future Work and Current Limitations
The long-term goal of the work presented in this thesis is to build an effective soft robot

pHRI co-manipulation controller. This controller could easily use model evolutionary gain-based
predictive control (MEGa-PC), as shown in Chapter 4, as a low-level joint angle controller. The
higher level path-planning type controller could also be a derivative of nonlinear evolutionary
model predictive control (NEMPC). One of the main hurdles at this point would be to get the soft
continuum robot arm shown in this thesis, and a mobile base working well together. The next step
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would be to create a path-planning algorithm that would take in the current forces from human
partners, past object motion, and plan a joint angle trajectory that could be fed to MEGa-PC.
However, all of these future steps require the foundations laid out and presented in this thesis.
Each chapter of this thesis has its own limitations and future work. A large limitation
of the human-human study analyzed in Chapter 2, is that few of the independent variables were
controlled, while this gave us a good baseline to compare against in the future, it also made it
difficult to concretely justify some claims that otherwise could have been made. For example, it
was difficult to claim that one team was high performing because no qualifying adjectives were
given to each dyad such as to complete the task quickly or smoothly. This limitation has since
been remedied in newer studies [83]. An interesting path forward for the analysis of humanhuman and human-robot dyads, which is currently in the planning stages by other researchers
from the Robotics and Dynamics Lab, would be to run trials in virtual reality (VR). VR will help
to control more independent variables in these human-human (or human-robot) trials and isolate
a lot of the unknown variables by decoupling things such as potential innate human distrust of
robots from the actual physical performance or behavior of the robot. VR should allow researchers
to also investigate whether humans respond better to motion or to haptic forces. One of the future
interesting findings that VR specifically makes possible would be to understand how the subjects
will respond in realistically simulated search and rescue environments. This could be combined
with advanced neurological sensors that attempt to measure the psychological state of the subjects.
This is assuming that people will respond differently when faced with disaster type environments.
On the topic of dynamic soft robot models, the model presented in Chapter 3 only attempted limited parameter identification. Better parameter identification could be done, however,
it is likely that other approaches would result in better performance. Specifically, the stiffness in
the continuum joints is currently modeled as symmetric with either constant or linearly varying
coefficients. In contrast, the physical hardware is seen to exhibit nonlinear and non-symmetric
stiffness. Fixing the stiffness term seems to also have the greatest chance of fixing the steady state
errors stemming from model mismatch when controlling the joint using model predictive control
(MPC). The largest errors in the current soft robot model, besides those due to the joint stiffness
model, are assumed to come from the terms which are missing in the dynamic model (hysteresis,
fluid dynamics, friction effects, and joint/fluid dynamic coupling). One major concern after these
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terms have been identified is that the model will be too complex to simulate and predict efficiently
in a controller. The future work here could involve rewriting the model in the python library JAX
or another auto-differentiation library within a GPU parallelization framework which can be efficiently compiled. If the model was implemented with such a library, accurate gradient information
could be retrieved which could be used for optimization or retrieving an accurate affinized model.
An affinized model would be helpful for linear MPC, stability analysis, and was shown to work
for control in state prediction of the soft robot arm. In addition, this would provide the ability to
evaluate the model in parallel, which is the largest current problem with the model detailed in this
work. The model seems to be fast enough to use as a prediction in a sampling-based controller if
it is able to be parallelized.
Lastly, Chapter 4 concerns the controller for the soft robot arm. To build on this research,
the most straight forward step would be to investigate the cost function used in MEGA-PC to find
what cost function gives optimal performance for the arm. Another possible research route is to
work on optimizing the initial and stranger populations to better cover the workspace. Additionally, A better parameterization of the gain matrix K would most likely be helpful as it was seen
that diagonalizing the gain matrix was helpful for the optimization script to find good gain matrices. Another interesting preliminary idea was that the model could be used as a tuning parameter
and better performance could be attained by deviating from the actual dynamic parameters. The
controller presented in Chapter 4 used an older version of the soft robot model that was seen to
be similar to the model introduced in Chapter 3. This was done to more easily compare between
NEMPC and MEGa-PC however, the older model was written in python and then compiled to
unintelligible C-code for efficient performance. In contrast, the new model, shown in Chapter 3
is written directly in efficient C-code and can be easily modified to change the parameters of the
robot. The idea would then be to adapt the dynamic parameters to enable better performance.
Another way to get to similar high level performance could be to combine MEGa-PC with model
reference adaptive control (MRAC). This would be building off the work in [2] where Hyatt et al.
showed that combining MPC and MRAC worked well for controlling a small degree of freedom
soft robot. Either of these options would hopefully allow the system to make more aggressive
manuevers that were unfortunately impossible with the current version of the model.
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5.2

Contributions
The specific contributions of this thesis are as follows:

Human-human Co-manipulation In Chapter 2, human-human dyads performing collaborative
manipulation (co-manipulation) tasks with an extended object (object with significant length) were
analyzed and the observable trends were reported. A detailed analysis was presented relating
trends in interaction forces and torques with other metrics and it was proposed that these trends
could provide a way of improving communication and efficiency for human-robot dyads. It was
discovered that the motion of the co-manipulated object has a measurable oscillatory component.
It was also confirmed that haptic feedback alone represents a sufficient communication channel for
co-manipulation tasks, however the loss of visual and auditory channels has a significant effect on
interaction torque and velocity. This chapter laid the essential groundwork in defining principles of
co-manipulation between human dyads. It is proposed that these principles could enable effective
and intuitive human-robot collaborative manipulation in future co-manipulation research.
Dynamic Modeling of Soft Continuum Robots Because of the complex nature of soft robots,
formulating dynamic models that are simple, efficient, and sufficiently accurate for simulation or
control is a difficult task. Chapter 3 introduced an algorithm based on a recursive Newton-Euler
(RNE) approach that enabled an accurate and tractable lumped parameter dynamic model. This
model scales linearly in computational complexity with the number of discrete segments. This
model is validated by comparing it to actual hardware data from a three-joint continuum soft robot
arm (with six degrees of freedom represented in a constant curvature kinematic model). The results
showed that this RNE-based model can be computed faster than real-time. Additionally, Chapter 3
showed that with minimal system identification, a simulation performed using the dynamic model
matches the real robot data with a median error of 3.15 degrees.
Model Evolutionary Gain-based Predictive Control

Lastly, Chapter 4 detailed a new nonlinear

control method for dynamical systems referred to as model evolutionary gain-based predictive
control or MEGa-PC. The method used an evolutionary algorithm to optimize a set of gains to be
applied to a system via model predictive control. The method is highly configurable and can adapt
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to many different systems and can even be extended to systems with poor models although the
performance of the controller is still affected by the accuracy of the model. This control was shown
to work well in simulation for a single-link inverted pendulum, a three-link inverted pendulum,
and on physical hardware for a three-joint/three-link soft robot arm with six degrees of freedom.
This controller is compared against prior work that used Nonlinear Evolutionary Model Predictive
Control or NEMPC. The new method performed similarly to NEMPC in terms of accumulated
cost over the entire trajectory, however gain-based NEMPC is shown to generalize better to real
world applications where safety is paramount, where the system has significant latency, and where
the models for the systems result in significant steady state error with NEMPC.
With the creation of a tractable RNE model and reliable control (MEGa-PC) combined with
the analysis of human-human haptic communication in HHI co-manipulation, future researchers
now have the tools necessary for preliminary successful human and soft robot co-manipulation.
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[61] Meurer, A., Smith, C. P., Paprocki, M., Čertı́k, O., Kirpichev, S. B., Rocklin, M., Kumar, A.,
Ivanov, S., Moore, J. K., Singh, S., Rathnayake, T., Vig, S., Granger, B. E., Muller, R. P.,
Bonazzi, F., Gupta, H., Vats, S., Johansson, F., Pedregosa, F., Curry, M. J., Terrel, A. R.,
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APPENDIX A.

EVALUATION OF PHRI COMPARED TO PHHI

Figure A.1: Picture of a human and a robot working together to move an object. The controllers
in this paper solve the translation versus rotation problem. The participants were asked to perform
both rotation (about the robot) and translation (in the lateral direction) tasks with the robot.

This section is an addition to a journal paper currently in preparation. It details the evaluation of previous human-robot interaction especially compared to trends and data gathered in
human-human interaction. It also mimics the flow of Chapter 2. It compares two control methods
1) neural network prediction control (NNPC) and 2) extended variable impedance control (EVIC).
These controllers worked very differently. NNPC used a neural network to predict the motion of
the table based on the previous motion. Whereas, EVIC looked for specific torque patterns that
signaled the robot to turn or to translate in the lateral direction. More details on these methods can
be found in [71].
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Figure A.2: Overall metrics between NNPC and EVIC.

Figure A.2 shows that EVIC and NNPC have similar average velocities and completion
times, however, there is a stark difference between the average values of the 95 percentile interaction torque. The 95 percentile interaction force also varies more in NNPC than in EVIC although
the median 95 percentile interaction force seems to remain similar.
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Figure A.3: Scatter plots of the (A) linear and (B) angular velocity versus completion time for the
translation and rotation tasks.

Figure A.3 shows the correlation between median linear and angular velocity and completion time divided between the two different tasks. Similar to HHI there is a strong correlation
between the two metrics however the correlation is not exactly linear.
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Figure A.4: This figure shows the repetitions versus (A) linear velocity, (B) angular velocity, and
(C) completion time for each of the controllers.

Figure A.4 shows the learning of the dyads. It should be noted that the participants were
allowed a period of time prior to the testing trials to become familiar with the controller. As
shown, there is a slight increase in linear speed over the number of repetitions, especially for
EVIC. Minor completion time improvements for both controllers are seen in Figure A.4(c). The
biggest improvements in terms of repetitions in completion time are seen in the outliers.
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Figure A.5: (A), (B), and (C) show boxplots of 95 percentile interaction force (A), 95 percentile
interaction torque (B), and completion time (C) divided up by the task and controller.

Figure A.5 shows boxplots reflecting 95 percentile interaction wrench and completion time
divided out by the task and controller type. We found that interaction wrench and completion time
do not change significantly from the two different tasks.
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Figure A.6: (A) and (B) show only the translation tasks while (C) and (D) show only the rotation
tasks. This figure shows scatter plots of the 95th percentile interaction force, (A), and torque, (B),
as a function of variance of the orientation about the Z-direction. (C) and (D) show scatter plots for
the 95th percentile interaction force and torque, respectively, as a function of area of over-rotation
of the orientation about the Z-direction.

Figure A.6 shows 95 percentile interaction wrench versus variance of rotation about Z for
the translation task and area of over-rotation about Z for the rotation task. These two metrics could
identify teams that had some amount of disagreement as to the current goal whether it was speed
or direction. As seen in Figure A.6, NNPC does considerably worse than EVIC in both of these
metrics.
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Figure A.7: Box plots showing the 95 percentile interaction force (A, C), torque (B, D) versus
responses to the survey questions: ”I felt there was confusion between my partner and me” (A, B)
and ”My partner did not push or pull too hard” (C, D).

Figure A.7 shows boxplots of the 95 percentile interaction wrench with respect to the survey
questions, ”I felt there was confusion between my partner and me” and ”My partner did not push or
pull too hard”. Participants rated the statement on a 5-point likert scale between ”strongly disagree”
and ”strongly agree”. For Figures A.7(a) and A.7(b), NNPC reported confusion generally increases
with decreasing interaction torque, but for EVIC the opposite seems to be true. In HHI, [84] found
that increasing torque generally suggested less confusion which was similar to NNPC.
Figures A.7(c), and A.7(d) show that high magnitudes of the interaction wrench do not
seem to strongly correlate with the human feeling that the robot is pushing or pulling too hard. We
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propose two different possibilities to explain this: 1) the profile of interaction wrench or acceleration is what is uncomfortable to humans or 2) humans have differing opinions on what magnitude
of interaction wrench is acceptable, meaning that robots may have to have some kind of learning mechanism where they are able to tell what range of interaction wrench is comfortable for its
human partner.
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Figure A.8: Scatter plots of interaction force (A) and torque (B) versus angular velocity for the
rotation (A) and translation tasks (B).

Figure A.8(a) is a scatter plot between median interaction force and median angular velocity for the rotation tasks. There is no clear correlation between the two variables for either NNPC or
EVIC whereas a strong negative correlation existed between the variables in HHI. In Figure A.8(b),
a scatter plot of 95 percentile interaction torques versus median angular velocity is shown. This
graph shows a significant albeit slight positive correlation between the two metrics. The kendalls
tau and p-values for NNPC are (0.1697, 0.0139) and for EVIC are (0.2786, 9.2981e − 05). This
correlation matches with HHI data seen previously.
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Figure A.9: Peak frequencies of velocity in the vertical (z) direction. The histogram shows peak
frequencies for NNPC (A) and EVIC (B) against HHI data. (C) shows the combined pHRI data
versus HHI data.

Figure A.9(c) shows the peak frequencies for all of the HRI trials in blue and red plotted
against the histogram of HHI data shown in green from [84]. The graph shows a distinct bump at
.5 hz and a very slight hump at around 2 hz. Figures A.9(a) and A.9(b) show the peak frequencies for NNPC and EVIC respectively. It should be noted that NNPC has a wider range of peak
frequencies than EVIC. In contrast to the HRI data, the HHI data had peaks concentrated below
.33 hz (intentional motion) and around 1.5 hz (gait). There are three main theories which we propose: 1) because the robot tried to maintain a static arm position, this altered the intentional motion
frequency because the participants did not have the option of raising the table, 2) the controllers
caused the participants to take slower and smaller steps thus reducing the number of peaks seen
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at 1.5 hz and shifting it up to 2 hz. 3) the alteration of natural peak frequencies at which humans
carry objects is a possible explanation for why participants preferred working with a human.
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Figure A.10: Box plots showing variance of rotation about the vertical (z) direction for the translation task (A), and area of over-rotation about the vertical (z) direction for the rotation task (B).
These are divided into four groups: HHI with unrestricted and haptic only communication, as well
as NNPC and EVIC.

Figure A.10 contains boxplots comparing NNPC, EVIC, and HHI data with the two metrics: variance of rotation about Z and area of over rotation in Z for the translation and rotation
tasks respectively. As shown in Figure A.10(a) both NNPC and EVIC have less variance about z
in translation tasks than human-human dyads restricted to haptic only communication (HC). Furthermore, as shown in Figure A.10(b), according to the metrics derived by [84], NNPC and EVIC
perform even better than HHI with unrestricted communication at the rotation task.
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Figure A.11: Plots showing the global position of the center of the object being carried for both the
translation (A, B) and rotation tasks (C, D) for both the NNPC (A, C) and EVIC (B, D) controllers.

Figure A.11 shows the global position of the center of the table for both the rotation and
translation for both NNPC and EVIC. For both tasks, the task starts at the origin. As shown EVIC
is more difficult to start than NNPC. As the task starts, EVIC tends to move into other parts of
the workspace until it starts to translate right. NNPC seems to move straighter than EVIC. NNPC
seems difficult to stop and tends to overshoot. For the rotation task, EVIC tends to have a tighter
variation in the path of the rotation than NNPC. Because of the specific trigger pattern that enables
EVIC, EVIC is more likely to do a pure rotation.
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Figure A.12 shows boxplots describing the distributions of the general metrics. There are
two main takeaways from these graphs. 1) NNPC seems to be closer to typical HHI data ranges
especially for 95 percentile interaction torque. 2) Median linear and angular velocity and completion time are larger than HHI. This means that although HRI performed the task at higher speeds,
that did not translate to faster completion times with a different dyad. This is also interesting in
comparison to Figure A.3, which shows that median linear and angular velocity are strongly correlated to completion time. This is most likely a result of fine motor control being difficult with
these controllers.
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Figure A.12: Boxplots showing the distribution of the general metrics with respect to NNPC,
EVIC, HHI with unrestricted and haptic-only communication.
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APPENDIX B.

B.1

EXTENSIONS OF THE RECURSIVE NEWTON-EULER MODEL

Verification of Inertia Tensor Calculation
The calculation of inertia was verified through 3D CAD modeling. The difference between

the largest percentage difference value of the inertia tensor is shown in Figure B.1. At most our
model is incorrect by 20 percent. Since 3D CAD models use a uniform density for the model it
should get more incorrect as more bending occurs, because in real life the density becomes larger
on the inside of the bend. Thus we think that our model is actually more accurate than the 3D CAD
modeling approximations.

Figure B.1: The percent difference of the maximum error of any single term in the inertia tensor
when compared to Solidworks. For all measurements, the largest error is at Ixx . The maximum
error if we use the best algorithm is 18 percent. The crossover point between the small angle
π
approximation and the true derivation of the transformation matrix is at 24
.
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B.2

Calculation of Angular Momentum
Another possibility for calculating the derivative of angular momentum was derived which

makes no assumptions of a rigid-body, but is much more complicated. This calculation sums up
the angular momentum of each disk and moves it to the overall center of mass. The calculation is
d
Ḣ =
dt

Z h
0

(Ri−1
disk Idisk ωdisk + rdisk/com × µνdisk/com )dl

(B.1)

This calculation is more complex and can significantly increase the solve time for the system. For our robot arm, this calculation increases the solve time by a factor of at least 1.25 depending on the input trajectory although we have seen an increase up to 7 times longer.

Figure B.2: Graph of each of the joint angles for each joint on the full arm. The solid lines represent
data taken from the physical soft robot hardware. The other lines represent the corresponding joint
angles from the analytical model simulated with different inertial parameters.
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Figure B.2 shows the recorded physical robot arm motion in solid lines versus three different methods for approximating the inertial effects on the dynamics. The different approximations
of the inertial effects are not visually discernible. ”HW” is the joint angles for each joint on the
physical soft robot platform. The three methods shown on the plot are: 1) ”True Hdot” which calculates the derivative of angular momentum by Eq. B.1, 2) the ”Rigid Body Asm” which refers to
the method shown in Chapter 3 and 3) ”Static Inertia” which refers to the simplest method where
the joint is modeled as a cylinder with a constant inertial tensor.
Our robot arm has very large parasitic torque and damping terms which are more influential than the rotational inertial terms and so we assume that for other ”softer” robots, this extra
calculation may be worthwhile.

B.3

Aligning Torques from RNE to the standard Euler-Lagrange Form
In equation form, for our specific robot arm,


1
R01 τ1x,RNE


 0 1

R1 τ1y,RNE 



 2 3
R3 τ3x,RNE 

G(τr ),C(τr )q̇, M(:, i)(τr ) = 
 2 3

R3 τ3y,RNE 


 4 5

R5 τ5x,RNE 


4
5
R5 τ5y,RNE

(B.2)

where τRNE is the vector of reaction forces internal to the robot obtained by the RNE
1
algorithm. For example, τ1x,RNE
is the torque obtained from the RNE algorithm at the first link

in the first frame and R01 is the rotation from frame zero to frame one (for frame definitions, see
Chapter 3).
This comes from assuming that the top of the joint exerts a torque on the rigid link and
the bottom of the joint exerts a torque on the joint. Because the rigid links don’t have generalized
coordinates, those rows that would correspond to the rigid links are removed from the dynamics.
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APPENDIX C.

DEEP NEURAL NETWORK EXPLORATION

This section represents an initial exploration into getting good performance using a Deep
Neural Network (DNN) to represent a dynamical system. There are two main contributions 1) it
was found that the recurrent neural network (RNN) architecture and the gated-recurrent unit (GRU)
predicted the simulation data better than all other architectures that were tested. Unfortunately,
on real hardware the GRU architecture presented significant difficulties which we presume to be
apropos of the hidden state and latency in the system. 2) If the DNN is used to predict derivatives
of the state instead of the state transition, much more accurate results were achieved with the
single-link inverted pendulum.

C.1

Deep Neural Network Architecture Comparisons
Figure C.1 shows the comparison between different neural network architectures. On the

X-axis is the cumulative execution time for prediction of 100 time steps into the future. On the Yaxis is the loss value calculated based on the addition of the L1 loss and the cosine similarity loss.
“FC-2Layer” and “FC-3Layer” represent a fully connected architecture which have respectively
two and three layers with Leaky ReLU activations which have been trained to convergence. Also
depicted is several recurrent neural network (RNN) architectures. “RNN” represents the common
RNN implemented in Pytorch [81]. “GRU” and “LSTM” stand for the gated-recurrent unit and
long short-term memory architectures which are variations on the original RNN architecture. Each
of the three RNN architectures have only one RNN layer with one additional output layer.
The three RNN architectures were trained for only one epoch on the training data. The
LSTM and GRU architectures achieved comparable performance to the fully-connected architectures which have been trained to convergence. “GRU-Long” represents the same GRU architecture
as before but it has been trained to convergence. The GRU architecture was selected for this full
trial over LSTM because GRU has half as much memory storage requirements as LSTM.
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Figure C.1: Comparison of different neural network architectures. GRU architecture has the best
performance out of all the tested architectures.

The 2-layer fully-connected neural network is significantly faster than the other network
architectures and as such it was tested against a random analytical trajectory to visually determine
the degree of error. Figure C.2 shows the fully-connected network performance versus the analytical trajectory with the same initial state and input trajectory. The fully connected network struggles
adapting to the initial condition of Joint 2, however it follows the overall trends and seems to slowly
align itself at the end of the trajectory.
Figure C.3 shows the GRU architecture compared to the same analytical trajectory shown in
Figure C.2. The GRU architecture is shown to mimic the behaviour of the simulation much better
than the fully-connected version. The model takes about 0.5 seconds to learn the “hidden state” of
the system and after 0.5 seconds there is 0.0009 mean squared error (MSE) on position or less than
one degree of mean absolute error. This is compared to the fully-connnected version which has
0.0656 mean squared error (MSE) on position or 8.3 deg of mean absolute error. While the GRU
architecture had excellent performance matching the simulated data and, in control simulations,
seemed to better handle changes in frequency content than the fully-connected version, the GRU
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Figure C.2: Prediction performance of the fully connected neural network.

architecture struggled to perform well while attempting control on physical hardware. This is most
likely due to issues with the hidden state where the neural network could not learn the “hidden
state” of the real system. This was somewhat confirmed as running the control as an open loop
system where the RNN was not fed any additional states besides the initial condition ended up
working well.

C.2

Prediction Functions
Two different ways to predict the state at the next time step were compared. First, the deep

neural network (DNN) was trained to predict the full state transition i.e. the state at the next time
step. In equation form this is written as
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Figure C.3: Prediction performance of the GRU neural network architecture.

xk+1 = f (xk , uk )

(C.1)

using standard notation and where k represents the time index. The other possibility investigated
was using the DNN to estimate the state derivative and then integrate using first-order Euler integration to get the state at the next time step. In equation form this is

xk+1 = xk + f (xk , uk )δt

(C.2)

Figure C.4 shows the difference between trying to approximate the state transition versus
the derivative of the state for an inverted pendulum system. Both DNNs use the same 2-layer
fully-connected architecture with leaky ReLU activations. The derivative function estimator works
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Figure C.4: Comparison between the trajectories obtained for a neural network directly estimating
the state transition versus the derivative of the state function with first-order Euler integration. The
system depicted here is an inverted pendulum. Both DNNs use the same 2-layer fully-connected
architecture with leaky ReLU activations.

much better than the state transition method. It should be noted that this comparison was only
done for the inverted pendulum and the inverted pendulum simulates well with first-order Euler
integration, so it is assumed that for more complicated dynamical systems a different integration
scheme would be needed.
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